
BEST PRACTICES FOR DEPLOYING THE SAS®

BUSINESS ANALYTICS FRAMEWORK ON
SUN™ STORAGE 7000 SYSTEMS 
White Paper 
June 2009

Abstract

This paper is intended for IT managers and system administrators who are responsible for the storage  

architecture of a SAS implementation. It provides a brief overview of storage solution requirements for  

SAS applications and describes the potential benefits of and best practices for deploying Sun™ Storage 

7000 systems as the storage infrastructure for the SAS Business Analytics Framework. 
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Chapter 1

Introduction

Emerging Requirements for SAS® Storage Infrastructures
With today’s fast multicore servers and high-capacity storage systems, SAS custom-

ers are using and generating greater amounts of data through sophisticated models 

and analysis programs, thus requiring greater amounts of data to be moved through-

out the SAS workflow. As a result, storage performance has become an increasingly 

critical component in determining the overall performance and effectiveness of the 

SAS Business Analytics Framework.

While modern servers are fast approaching I/O processing capabilities in excess of 

one million I/O operations per second (IOPS), mechanical disk drives have failed to 

keep up with the server performance growth curve. Today’s fastest drives are capable 

of 300 to 400 IOPS. Thus a disk array with twelve 15K RPM drives (where each drive 

provides 320 IOPS) would be roughly 260 times slower than the server I/O throughput.

Figure 1. Even the fastest hard disk drives (HDDs) have much slower I/O throughput 
than today’s servers.

Traditional storage solutions and special-purpose storage appliances are becoming 

too costly for today’s exploding data volumes. Organizations are finding it challeng-

ing to contain storage costs while delivering the high I/O bandwidth, low latency, 

shared access, and data protection required for their SAS solutions. The impact of 

these trends on SAS IT architectures is that SAS customers are looking for a more 

cost-effective way to deliver both high capacity and high I/O throughput rates for 

their storage solutions.
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As storage capacities have grown, traditional means of deploying and managing 

storage have also become outdated. Most of today’s storage systems require a highly 

trained administrator to effectively manage the environment. This adds time and 

cost to the deployment of new storage systems and increases the ongoing cost of 

managing the environment.

Perhaps more importantly, with many SAS sites deploying large storage area network 

(SANs) or network attached storage (NAS) solutions, it has become increasingly diffi-

cult to troubleshoot and address storage utilization and performance issues in these 

multihosted environments. The management tools currently available offer limited 

visibility because they lack a comprehensive and cumulative view that encompasses 

multiple layers from the CPU and application to the storage file system, operating 

system, and data services. Thus if storage performance issues occur, it is very difficult 

to trace the source of the problem.

Key requirements for today’s SAS storage infrastructures therefore include:

•	 High	performance	and	high	capacity

 Tackling tough business problems with SAS requires fast I/O processing with  

sustained high throughput to keep servers from being underutilized while waiting  

for data.

•	 Simplicity

 NFS environments are easy to setup, but have previously lacked the performance 

required for larger SAS installations. Getting high performance often required 

complex SAN or direct-attached storage environments, which meant administra-

tors would have to set up HBAs, configure networks and storage LUNs, etc. SAN 

environments can also be costly to operate. SAS users are looking for cost-effective 

and simple storage solutions that can be managed easily without the need for a 

highly trained storage administrator.

•	 Cost-effectiveness

 Storage capacity must be easily expandable for the growing volumes of SAS data. 

Also, SAS users are always looking for greater performance throughput so they 

can perform more in-depth analysis. However, budgets are often tight, making it 

difficult to find storage solutions that satisfy performance and capacity require-

ments while also providing good value.

•	 Agility

 SAS administrators must be able to respond to unpredictable spikes in workloads 

and evolving business needs by quickly scaling or adapting the storage infrastruc-

ture to meet new demands for either capacity or performance, or both. In addition 

administrators must be able to easily integrate heterogeneous client systems that 

may require different protocols and different authentication schemes.
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Addressing SAS® Storage Requirements with Innovative Sun 
Storage 7000 Systems
Innovative Sun Storage 7000 systems bring together a unique set of features that  

address SAS storage requirements from multiple perspectives (Figure 2). SAS users 

gain the benefit of an easy-to-deploy solution that offers performance that approaches 

that of a SAN solution at about half the cost. IT administrators benefit from greatly 

reduced deployment and administration time, as well as unprecedented visibility 

into user access patterns and performance issues.

Figure	2.	Sun	Storage	7000	systems	converge	to	meet	the	requirements	of	both	 
IT	administrators	and	SAS	users.

Outstanding price/performance for SAS® Data
Sun Storage 7000 systems deliver higher performance at half the cost of traditional 

storage solutions by utilizing cost-effective components and providing a rich set of 

built-in software features. While many other vendors charge license fees for proto-

cols and data services such as CIFS, NFS, HTTP, and Replication, these and other soft-

ware features are included in the price of Sun Storage 7000 systems. No additional 

software licenses are required. The systems also offer economic value by reducing en-

ergy consumption and datacenter space requirements. Energy efficiency is improved 

through the use of slower RPM drives and SSDs, both of which require significantly 

less power than high-speed 15K RPM drives.
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Feature  SAS User Benefits IT Benefits 

Hybrid Storage Pools •!Much lower cost than SANs 
with similar performance 

Real-time Analytics and 

Simplified Management 

Sun Open Storage with 

open-source software 

Multiple protocols (NFS,  

CIFS, iSCSI, Webdav) 

•!Excellent price/performance 

•!Low power and cooling costs 

•!Reduced complexity vs. SAN 

Meeting Both IT and SAS User Requirements 

IT Requirements SAS User Requirements 

Sun Storage 7000 Systems  

•! Improved service levels 

•!Less reliance on IT admins 

•!Low cost, no add-on fees 

•!Easy expansion 

•!Ubiquitous NFS access  

•!No need to reboot clients 

•!Management efficiency 

•!Fast/easy root cause analysis  

•!Flexible growth path 

•!Ability to customize if needed  

•!Easy integration of PC and 
UNIX desktops 

•!Simple security access controls 
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Easy to deploy, manage, and optimize
Part of Sun’s Open Storage offering, the Sun Storage 7000 series provides break-

through simplicity and ease-of-use through revolutionary new storage software. 

SAS users can access files through multiple industry standard network protocols, 

enabling the system to appear as a file server that is compatible with both PCs and 

UNIX® client devices. The easy-to-use graphical management interface and rich  

set of data services help simplify administration and improve service levels.  

Administrators can quickly diagnose and resolve performance issues in production 

systems using advanced DTrace Analytics functionality that delivers real-time visibility 

throughout the data path.

Target Environments for Sun Storage 7000 Systems
Sun Storage 7000 systems offer a range of configurations that make them a good fit 

for many types of SAS deployments, ranging from small sites that simply want to take 

advantage of the Sun Storage 7000 software features such as DTrace Analytics to large 

sites looking for better I/O performance in order to support increased user activity.

The following characteristics represent the type of SAS deployment profile where Sun 

Storage 7000 systems can provide good value:

•	 Existing	SAS	site	with	high	ongoing	maintenance	and	operations	costs	for	their	

current storage solution, and users are looking for a new approach that offers bet-

ter performance as well as reduced TCO.

•	 I/O	performance	bottlenecks	are	limiting	the	type	or	quantity	of	analysis	that	can	

be executed in the existing SAS environment. Growing numbers of users or in-

creased complexity may have made it very difficult to understand data set access 

patterns and to find the source of performance bottlenecks.

•	 Administration	has	become	costly	and	time-consuming,	and	SAS	administrators	

are looking for solutions that can be more easily managed. 

•	 SAS	administrator	or	IT	administrator	is	looking	for	advanced	management	capa-

bilities, such as snapshots of SAS data sets and instantaneous backup and restore 

of data files.

Collaborative Effort Through the Sun Data Center of the  
Future Initiative
The best practices and design guidelines outlined in this white paper are the result 

of joint engineering work as part of the SAS and Sun Data Center of the Future 

initiative. SAS and Sun understand that “IT Matters” and want to address the IT is-

sues that are paramount to SAS customers. The Data Center of the Future initiative 

provides a forum for SAS and Sun to test and design solutions that take advantage 

of the latest technology advances and are optimized for high performance. Together 

SAS and Sun engineers determine the best approach for implementing the technolo-

gies so that the results can be documented to save customers time, reduce risk, and 

improve business results through optimized solutions.
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The engineering effort related to this paper involved engineers from Sun working 

in conjunction with SAS technical experts to optimize the SAS Business Analytics 

Framework for deployment with Sun Storage 7000 systems. This collaborative effort 

between Sun and SAS has included testing the SAS Business Analytics Framework 

with Sun Storage 7000 systems and defining and documenting the approaches that 

best utilize Sun Storage 7000 systems. The results and lessons learned are presented 

in this white paper as best practices for designing, implementing, and managing the 

SAS Business Analytics Framework with Sun Storage 7000 systems. The paper does 

not go into details about capacity planning, but provides generic performance in-

formation that can be used to help set general expectations for system throughput. 

Customers will need to work with a SAS and Sun representative to design a solution 

that can best serve their specific workload requirements.

Readers interested in further detail about the SAS and Sun Data Center of the Future can visit 
sas.com/partners/directory/sun/dcof.html for more information.

The Sun and SAS® Advantage
For 20 years, the Sun platform has been the leading UNIX platform for SAS software. 

With Sun Storage 7000 systems, Sun also brings unique value to the storage compo-

nent of SAS implementations. Sun Storage 7000 systems offer the following advan-

tages for SAS customers:

•	 Low	TCO—Outstanding price/performance, simplified administration, and real-

time analytics can help SAS customers take full advantage of their SAS IT infra-

structure.

•	 Easy and fast installation—Sun Storage 7000 systems are simple to install as a 

NAS appliance and require no complex configuration procedures. The easy-to-

use browser-based management environment also provides built-in support for 

multiple client file sharing protocols including CIFS, NFS, and HTTP, making this 

appliance a great fit for heterogeneous SAS environments.

•	 Simplified	operations	management—The systems offer many features that sim-

plify the management environment so that SAS users can efficiently manage their 

infrastructure without requiring a highly trained storage administrator.

•	 Meets	the	needs	of	both	SAS	users	and	IT—SAS users need simple, easy-to-use, 

low-cost file systems that offer high performance. IT teams that support the SAS 

environment are looking for reliable and scalable storage solutions that are cost-

effective to administer and deploy. The Sun Storage 7000 system is in the unique 

position of addressing both of these sets of requirements extremely well. 
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Chapter 2

Sun Open Storage Technologies for the SAS® 
Business Analytics Framework

The Sun Storage 7000 series changes the economics of storage by utilizing a high-

performance Hybrid Storage Pool architecture, industry-standard components, and 

open storage interfaces. The systems offer up to 576 TB of capacity1 using a combina-

tion of solid-state drives (SSDs), DRAM, and hard disk drives (HDDs). Hybrid storage 

pools utilize available SSDs for read and write cache, enabling higher performance 

than traditional storage architectures at significantly less cost.

These unified storage systems provide unmatched simplicity and ease-of-use through 

an intuitive and powerful management interface. Revolutionary storage analytics 

functionality also enables administrators to quickly diagnose and resolve perfor-

mance issues in production systems.

Ideal for SAS® Storage
Sun Storage 7000 systems are ideally suited for SAS applications because they 

provide high-speed access to data, allowing SAS programs to execute more quickly 

without the need for a complex storage area network. SAS users want a simple, easy-

to-use, low-cost file system that offers high performance and minimal complexity. 

Key advantages of the Sun Storage 7000 series for SAS applications include:

•	 The	system	is	designed	for	heterogeneous	environments	and	can	be	used	by	mul-

tiple servers running different operating environments at the same time.

•	 SAS®	Grid	Computing	environments	that	require	shared	storage	and	high	I/O	

throughput are ideal candidates to make use of Sun Storage 7000 systems.

•	 A	centralized	shared	storage	solution	such	as	the	Sun	Storage	7000	system	can	

greatly simplify multiserver SAS environments and virtualized SAS environments 

by reducing the number of storage systems to be managed and/or by eliminating 

the extra cabling and components required in SAN or direct-attached storage  

solutions.

•	 Rapid	deployment	and	easy	expansion	mean	that	organizations	can	respond	quick-

ly when users need more disk storage capacity or greater storage I/O throughput. 
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Sun Microsystems, Inc.

A Range of Configurations
To meet a variety of customer needs for capacity, price and performance, the Sun 

Storage 7000 series family comes in four different configurations and cluster options 

that offer high availability for the high-end models. All systems come bundled with 

the same software including data protocols, replication, compression, and DTrace An-

alytics software for system troubleshooting and performance optimization. Clustered 

systems also include an additional software module for cluster software features.

Sun Storage 7110 system
This entry-level easy-to-install storage appliance is well-suited for small- to medium-

sized SAS installations. It uses the same software as the high-end configurations and 

delivers 2 TB of raw capacity in a 2U package. With the Sun Storage 7110 system, SAS 

sites can acquire easy-to-use enterprise data management functionality at entry-

level costs.

Sun Storage 7210 system
The Sun Storage 7210 system is a mid-range configuration that radically simplifies 

enterprise storage management and offers extremely high density with up to 44 TB 

of raw capacity in a 4U system. This system includes write-optimized SSDs, so it is 

ideal for organizations that require high-volume throughput for write operations and 

yet do not require the extensive capacity and availability in the higher end systems. 

Such environments can conserve rack space and achieve additional savings in energy 

consumption by deploying their SAS application using the Sun Storage 7210 system. 

Sun Storage 7310 system
The Sun Storage 7310 system redefines mission-critical, entry-level storage for the 

enterprise. It is available in a single or cluster configuration and offers scalability up 

to 96 TB of raw capacity. The system can be configured with up to 600 GB of read-

cache and optional write-optimized cache for enhanced application performance. 

Organizations that want high availability clustering, but do not require the capacity 

or throughput of the high-end 7410 configuration will find the Sun Storage 7310 

system to be the right choice.

Sun Storage 7410 system
This high-end unified storage system is available in a single or cluster configuration. 

It offers radically simplified storage management and up to 576 TB of raw capacity 

for extreme scalability. The Sun Storage 7410 system also delivers superior perfor-

mance while reducing energy consumption with its innovative Hybrid Storage Pool 

architecture. The Sun Storage 7410 Cluster System features an active-active architec-

ture with no single point of failure that enables high performance and high availabil-

ity to maximize business productivity.

9  Sun Open Storage Technologies for the SAS Business Analytics Framework



Sun Microsystems, Inc.

This system is ideal for organizations with demanding performance requirements and 

where rapid growth in SAS data is expected. It enables SAS sites to start small (10 

TB) and then increase storage capacity, computational power, or read/write cache to 

meet their changing business needs. The Sun Storage 7410 system enables maximum 

scalability and performance while also conserving power, space, and cooling.

DTrace Analytics Software
DTrace Analytics software provides the industry’s only comprehensive and intuitive 

storage analytics environment. SAS administrators and IT administrators will have  

all of the tools they need to quickly identify and diagnose system performance is-

sues, perform capacity planning, and debug live storage and networking problems 

before they become challenging to SAS users. Chapter 4 provides additional details 

about using DTrace Analytics to help optimize performance in the SAS environment.

Solaris ZFS™ File System
Taking advantage of the performance and cost characteristics of SSDs requires an 

enabling technology that recognizes SSDs and can transparently utilize them to drive 

better application and file system performance. Unlike less sophisticated file systems, 

the Solaris ZFS™ file system recognizes different media types and will optimize how 

it handles each type to maximize system throughput. For example, ZFS can take 

advantage of the performance characteristics of high-speed SAS drives when they are 

present. Now ZFS can also leverage SSDs in Sun Storage 7000 systems, enabling even 

more significant performance gains.

Additional important features of Solaris ZFS include:

•	 Rock-solid	data	integrity—All data is protected by 256-bit checksums, and data 

consistency is maintained at all times.

•	 No silent data corruption—Self-healing features automatically repair corrupt 

data.

•	 Mind-boggling	scalability—128-bit	file	system,	16	billion	billion	times	the	capacity	

of 32- or 64-bit file systems.

•	 Near	Zero	Administration—Complicated storage administration is automatic and 

simplified, reducing administrative overhead by up to 80 percent.

Storage that Is Easy to Deploy, Analyze, and Optimize
Provisioning and management is dramatically simplified in Sun Storage 7000 series 

systems through the easy-to-use management interface that takes the guess work 

out of system installation, configuration, and tuning. Chapter 5 provides additional 

details about managing the SAS environment using these tools.
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Chapter 3

Easy and Fast Deployment

Much Simpler than SAN Configuration
Compared to the initial configuration steps for provisioning a SAN storage environ-

ment, Sun Storage 7000 Unified Storage systems require significantly fewer steps, 

much less time, and can be accomplished without extensive knowledge about stor-

age administration.

Within minutes of physically connecting the Sun Storage 7000 system to a power 

source, network cabling, and a console connection, the system can be ready for 

use. All administration and provisioning tasks are performed through an easy-to-use 

Browser User Interface (BUI) that supports point-and-click administration with no 

training required. An installation wizard takes the guesswork out of system configu-

ration and deployment. Even cluster scenarios are easy to configure and deploy.

By contrast, provisioning a traditional SAN environment can take two to three weeks 

and often requires coordination between multiple different departments such as 

system administration, storage administration, and network administration. In ad-

dition, since the process may require downtime for installation of HBA cards, it may 

require coordination and planning with the SAS user community.

Table 1 shows a comparison of the provisioning steps for these two environments. 

Note that with the Sun Storage 7000 system, client systems can immediately begin 

using it without requiring a reboot of client systems.
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Table	1.	Comparison	of	steps	for	provisioning	a	SAN	versus	Sun	Storage	7000	systems.

Steps for Provisioning a Typical SAN  
Environment

Steps for Provisioning a Sun  
Storage 7000 System

Part 1—Provision the SAN environment:

•		Determine	host	connection	strategy—How	many	
fibre ports, how many LUN to port mappings, 
performance strategy, etc.

•		Configure	SAN	network	switch	for	proper	host	
zoning

•		Identify	or	allocate	free	slices	on	free	disks

•		Group	free	slices/disks	into	logical	LUN	configura-
tion, which is then presented to the host as a raw 
device

•		Configure	7000	network	presence

•		Create	one	or	more	storage	pools

Part 2—Provision the host system
•		Set	protocols	to	be	used	(NFS,	CIFS,	

HTTP, FTP, WebDav, etc)

•		Install	fibre	HBA	cards	in	the	server	(requires	
downtime)

•		Choose	name	services	and	authenti-
cation approach

•		Determine	if	host	volume	manager	strategy	is	
needed

•		Mount	file	system(s)

•		Define	device	to	host	connections	(MPXIO)	—Use	
Sun StorageTek Traffic Manager software for Sun 
systems

•		Determine	file	system	choice—May	require	addi-
tional software installation and reboots depending 
on choice

•		Create	file	system

•		Mount	file	system

•		Share	file	system	for	NFS	usage	if	necessary

Platform Independent Storage
SAS sites running SAS on HP, IBM, Dell, or any brand of server or operating system 

can use the Sun Storage 7000 systems just as easily as sites running SAS on Sun 

servers. These network attached storage (NAS) appliances are platform independent 

from a SAS client perspective. The storage can be accessed by any networked client 

through a number of industry standard protocols, including CIFS, NFSv3, NFSv4, 

iSCSI, HTTP, FTP, and WebDAV.

For SAS sites with a heterogeneous mix of hardware and/or operating systems, this 

flexibility may be especially attractive since a single storage appliance can be lever-

aged across their entire environment. Heterogeneous groups of clients can even be 

set up to access the storage unit simultaneously.
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SAS cross-environment data access (CEDA) feature
Sites with a mixed environment may also have SAS data in multiple formats. Al-

though the logical structure of SAS data sets is consistent across operating environ-

ments, the specific format of the physical file is dependent on the operating environ-

ments for which it is created. In most cases, data sets are accessed and used on the 

platform on which they were created, so there is no need to perform a conversion. 

However, SAS does recognize the need for conversion when a file is accessed by a 

platform of a different type than that for which the file was originally intended. In 

these cases, the Base® SAS feature called Cross-Environment Data Access (CEDA) 

will automatically convert the file and present it in a format that can be read by the 

target platform. Since the Sun Storage 7000 is agnostic to these file types, it simply 

delivers the file as is and lets the SAS program invoke CEDA if it is needed.  CEDA does 

introduce some processing penalty since each observation must be converted to the 

proper format. Large or frequently accessed data sets should be converted to native 

format to avoid this overhead.

Additional information about the CEDA capability, including a complete matrix of the environ-
ments that generate compatible SAS data sets can be found in the SAS documentation and on 
the SAS support site at support.sas.com/documentation/cdl/en/lrcon/61722/HTML/default/
a002200731.htm.

Enabling UNIX and PC clients to work together
A key challenge faced by SAS environments with both UNIX and PC clients is the fact 

that Windows and UNIX platforms use different user and group authentication to 

control access to files and directories. Storage solutions that use volume or share 

level authentication configurations are cumbersome to configure and maintain. 

Sun Storage 7000 systems provide a seamless, ubiquitous, cross-protocol file shar-

ing platform that allows different clients to connect to the same file system using 

different protocols and authentication techniques. UNIX systems can connect to a 

file system over NFSv4 or NFSv3 and authenticate through NIS, while PC clients can 

connect to the same file system via CIFS and authenticate through Windows Active 

Directory.

The Identity Mapping service, which is included in Sun Storage 7000 systems, com-

municates directly with Windows Active Directory, UNIX NIS, and UNIX LDAP, without 

requiring host agents or proprietary name information servers.

Additional information about this topic can be found in the Sun Blueprints™ blog article titled, 
“Sun Storage 7000 Series Identity Mapping—Seamlessly Sharing Files Between Windows and 
UNIX Platforms,” at blogs.sun.com/blueprints/entry/sun_storage_7000_series_identity.
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Pools, Shares, and Projects in Sun Storage 7000 Systems
The ZFS file system manages the underlying storage devices on Sun Storage 7000  

systems, and storage is hierarchically allocated through logical constructs called 

pools, shares and projects.

Pools
Pools are used to define different types of storage with differing characteristics. 

A pool can also be used to provide a desired RAID configuration for a specific use. 

Thus	each	type	of	SAS	data	being	stored	could	be	allocated	to	a	specific	pool	with	a	

RAID configuration that matches the requirements of that type of data. Appendix A 

provides a detailed description of the RAID configuration options available on Sun 

Storage 7000 systems.

Shares
Shares are file systems and LUNs that are surfaced via supported data protocols to 

clients of the Sun Storage 7000 system. When accessed via NFS, a share represents a 

single mount point. File systems provide access to a file-based hierarchy and can be 

accessed via CIFS, NFS, HTTP/WebDav, and FTP. LUNs surface block-based volumes 

and can be accessed via the iSCSI protocol. 

Projects
All file systems and LUNs are also grouped into projects. A project defines a common 

administrative control point for managing shares. All shares within a project can 

share common settings. Quotas can be enforced at the project level in addition to 

the share level. Projects can also be used solely for grouping logically related shares 

together, so their common attributes (such as accumulated space) can be accessed 

from a single point.

Figure 3 shows a screenshot of the management screen for creating and configuring 

a project. 

Additional information on pools, shares, and projects can be found in Chapter 7 of the  
Sun Storage Unified Storage System Administration Guide, which is available online at  
http://docs.sun.com/source/820-4167-10/p9.html
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Figure	3.	The	graphical	management	interface	makes	it	easy	to	define	project	properties.

Design Considerations for SAS® Storage
Some general guidelines for using Sun Storage 7000 systems in a SAS environment 

include:

•		 Jumbo	frames	are	recommended	in	a	data	intensive	NFS	environment.	For	ex-

tremely I/O intensive SAS applications, enabling jumbo frames has been shown to 

significantly reduce the number of CPU interrupts from about 100,000 per second 

to about 25,000 per second, yielding approximately a 12% gain in performance. 

Note that jumbo frames must be enabled on the Sun Storage 7000 system, the 

network switch, and at the client end.

•		 The	single	parity	RAID	narrow	stripes	option	is	a	good	fit	for	the	data	in	many	SAS	

environments because it offers high capacity while balancing performance and 

redundancy. See Appendix A for a complete list of supported RAID configurations 

on Sun Storage 7000 systems.

•		 Data	compression	within	the	Sun	Storage	7000	system	can	be	turned	on	for	sites	

where cost savings are important and a performance penalty on writes can be 

accepted. Chapter 4 provides more details on compression and its performance 

implications.

•		 The	SASWORK	directory	is	generally	not	stored	on	a	NAS	device	such	as	the	Sun	

Storage 7000 system unless there is insufficient capacity on local or direct-at-

tached storage. 

Appendix B provides additional details about design considerations for each of the 

basic categories of SAS data. Chapter 4 also includes a list of best practices for opti-

mizing performance with Sun Storage 7000 systems.
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Some additional factors that affect storage system design and deployment include:

•	 The	SAS	Installation	Directory	should	generally	be	located	on	the	Sun	Storage	

7000 system to enable a single copy of the SAS binaries to be accessed from all 

of the machines in the SAS deployment. This also provides the dual benefits of 

reduced disk storage and a single instance of SAS to be maintained and updated.

•	 The	SAS	9.2	Table	Server	cannot	use	an	NFS	location	for	its	Content	Directory	due	

to file locking primitives, which are not supported by NFS. The Table Server must 

therefore be configured to use direct-attached storage. It is possible to store the 

SAS Table Server’s Content Directory on the Sun Storage 7000 system by using the 

iSCSI protocol to export a private LUN to the server.

•	 Due	to	an	inconsistency	with	third-party	installation	software,	the	SAS	9.2	installa-

tion will fail if the underlying file system is larger than 1 TB in size. However, the 

Sun Storage 7000 system enables a trivial workaround by allowing a temporary 

quota (of less than 1 TB) to be placed on the file system until the installation is 

complete. After the installation, the quota can be removed or changed with no 

disruption to the NFS services.

Further discussion about the recommended configuration of SAS file systems is provided  
in the white paper entitled, “Best Practices for Configuring Your I/O Subsystem for SAS® 9 
Applications.” This paper is available at  
http://support.sas.com/rnd/papers/sgf07/sgf2007-iosubsystem.pdf                                                       

More detailed information on optimizing the SASWork file space can be found in the paper 
entitled, “ETL Performance Tuning Tips,” which is available at:  
http://support.sas.com/resources/papers/ETLperformance07.pdf

Network Configuration
Generally, using 1 GbE connections between the Sun Storage 7000 system and the 

network switch, and from the switch to the NFS/CIFS clients, should be sufficient for 

handling the traffic needs of small SAS deployments. As the number of SAS servers 

and SAS clients increases, total I/O requests to the Sun Storage 7000 will increase, 

thus putting pressure on the network bandwidth between the Sun Storage 7000 

system and the switch. At some point, administrators will need to consider increas-

ing the network bandwidth between the Sun Storage 7000 system and the network 

switch.

This can be accomplished by utilizing some or all of the four default 1 GbE network 

interfaces on the Sun Storage 7000 system in one of two ways. The first way is to 

simply create four network identities and assign each identity to one of the four 

interfaces. IT staff could then assign specific network identities to different client 

communities.
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The second way of utilizing multiple 1 GbE interfaces is to use link aggregation to 

combine multiple physical interfaces into a single logical interface. Link aggregation 

is simpler and somewhat more flexible because there is one logical network identity. 

This logical network interface has the combined bandwidth of all of the physical 

resources that are associated with it. 

Another design alternative is to use the optional 10 GbE interface on the Sun Storage 

7000 system. Even if the client connections remain 1 GbE, this would allow the Sun 

Storage 7000 system to feed data to the network switch at a much higher rate. The 

switch can then direct the individual traffic streams to the appropriate clients, thus 

enabling support for additional clients or greater throughput per client. On the client 

side, the benefits of using 10 GbE on the Sun Storage 7000 system become more 

obvious as the number of simultaneous SAS processes increase.

Overall throughput is determined by the collective performance considerations from the 

Sun Storage 7000 system as well as the inbound and outbound network connections. 

Simplified network setup
Figure 4 shows a network configuration screen in the management BUI. There are 

multiple physical interfaces shown in the far left column. These interfaces can be 

easily selected to create datalinks to represent logical hardware devices as shown in 

the middle column. Link aggregation configuration or setting of jumbo frames would 

be done at this level. In the last column, the datalinks are then mapped to network 

identities (hostname, IP, netmask, etc). Using these logical constructs and the 

graphical management interface allows agile networking architectures to be  

easily created or modified.

!

Figure	4.	The	management	BUI	allows	network	interfaces	to	be	configured	via	
simple	point-and-click	steps.
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Chapter 4

Sun Storage 7000 System Performance with SAS® 
Software

Optimizing Performance with Hybrid Storage Pools
As shown in Figure 5, ZFS manages DRAM, SSDs, and hard disk drives (HDDs) in a Hy-

brid Storage Pool architecture that delivers higher performance at significantly less 

cost than traditional storage architectures. SSDs are used as read and/or write cache 

to help boost performance for SAS programs. 

For write operations, ZFS transparently executes the writes to the pool of low latency 

SSD media so that writes can be quickly acknowledged, allowing the SAS program 

to continue processing rather than waiting for storage. The data is then automati-

cally flushed to hard disk drives as a background task performed by ZFS. Another 

pool of SSD media acts as a read cache, and ZFS also manages the process of copying 

frequently accessed data into this read cache where it can be retrieved with very low 

latency.

 

Figure	5.	Hybrid	Storage	Pools	provide	the	benefits	of	high	performance	SSDs	while	
still	saving	money	with	low-cost,	high-capacity	disk	drives.
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Scalability in multiple dimensions
Unlike traditional storage architectures, Sun’s unified storage systems support 

scalability in multiple dimensions with the ability to scale I/O throughput, proces-

sor performance, and total storage capacity to meet specific application needs. As 

application requirements change, IT managers can choose to:

•	 Increase	computational	power	by	adding	more	CPUs	and	cache.

•	 Expand	total	capacity	by	adding	enterprise-class	SATA	drive	expansion	units	while	

also increasing performance with addition disk spindles.

•	 Increase	performance	using	additional	SSDs	to	buffer	storage	reads	and/or	writes.

•	 Increase	performance	by	adding	additional	network	interface	cards	to	increase	

network throughput.

Storage Performance Considerations
There are many factors to be considered when looking at the I/O performance in  

a SAS deployment. Some of the external factors that can affect I/O throughput for  

a NAS device such as the Sun Storage 7000 system include:

•	 Number	of	SAS	client	nodes	making	requests.

•	 Network	connection	speed	of	client	nodes.

•	 CPU/memory	resources	available	in	each	client	node.

•	 CPU,	memory,	and	I/O	requirements	of	the	SAS	application(s).

•	 Network	architecture.

•	 SAS	job	mix	and	distribution	(I/O	versus	compute	intensive,	etc.).

The Sun Storage 7000 system has a broad range of system configuration options 

that can affect total throughput. In addition to the four base system configurations, 

the systems can be expanded by adding more disk drives, DRAM, and SSDs. Larger 

configurations can also be ordered in a cluster configuration. Optimal configuration 

must be balanced with other factors such as the client workload being served and 

the network topology.

Performance Test Results
Performance testing with SAS Grid Computing was performed in the Sun high-end 

benchmarking facility in Hillsboro, OR. The workload was specifically designed to be 

a mixed workload of SAS Analytics jobs (both CPU intensive and I/O intensive), which 

were submitted to the SAS grid.

A Sun Storage 7410 system was tested with a SAS grid in two different configura-

tions. The SAS jobs were submitted to an eight-node SAS grid that consisted of one 

grid management node and seven grid nodes that would execute the SAS applica-

tions. A total workload of 400 SAS jobs were submitted and load-balanced across all 

seven grid nodes. Each grid node was given four job slots, so there were four SAS 

jobs running on each grid node at any given time throughout the tests.
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Grid Configuration A had no SSDs installed in the Sun Storage 7410 system and only 

a one JBOD array, while Grid Configuration B made use of SSDs for read and write 

cache, as well as an additional tray JBOD disks. Figure 6 highlights the peak I/O 

throughput achieved for each of these test configurations. Details of the test configu-

rations are included in Table 2.

953 

763 
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Grid configuration B (2 JBOD trays & SSDs) 

Grid configuration A (1 JBOD tray, no SSDs) 

 Sun Storage 7410 System Read/Write I/O Throughput (MB/sec) 

Figure	6.	Test	results	showed	outstanding	I/O	throughput	in	a	grid	environment.

Table	2.	Description	of	SAS	Grid	Computing	test	configurations

Configuration description

•		The	Sun	Storage	7410	system	included	four	2.14	GHz	
Quad-core AMD Opteron processors and 128 GB of DRAM.

Grid configuration A
(1 JBOD tray, no SSDs)

•		The	Sun	Storage	7410	system	was	connected	via	a	single	
10 GbE link to the network switch.

•		A	single	JBOD	tray	with	23	X	700	MB	disk	drives	was	at-
tached to the Sun Storage 7410 system and was config-
ured with single parity RAID, no stripes.

•		No	SSDs	were	used	for	read	or	write	cache.

•		The	Sun	Storage	7410	system	included	four	2.14	GHz	
Quad-core AMD Opteron™ processors, 128 GB of DRAM, and 
four SSDs for read cache

Grid configuration B
(2 JBOD trays & SSDs)

•		The	Sun	Storage	7410	system	was	connected	via	two	10	
GbE links to the network switch.

•		Two	JBOD	trays	were	attached	and	were	configured	with	
the RAID level, “Mirrored.”  One of the arrays contained 
23 X 1 TB drives and two write cache SSDs, and the second 
array contained 24 X 1 TB drives.
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As indicated in Figure 6, a 30% improvement was observed when using the more ro-

bust configuration of the Sun Storage 7410 system. The increase in peak throughput 

(953 MB/sec versus 763MB/sec) is likely due to the following configuration enhance-

ments in the more robust configuration:

•	 The	second	JBOD	tray	provided	24	additional	spindles	for	higher	disk	I/O	throughput.

•	 Flash	storage	was	added	(four	read-cache	SSDs	and	two	write-cache	SSDs).

•	 10	GbE	was	used	for	one	grid	node	and	all	of	the	on-board	NICs	in	the	Sun	Storage	

7410 system were utilized.

•	 The	RAID	level	for	the	pool	of	disks	was	changed	to	mirrored	instead	of	single	 

parity RAID no stripes. 

Applying DTrace Analytics in the SAS Run Time Environment
Not only does DTrace Analytics help troubleshoot performance issues by simplifying 

root cause analysis, but it also enables unparalleled observability of the SAS storage 

environment. 

Figures 7 and 8 show a breakdown of the I/O throughput observed on the SAS grid 

performance tests. This data was captured using the DTrace Analytics capability in 

the Sun Storage 7000 software and can be very useful in understanding what is hap-

pening in the system during peak loads. Figure 7 represents the results of the first 

grid test in which the Sun Storage 7410 system had only one JBOD array and no SSDs. 

To understand these charts, it’s also important to know that multiple batch runs 

were generated and the charts show the successive batch runs within the same 

timeline. In each successive batch run, one additional grid node was taken offline to 

show the impact of having fewer grid nodes requesting resources from the Sun Stor-

age 7410 system. 

The results in Figure 7 are broken down by NFS operations per filename (top), per 

client (middle), and by direction (bottom). There are several items to note from the 

charts:

•		 Each	grid	run	is	a	clearly	identifiable	section	of	data,	where	the	first	section	repre-

sents the seven node run, then six, etc., down to two nodes.

•		 It’s	clear	from	the	downward	stair	step	in	each	successive	run,	that	less	load	is	

being placed on the Sun Storage 7410 system when there are fewer grid nodes.

•		 The	peak	value	selector	shows	that	maximum	value	for	the	statistics	for	the	

shown historical data is: 47,957 ops/second and 763 MB/sec.

•		 The	data	consisted	approximately	a	50/50	mix	of	reads	versus	writes	(“out”	repre-

sents data read, whereas “in” represents data written).

•		 While	the	peak	values	are	excellent,	sustained	throughput	also	appears	consis-

tently close to the peak.
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Figure	7.	DTrace	Analytics	output	showing	a	breakdown	of	I/O	throughput	for	grid	
test #1.

Figure 8 shows a similar breakdown of the I/O throughput for the second grid test. 

The following information can be gleaned from the results shown in Figure 8 where 

I/O throughput is delineated by device and by direction:

•		 Peak	throughput	for	the	new	configuration	has	increased	to	953	MB/sec.

•		 Sustained	throughput	is	very	close	to	peak	throughput.

•		 Multiple	NIC	interfaces	have	been	leveraged	to	increase	client	throughput.

 

Figure	8.	DTrace	Analytics	output	showing	a	breakdown	of	I/O	throughput	for	grid	
test #2.
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With DTrace Analytics, unparalleled observability is available through the BUI inter-

face. Beyond monitoring performance, some of the key advantages of using DTrace 

Analytics to observe SAS data access patterns include:

•	 Administrators	can	find	out	which	SAS	data	sets	are	being	accessed	most	frequent-

ly to determine if pre-optimization might be worthwhile. For example, it may be 

appropriate to define indexes on the most commonly accessed tables to improve 

performance (by cutting down on the data that is sent back over the network).

•	 By	tracing	which	clients	are	accessing	different	data	sets,	administrators	may	

uncover inappropriate uses of the data. 

•	 DTrace	Analytics	provides	a	macro-level	view	of	data	access	patterns,	enabling	

a SAS administrator to spot trends that are not obvious to individual users. For 

example, if an individual user occasionally analyzes a very large data set, there 

is not much incentive to spend time optimizing that single task. However, if the 

administrator sees that 10 users are manipulating the same large data set, there 

may be an incentive for the organization as a whole to invest in optimizing the 

process to improve overall efficiency.

•	 By	looking	at	where	the	data	access	is	coming	from,	administrators	may	be	able	

to discover data sets that should be made available in multiple formats in order 

to serve multiple groups of users. Converting the data in advance could avoid the 

performance penalty to applications that have to wait while SAS performs the 

CEDA conversion upon request of the file.

•	 Comprehensive	views	of	I/O	access	patterns	from	multiple	clients	by	file,	protocol,	

network interface, or by direction can surface data access trends that could be 

surprising, alarming, or even reassuring. This is even more true in grid environ-

ments where grid nodes become “black box” execution environments, and users 

or administrators have no insight as to where their jobs land nor insight into what 

the storage resources are utilized for peer jobs.

Additional performance results for Sun Storage 7000 systems
Performance tests have also been executed to determine the pure read and write I/O 

throughput characteristics of the Sun Storage 7410 system. Results for streaming I/O 

are summarized in Table 3. While the results are from a pure benchmark rather than 

a true application workload, they can be interesting and useful as a “gold standard” 

since they represent a practical maximum for application I/O throughput.

In comparison to this gold standard, the SAS Grid Computing results discussed above 

were excellent. The average of the gold standard for NFS streaming reads  

(1.04 GB/sec) and streaming writes (563 MB/sec) is 783 MB/sec. Thus the SAS grid 

result of 763 MB/sec is excellent given that it represented a mixed workload of both 

read intensive and write intensive I/O access patterns
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Table	3.	Streaming	I/O	throughput	for	the	Sun	Storage	7410	system

Workload Result

NFS streaming read from disk 1.04 GB/sec

NFS streaming write from disk 563 MB/sec

CIFS streaming read from disk 849 MB/sec

CIFS streaming write from disk 620 MB/sec

Additional details about the above results and other performance characterization for the  
Sun Storage 7410 system can be found at the following links: 
blogs.sun.com/brendan/entry/my_sun_storage_7410_perf	 
wikis.sun.com/display/FishWorks/FishBlog+Central 
blogs.sun.com/BestPerf/entry/sas_grid_computing_9_2

Best Practices for Optimizing Performance on Sun Storage 
7000 Systems
The Sun Storage 7000 series is a high-performance storage subsystem that requires 

almost no tuning. The general recommendations for configuring and tuning the Sun 

Storage 7000 system environment include:

•	 Configure	NFS	to	use	jumbo	frames	to	help	reduce	the	number	of	CPU	interrupts	

due to large amounts of network traffic. Note that jumbo frames must be config-

ured in three places: the Sun Storage 7000 system, the client, and the network 

switch. Before selecting the network identity subnet on which the Sun Storage 

7000 will reside, it’s important to verify that the network switch to which it will be 

attached supports jumbo frames.

•	 For	SAS	installations	with	high	I/O	throughput	requirements	or	with	many	net-

worked clients to support, network architectures that may include the use of 10 GbE 

connections should be carefully considered to help avoid network bottlenecks.

•	 Maintain	good	performance	over	time,	such	as	by	using	DTrace	Analytics	to	under-

stand the I/O patterns and take proactive measures to eliminate I/O bottlenecks 

before they become noticeable to SAS users.

Leveraging Sun Storage 7000 Series Compression with SAS® 
Data Sets
To help control the cost of storing SAS data sets, some organizations utilize compres-

sion to help reduce space requirements. The Sun Storage 7000 offers a new alterna-

tive for compressing SAS data sets. Since the compression is handled by the storage 

platform, it helps conserve CPU resources in the SAS server. The Sun Storage 7000 

also offers compression at the file system level, which can result in a large savings in 

storage requirements.

http://blogs.sun.com/brendan/entry/my_sun_storage_7410_perf
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Sun Storage 7000 systems provide the capability to automatically compress data on a 

per share (or per project) basis.  Several compression methods are available (LZJB, GZIP-2, 

GZIP, GZIP-9) to provide a range of choices that balance compression ratios against speed 

and CPU resource usage. Higher compression generally requires more CPU resources 

and takes more time. If compression is enabled, the default method is GZIP.  

Figure 9 shows an example of defining file system properties at the project level and 

highlights the ability to view static properties such as the compression ratio and 

compression type.

 

Figure	9.	File	system	properties	include	compression	method	and	ratio.

Choosing when to use compression
Although the processing for the compression is done by the Sun Storage 7000 sys-

tem, streaming I/O performance will be impacted as the data is compressed before 

being written to disk. In general, most of the performance impact will be limited to 

the writing of data, as there seems to be negligible impact on read performance. 

Because read performance is largely unaffected, compression makes the most sense 

for data that is predominantly accessed for reads and requires limited writes. Using 

compression on the Sun Storage 7000 systems can be a good option in scenarios 

such as the following:

•	 SAS	site	is	concerned	about	running	out	of	storage	space	and	needs	a	temporary	

measure until more disk capacity can be added.

•	 Data	is	being	archived	or	is	used	infrequently.

Examples of data that would generally be inappropriate for storing on a compressed 

share include the SASWORK or UTILLOC directories. These directories are used to store 

temporary utility files and may include a significant number of write operations.
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SAS® compression
SAS software also offers the ability to compress SAS data sets. Because SAS compres-

sion is intended for use during the processing of SAS data sets, it sacrifices some 

compression for quicker processing. Conversely, the ZFS compression in Sun Storage 

7000 systems is focused solely on reducing the size of a file on disk, without needing 

to take into account how the file will be accessed or what it contains. Thus ZFS can 

achieve higher compression ratios than the SAS data set compression capability. 

It should also be noted that SAS compression comes at the expense of CPU resources 

in the SAS server, since the server would be diverted from SAS processing to handle 

compressing and decompressing when needed. On the other hand, since the ZFS 

compression is handled by the CPU within the storage appliance, the full CPU 

resources of the SAS server can be directed to SAS processing. It is not recommended 

to use both SAS compression and compression in the Sun Storage 7000 system since 

this would provide no additional reduction in file sizes.

Compression test results
Testing was performed to gauge the compression ratio benefit and the performance 

impact tradeoff for SAS data sets. The tests involved a series of realistic SAS applica-

tions that created data sets, indexes, performed sorts, etc. The SAS applications 

collectively wrote approximately 17 GB of data. The cumulative run time for all pro-

grams increased from 18 minutes to 21 minutes (a 16% increase) when compression 

was enabled on the Sun Storage 7000 system. 

An excellent compression ratio of approximately 5.5x was observed for SAS data sets 

using gzip on the Sun Storage 7000 system. While compression ratios obtained will 

be heavily dependent on the contents of the files, ratios in this range are probably 

typical.

The effect of compression on processing times, however, can be much more variable.  

The results from test SAS jobs that focused exclusively on reading and writing data 

experiencing significantly greater impact than the 16% described above.  Increases 

in real processing time of 30% or more were not uncommon. As with most things, 

testing should be done to fully understand both the benefits (in saved disk space) 

and costs (in greater processing time) before enabling compression in a given SAS 

deployment.
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Chapter 5

Simplified Operations and Management

Efficient Management and Flexibility to Adapt Quickly
SAS administrators can take advantage of the graphical interface of the Sun Storage 

7000 system management software to dramatically increase efficiency in managing 

storage for their SAS environment. An easy-to-use dashboard (Figure 10) provides 

continuous monitoring of key performance metrics and at-a-glance status of the 

entire system. This single screen provides up-to-date status and alerts for all of the 

major system components and services, making it easy to take quick action if an 

incident occurs.

Figure	10.	The	easy-to-use	dashboard	provides	continuous	monitoring	and	 
at-a-glance	status	of	the	entire	system.

The management interface also simplifies configuration and setup so that adminis-

trators can easily keep up when changing business needs impact the organization of 

file systems and SAS data sets. As shown in Figure 11, file systems and projects can 

be quickly and easily managed using the point-and-click interface. The management 

software hides the details of storage administration so there is no need for a highly 

trained storage administrator to manage the SAS storage environment.
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Figure	11.	A	click-and-drag	interface	greatly	simplifies	management	of	the	file	
systems	in	which	SAS	data	is	stored.

An important feature for SAS sites is the ability to adjust the file system size if a SAS 

data set outgrows its originally defined file system. When a SAS data set outgrows a 

traditional file system, it can be time consuming and sometimes difficult to re-create 

the file system on a larger device or volume.

Because ZFS file systems are not constrained to specific devices, they can be created 

easily and quickly, similar to the way directories are created. ZFS file systems then 

grow automatically within the space allocated to the storage pool without requiring 

down time. This eliminates the need to re-create file systems or migrate SAS data 

sets as they grow.

Simplifying the Backup Process for the SAS® Business 
Analytics Framework
The SAS backup process can include a large number of files, potentially spread across 

multiple machines. Sun Storage 7000 systems provide some unique features that 

help simplify this backup process and can greatly reduce downtime for backups.

Given that SAS deployments are often distributed in nature, it is important that 

the backup process is synchronized across all of the physical servers and captures 

the complete SAS deployment at the same point in time. Failing to do so will risk 

creating an incomplete, potentially unusable, backup. With its ability to be accessed 

by any machine on the network, the Sun Storage 7000 system can allow organiza-

tions to place all of these files on a single device, even if the SAS deployment spans 

multiple machines. This greatly simplifies the backup process since it can now be 

accomplished from a single machine.
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Reducing downtime with snapshots
Snapshots allow SAS deployments to greatly reduce downtime for backups, thus 

enabling greater uptime for SAS users. A snapshot is a point-in-time copy of the file 

system that can be made nearly instantly. Archiving a large SAS deployment can 

take hours. Without the snapshot feature, this would mean that the SAS deployment 

would be unavailable to users for several hours as the backup process executes. How-

ever, with the snapshot feature, the downtime can be limited to minutes.

Key features of the point-in-time snapshot capability of Sun Storage 7000 systems 

include:

•	 Instant	creation	of	snapshots	greatly	reduces	downtime.

•	 Required	disk	space	is	minimized	because	the	initial	snapshot	requires	no	extra	

disk space and only changed blocks are written over time.

•	 Easy	to	create,	requiring	just	two	or	three	clicks	or	can	be	scheduled	regularly.

•	 Can	be	archived	independently	by	enterprise	backup	applications	without	affect-

ing the original data.

The snapshot feature of the Sun Storage 7000 Series is a result of its use of the ZFS 

file system. Snapshots can be taken at either the project or share level. 

SAS® components to be preserved
Some of the critical SAS components that must be preserved via backups include:

•	 SAS	Metadata	Repository	

•	 SAS	Content	Server	

•	 SAS	Table	Server	

•	 SAS	Data	Sources	and	Code	Libraries2

SAS supplies tools to backup these components. The details of the entire backup pro-

cess and suggested best practices can be found in the SAS document SAS® 9.2 Intel-

ligence Platform System Administration Guide referenced below. The SAS Metadata 

Repository is backed-up (and restored) using a SAS macro program called  

%OMABAKUP. This can be called as a batch program or administrators can use the 

interactive BACKUP WIZARD within to the SAS Management Console. The SAS Table 

Server is backed up using an operating system script called sastback located with 

the SAS binaries, while the SAS Content Server can be backed up using the operating 

system.
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Best practices and recommendations for backup and restore procedures
The following recommendations will help clarify how this appliance can be leveraged:

•	 The	SAS	Configuration	Directory	for	all	of	the	machines	in	the	deployment	should	

be stored on the Sun Storage 7000 system in order to simplify backups. The 

specific directory hierarchy utilized may vary but the key thing is for all of the 

SAS Configuration Directory instances to reside on one or more shares within a 

single project. This will allow a single snapshot to include all of the files for all of 

the machines. Concerns about synchronization are eliminated since the snapshot 

captures everything at the same point in time. 

•	 The	SAS	Table	Server	requires	its	content	directory	to	be	outside	of	NFS	space.	This	

means that it cannot reside on the Sun Storage 7000 system if it is connected to 

the machine via NFS. The SAS Table Server Content Directory should be placed on 

local storage. Backup processes should take the SAS Table Server into consider-

ation even though it is not stored on the centralized appliance.

•	 A	snapshot	of	the	SAS	deployment	should	be	taken	immediately	after	the	initial	

installation and configuration process. This will permit a return to this state at 

any point in the future should it be necessary. It will also eliminate the need to 

re-install and reconfigure the SAS software.  

•	 Although	a	snapshot	provides	the	ability	to	return	to	a	known	good	configuration,	

snapshots provide very little disaster recovery protection since they reside on the 

same storage unit as the actual deployment. Therefore, while they can play an im-

portant role in the backup/restore process, snapshots do not eliminate the need 

to copy backup data to another device or to tape. For this reason, sites should 

consider always taking the additional step of archiving their backups.

•	 Archiving	backup	data	can	be	time-consuming,	especially	if	it	contains	large	

data sources. This can cause unacceptably long periods of downtime while the 

data is being archived. By creating an exact copy (or clone) of the data, a ZFS 

snapshot can minimize this downtime. Once a snapshot has been taken, the SAS 

deployment can be brought back online so the users can resume their work. The 

entire cycle of shutting things down, taking a snapshot and restarting the SAS 

deployment can be accomplished in minutes rather than hours. Once created, the 

snapshot clone can be mounted as a file system on another server (or zone) to be 

archived at the administrator’s leisure and without impacting the users.

Sequence of events for backup
The recommended steps for a backup using the Sun Storage 7000 system include:

•	 Stop	all	servers	on	the	application	server	and	middle	tiers.

•	 Backup	the	metadata	repository	by	running	the	%OMABACKUP	program.

•	 Backup	the	SAS	Table	Server	by	running	the	supplied	script	and	directing	the	out-

put to a location on the Sun Storage 7000 system.

•	 Use	the	administrative	BUI	of	the	appliance	to	take	a	snapshot	of	the	appropriate	

share or project.  

•	 Resume	the	SAS	Metadata	Server	from	within	the	SAS	Management	Console.
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•	 Restart	the	SAS	servers	on	the	application	server	and	middle	tiers.	

•	 The	SAS	deployment	is	now	up	again,	allowing	regular	work	to	continue	for	SAS	

users.

•	 From	another	machine	(or	possibly	from	another	zone	if	using	Solaris	10),	mount	

the newly created snapshot. By using another machine or zone, the backup pro-

cess can continue without affecting the running SAS deployment.

•	 Run	your	preferred	backup/archiving	tool	to	backup	the	following	items:

 – The output of the %OMABAKUP macro

 – The contents of the SAS Content Server repository

 – The output of the SAS Table Server backup script

Overview of the restore process
Restoring a SAS deployment using a backup created by the steps outlined above is a 

straightforward process. 

If the snapshot of the appropriate share is available, restoring the SAS deployment 

can be accomplished via the following steps:

•	 Shut	down	all	of	the	SAS	servers	and	associated	processes.

•	 Delete	(or	rename)	the	share	used	to	house	the	SAS	Configuration	Directories.

•	 Clone	the	snapshot	created	during	the	backup	process	to	create	a	new	share	using	

the original share’s name and mountpoint.

•	 It	may	be	necessary	to	reboot	or	do	an	“umount”	and	“mount”	to	make	the	new	

share available to each of the physical servers.

•	 Restore	the	Table	Server	Content	directory	using	the	backup	file.

•	 Restart	the	SAS	servers	and	associated	processes.

The SAS deployment should now be restored to its state when the backup was cre-

ated. Any content or changes made after the backup was taken will, of course, be lost.

If the snapshot is no longer available, the restore process would follow the standard 

restore steps described in the SAS documentation. No special features of the Sun 

Storage 7000 Series appliance will be needed or used. Although, given the low cost 

(in effort and disk space) required by a snapshot, it may be wise to take a snapshot of 

the existing SAS deployment before attempting the restore. This will allow a return 

to the current (albeit bad) state if problems are encountered during the restore 

process.

Additional information on backup and restore: 
For a more extensive discussion of the subject of backup and recovery, please refer to the 
documents listed below: 
•	 SAS®	9.2	Intelligence	Platform:	System	Administration	Guide	support. 
 support.sas.com/documentation/cdl/en/bisag/60945/PDF/default/bisag.pdf
•	 Backup	and	Disaster	Recovery:	When	Disaster	Strikes,	What	Will	You	Do?	 
	 What	Will	You	Do?	support.sas.com/resources/papers/sgf2008/recovery.pdf
These documents also include additional information about best practices as well  
as guidance and tips on developing custom scripts for automating the backup process.
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Chapter 6

Conclusion

Sun’s approach to open storage is based on Sun’s many years of investment in enter-

prise reliability and scalability and the Solaris OS. Sun Storage 7000 systems bring a 

new level of simplicity and price/performance to SAS storage by integrating innova-

tive storage software with Hybrid Storage Pools and an open architecture solution. 

SAS solutions deployed with Sun Storage 7000 systems can take advantage of the 

following benefits:

•	 Unbeatable	price/performance

 Sun Storage 7000 systems leverage high-performance flash memory and low-cost, 

high-capacity disk drives to deliver performance that approaches that of a SAN 

solution at about half the price.

•	 Lower	TCO 

 The combination of cost-effective, high-performance storage and simplified de-

ployment and management enables customers to significantly reduce the cost of 

purchasing and operating their SAS infrastructure.

•	 Easy and fast installation 

 Sun Storage 7000 systems are shipped as appliances that can be deployed in 

minutes without requiring a highly skilled storage administrator. Built-in support 

for multiple client file sharing protocols also makes this appliance a great fit for 

heterogeneous SAS environments.

•	 Simplified	operations	and	management	

 Unmatched simplicity and ease-of-use is delivered through revolutionary storage 

software that includes DTrace Analytics as well as a rich set of data services and a 

graphical management interface. 

For More Information
For additional information on how Sun and SAS can help organizations optimize their 

SAS decision support or analytics environment using Sun Storage 7000 systems, visit 

the Web sites in Table 4 or contact a Sun or SAS representative.

Table	4.	Web	Links	for	Additional	Information	

Web Site URL Description 

sas.com/partners/directory/sun/dcof.html SAS and Sun Data Center of the Future initiative

sun.com/unifiedstorage/ Sun Storage 7000 Unified Storage Systems

sun.com/openstorage Sun Open Storage products and solutions

opensolaris.com/ OpenSolaris OS

sun.com/storage Sun Storage solutions

sun.com/service/openstorage/ Sun Services for Open Storage

sun.com/storage/white-papers/ Sun storage white papers

http://sas.com/partners/directory/sun/dcof.html
http://sun.com/unifiedstorage/
http://sun.com/openstorage
http://opensolaris.com/ 
http://sun.com/storage
http://sun.com/service/openstorage/
http://sun.com/storage/white-papers/
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Suggested White Papers
The white papers and Sun Blueprints documents listed in the following table offer 

additional information about optimizing the storage I/O environment for the SAS 

Business Analytics Framework.

Table	5.	Suggested	white	papers	

White Paper Title Web Site URL 

Best Practices for Configuring your IO Sub-
system for SAS 9 Applications

support.sas.com/rnd/papers/sgf07/sgf2007-
iosubsystem.pdf

Best Practices for Data Sharing in a Grid 
Distributed SAS Environment

support.sas.com/rnd/scalability/grid/grid-
papers.html

Architected for Open, Simple, and Scalable 
Enterprise Storage

sun.com/offers/details/Unified_Storage_Sys-
tems_Architecture.xml

Deploying Hybrid Storage Pools With Sun 
Flash Technology and the Solaris ZFS File 
System (Sun Blueprints document)

wikis.sun.com/display/BluePrints/Deploying
+Hybrid+Storage+Pools+With+Flash+Technol
ogy+and+the+Solaris+ZFS+File+System

Rethink Storage with Sun Storage 7000 
Systems

sun.com/offers/details/Rethink_Storage.html

Sun Storage 7000 Series Identity Mapping – 
Seamlessly Sharing Files Between Windows 
and UNIX Platforms (Sun Blueprints  
document)

blogs.sun.com/blueprints/entry/sun_stor-
age_7000_series_identity

SAS® 9.2 Intelligence Platform: System 
Administration Guide

support.sas.com/documentation/cdl/en/
bisag/60945/PDF/default/bisag.pdf

Backup and Disaster Recovery: When  
Disaster	Strikes,What	Will	You	Do?	What	 
Will	You	Do?

support.sas.com/resources/papers/sgf2008/
recovery.pdf

Additional white papers are available on the Data Center of the Future Web site at  
sas.com/partners/directory/sun/dcof.html.

http://support.sas.com/rnd/papers/sgf07/sgf2007-iosubsystem.pdf
http://support.sas.com/rnd/papers/sgf07/sgf2007-iosubsystem.pdf
http://support.sas.com/rnd/scalability/grid/gridpapers.html
http://support.sas.com/rnd/scalability/grid/gridpapers.html
http://sun.com/offers/details/Unified_Storage_Systems_Architecture.xml
http://sun.com/offers/details/Unified_Storage_Systems_Architecture.xml
http://wikis.sun.com/display/BluePrints/Deploying+Hybrid+Storage+Pools+With+Flash+Technology+and+the+Solaris+ZFS+File+System
http://wikis.sun.com/display/BluePrints/Deploying+Hybrid+Storage+Pools+With+Flash+Technology+and+the+Solaris+ZFS+File+System
http://wikis.sun.com/display/BluePrints/Deploying+Hybrid+Storage+Pools+With+Flash+Technology+and+the+Solaris+ZFS+File+System
http://sun.com/offers/details/Rethink_Storage.html
http://blogs.sun.com/blueprints/entry/sun_storage_7000_series_identity
http://blogs.sun.com/blueprints/entry/sun_storage_7000_series_identity
http://support.sas.com/documentation/cdl/en/bisag/60945/PDF/default/bisag.pdf
http://support.sas.com/documentation/cdl/en/bisag/60945/PDF/default/bisag.pdf
http://support.sas.com/resources/papers/sgf2008/recovery.pdf
http://support.sas.com/resources/papers/sgf2008/recovery.pdf
http://sas.com/partners/directory/sun/dcof.html
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Appendix A

RAID Configuration Options for Sun Storage  
7000 Systems

Sun Storage 7000 Unified Storage Systems offer various configurations for storage 

pools as described in the table below. 

Table	6.	Configuration	options	for	storage	pools	in	the	Sun	Storage	7000	system.

File System Contents Description

Double parity RAID Each stripe in this RAID configuration contains two parity disks. This 
yields high capacity and high availability, as data remains available 
even with the failure of any two disks. The capacity and availability 
come at some cost to performance. Parity needs to be calculated on 
writes (costing both CPU and I/O bandwidth) and many concurrent 
I/Os need to be performed to access a single block (reducing avail-
able I/O operations). The performance effects on read operations are 
often greatly diminished when cache is available.

Double parity RAID,  
wide stripes

In this RAID configuration, each stripe has two disks for parity and 
wide stripes are configured to maximize for capacity. Wide stripes 
can exacerbate the performance effects of double parity RAID. 
While bandwidth will be acceptable, the number of I/O operations 
that the entire system can perform will be diminished. As with 
double parity RAID, the presence of cache can mitigate the effects 
on read performance.

Mirrored Data is mirrored, reducing capacity by half, but yielding a highly 
reliable and high-performing system. This is recommended when 
space is considered ample and performance is at a premium (for 
example, database storage).

Single parity RAID, 
narrow stripes

In this RAID configuration, each stripe is kept to three data disks and 
a single parity disk. At normal stripe widths, single parity RAID offers 
few advantages over double parity RAID -- and has the major disad-
vantage of only being able to survive a single disk failure. However, 
at narrow stripe widths, this single parity RAID configuration can fill 
a gap between mirroring and double parity RAID. Its narrow width 
offers better random read performance than the wider stripe double 
parity configuration, but it does not have quite the capacity cost of a 
mirrored configuration. While this configuration may be an appropri-
ate compromise in some situations, it is generally not recommended 
unless capacity and random read performance must be carefully 
balanced. Those who need more capacity are encouraged to opt for 
a wider, double-parity configuration. 

Striped Data is striped across disks, with no redundancy whatsoever. While 
this maximizes both performance and capacity, it comes at great 
cost: a single disk failure will result in data loss. This configuration 
is not recommended, and should only be used when data loss is 
considered to be an acceptable trade off for marginal gains in ca-
pacity and performance. This configuration is sometimes used for 
SAS data marts because the data mart can be recreated from the 
original database in the event of a disk failure in the data mart.
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Appendix B

Design Considerations for Different Categories  
of SAS® Data

This appendix contains some general guidelines for deploying Sun Storage 7000 sys-

tems and setting up the file system(s) for a SAS execution environment. While these 

general considerations are intended to offer guidance for SAS administrators, the 

exact configuration of file systems depends on the SAS application usage and  

the underlying data model.

The table below describes the basic categories of data that SAS applications interact 

with and lists design considerations for optimizing performance and availability for 

each category of data. 

Table	7.	Storage	design	considerations	for	different	categories	of	SAS	data

Category of SAS 

Data 

Description Storage Design Considerations

SAS software 
executables

Includes the SAS 
software executables 
and installation-specific 
configuration data.

•	Capacity	requirements	are	insignificant	and	
performance requirements are not stringent 
since the files are primarily accessed when  
a SAS user session is launched.

•	Can	be	placed	together	on	an	independent	
set of physical disks that is network acces-
sible or on local storage on the primary SAS 
server.

•	Putting	the	executables	on	a	shared	file	sys-
tem reduces redundancy in an environment 
with multiple hardware servers or multiple 
Solaris zones running SAS programs.

SAS data This category of data in-
cludes all permanent SAS 
data files and raw input 
data. A good example 
would be a SAS data 
mart that is used during 
SAS application process-
ing. There will be writes 
when the data mart is 
refreshed and occasional 
writes at the end of 
some SAS jobs. However, 
the predominant usage 
of this data will be reads.

•The	file	system	used	to	store	this	should	
be optimized for sequential read and write 
access. In many cases, there will be a higher 
percentage of reads than writes, so total read 
I/O throughput is particularly important. 

•	Putting	SAS	data	on	a	shared	file	system	
allows an entire network of SAS systems to 
have easy access to the data.

•	SAS	data	often	requires	significant	storage	 
capacity so a RAID configuration that maxi-
mizes capacity while balancing performance 
and redundancy is a good choice. Single par-
ity RAID narrow stripes provides this balance 
on the Sun Storage 7000. (See Appendix A for 
more detail.)

•	Turning	on	data	compression	can	be	a	help-
ful cost reduction measure in cases where 
there is a large volume of data and a desire 
to minimize costs by reducing disk capacity 
requirements.
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SASWORK This workspace directory 
is used for temporary 
files created during a 
SAS job. The files writ-
ten to this temporary 
space are only available 
during the duration of 
a SAS software session 
and are generally erased 
when the SAS session 
terminates. Since the 
SASWORK directory is 
used only for temporary 
storage, it is private to a 
specific SAS job.

•	If	the	amount	of	temporary	data	storage	
is moderate, it often makes sense to store 
the SASWORK directory on local disk stor-
age to provide fast I/O that is cost-effective. 
However, with large volumes of temporary 
data, it may make sense to move SASWORK 
to the Sun Storage 7000 if local disk is cost-
prohibitive or does not provide adequate I/O 
throughput. Sun Storage 7000 systems are 
much more cost-effective than a SAN.

•	Storing	the	data	on	the	Sun	Storage	7000	
system versus local disk can sometimes even 
enhance total I/O throughput. This is because 
the data can be spread across more spindles 
and because the flash technology read and 
write buffers offer low latency to help avoid 
storage I/O bottlenecks.

•	Storing	the	data	on	the	Sun	Storage	7000	
system versus local disk can sometimes even 
enhance total I/O throughput. This is because 
the data can be spread across more spindles 
and because the flash technology read and 
write buffers offer low latency to help avoid 
storage I/O bottlenecks.

•	Many	enterprises	choose	a	simple	stripe	con-
figuration for the RAID option with SASWORK 
because the tradeoff for capacity and higher 
performance outweighs the risk of zero 
redundancy for temporary files.

•	Because	this	data	is	temporary	and	involves	
significant write operations, using compres-
sion with SASWORK is generally not recom-
mended.
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