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Disclaimer 

The following is intended to outline our general product direction. It is intended for information purposes only, and may not 

be incorporated into any contract. It is not a commitment to deliver any material, code, or functionality, and should not be 

relied upon in making purchasing decisions. The development, release, and timing of any features or functionality 

described for Oracle’s products remains at the sole discretion of Oracle. 
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Sophisticated Analytic SQL For Reporting and Analysis  

Oracle has a long history of embedding sophisticated SQL-based analytics within the Oracle Database. The window 

functions, which are now a key analytical feature in the analysis of big data, were first introduced in Oracle 8i (1999) 

and many developers use them to manage complex big data requirements. 

Oracle Database 10g introduced the SQL Model clause, which provides a spreadsheet-like what-if modeling 

framework aimed at business users and Database 12c introduced SQL pattern matching along with approximate 

counts. 

With the release of Oracle Database 12c Release 2 Oracle has extended the functionality of the SQL language to 

cover new use cases and enhanced existing functions to resolve new challenges arising from the implementation 

and use of large-scale data lakes. 

The new features and enhancements can be divided into four key areas: 

Richer set of data transformation functions - perform data type validation and list transformations with 

much clearer and more concise SQL. Complex validation tasks can now be expressed using a single SQL 

statement, which is quicker to formulate and maintain, resulting in greater productivity. 

Improved query performance – for count-based queries through use of approximate query processing 

that provides accurate estimations results whilst using significantly fewer resources. 

Deeper analysis – the ability to find patterns in a sequence of rows has been a capability that was widely 

desired, but not possible with SQL until now.  

Minimized learning effort - SQL analytic functions minimize the need to learn new keywords because the 

syntax leverages existing well-understood keywords and is based around the syntax defined by the ANSI 

standards committee. 

Oracle Database 12c Release 2 1 contains even more compelling array of analytical features and functions, 

accessible via SQL. The following sections will outline the most important SQL features of Database 12c Release 2 

in more detail 2. 

 

Rich Set Of Data Transformation Features  

Simplified validation of data types 

Many companies are investing heavily in acquiring new external data sources. Sometimes the data within these 

external sources is inexact. Consequently conversion errors happen either during data loading jobs or when running 

reports. In the past these conversion errors would typically result in a job or query aborting. Developers can, and do, 

invest considerable time and effort creating workarounds and implementing code to overcome data type conversion 

errors. 

Database 12c Release 2 contains important changes to the CAST and TO_xxx functions to manage the most 

common data conversion errors. The CAST function now has the ability to return a user-specified value if there is a 

conversion error. For example, in the following query: 

                                                             
1 Oracle Database 12c Release 2 (12.2), the latest generation of the world’s most popular database, is now available in the Oracle Cloud 

2 Please consult the Oracle Data Warehousing Guide for an in-depth discussion of analytic SQL 

http://docs.oracle.com/database/122/DWHSG/part-relational-analytics.htm#GUID-82800716-EFD4-49B5-A0B2-56B19D1F74C7
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SELECT *  

FROM customers c, ext_log_file s  

WHERE c.c_number = CAST(s.c_id AS NUMBER DEFAULT NULL ON CONVERSION ERROR); 

 

if a value within the column s.vc is not a valid number, then it is replaced by NULL. Consequently, the join will fail. 

Therefore, in this example, a bad number will now result in a missing row and not an “ORA-01722: invalid 

number”. 

The following TO_xxx conversion functions also have the capability to return a user-specified value if there is a 

conversion error: 

 TO_NUMBER 

 TO_BINARY_FLOAT 

 TO_BINARY_DOUBLE 

 TO_DATE 

 TO_TIMESTAMP 

 TO_TIMESTAMP_TZ 

 TO_DSINTERVAL 

 TO_YM_INTERVAL 

These new capabilities mean that both DBAs and developers can now simplify existing code, making it easier to 

read and easier to maintain. 

A new function VALIDATE_CONVERSION() has been added to make it easier to identify rows in a table or view 

where a conversion failure will occur. This function returns 1 if the expression can be converted to the specified data 

type otherwise it returns 0. Extending the previous code example, the following query returns all rows from the table 

s where the column s.vc fails to convert the data to a number: 

 
SELECT *   

FROM s  

WHERE VALIDATE_CONVERSION(s.vc AS NUMBER) = 0; 

 

These new features can be used to reduce the complexity of data validation code and error trapping within reports 

with calls to native SQL functions. This results in better performance of jobs and queries and reduced overall system 

resource usage.  

 

Simpler management of large aggregated text lists 

The most widely used method for creating lists of values within a result set is the LISTAGG function. The key 

challenge when using LISTAGG has been the possible runtime overflow of the function due to a string being too long 

- which then generates an error and aborts the query and/or workflow.  

With Database 12c Release 2 the LISTAGG functionality has been enhanced. It now provides a way to truncate the 

string to fit within the limit of the VARCHAR2 object 3. Specific rules are used to correctly manage the truncation of 

                                                             
3 With Database 12c the size of a VARCHAR2 object has been increased to 32K. This is controlled by the database setting MAX_STRING_SIZE. For 

more information please refer to the Database Reference 

http://docs.oracle.com/database/122/REFRN/MAX_STRING_SIZE.htm#REFRN10321
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complete words and determine how many values have been truncated. It is possible to provide an 

overflow/truncation identifier character string as part of the definition.  

Using the new overflow functionality the query below, which would have resulted in an error prior to 12.2, now 

succeeds as shown: 

SELECT   

  g.country_region, 

  LISTAGG(c.cust_first_name||' '||c.cust_last_name, ',' ON OVERFLOW TRUNCATE '...' 

WITH COUNT) WITHIN GROUP (ORDER BY c.country_id) AS Customer 

FROM customers c, countries g 

WHERE g.country_id = c.country_id 

GROUP BY country_region 

ORDER BY country_region; 

 

This returns a result similar to the following (to show the new count of missing values the image of the output 

window from SQL Developer has been split.): 

 

FIGURE 1 – AN EXAMPLE OF NEW LISTAGG FEATURE TO MANAGE LONG STRINGS – SHOWING COUNT OF MISSING VALUES IN BRACKETS 

 

The characters to indicate that an overflow has occurred are appended at the end of the list of values, which in this 

case if the default value of three dots “. . .”.  The overflow functionality traverses backwards from the maximum 

possible length to the end of the last complete value in the LISTAGG clause, then it adds the user-defined separator 

followed by the user defined overflow indicator, followed by output from the ’WITH COUNT’ clause which adds a 

counter at the end of a truncated string to indicate the number of values that have been removed/truncated from the 

list.   

Simpler Result Set Filtering 

Many business intelligence reports and advanced analytical processing often need to limit the number of rows 

returned by a query either by asking for a specific number of rows (for example top 10 or bottom 10) or a percentage 

of rows (for example top 25% of all rows). This type of query is often called a Top-N query and it offers a 

straightforward way of creating reports that show "Who are my ten percent most profitable customers?". It is also 

useful for user interfaces that need to quickly provide the first few rows of a data set for initial browsing.  

This type of requirement highlights the key benefits of using Oracle’s analytic SQL functions. To date many 

developers, report writers and software vendors have satisfied this type requirement by using the ROW_NUMBER 

window function. The SQL code is not overly complicated but by using the new “row limiting” clause that appears as 

the last part of a SELECT statement, the code is greatly simplified and easier to understand as shown in the 

following example: selecting the top 5 employees by salary and commission 

 

Pre 12c code using ROW_NUMBER() function 12c R2 code using FETCH FIRST feature 

SELECT empno, ename, deptno 

FROM (SELECT  

SELECT empno, ename, deptno 

FROM emp  



 

 

 

5  |   ANALYTICAL SQL IN ORACLE DATABASE 12c RELEASE 2 

        empno, ename, deptno, sal, comm,  

         row_number() OVER (ORDER BY 

                            sal+comm DESC  NULLS LAST) rn 

      FROM emp 

      ORDER BY sal+comm) 

WHERE rn <=5; 

ORDER BY sal+comm desc nulls last 

FETCH FIRST 5 ROWS ONLY; 

 

FIGURE 2 – AN EXAMPLE OF NEW FETCH SYNTAX FOR CONTROLING NUMBER OF ROWS RETURNED 

Approximate Queries for Data Discovery 

In some cases, 100% accuracy within an analytical query is not actually needed – i.e. good enough is, in fact, good 

enough for an answer. An approximate answer that is, for example, within 1% of the actual value can be sufficient, 

especially if the result is returned extremely quickly.  

Oracle Database 12c Release 2 has expanded its support for aggregation and data discovery based on approximate 

results by extending its library of approximate functions. This now includes: 

 APPROX_COUNT_DISTINCT 

 APPROX_PERCENTILE 

 APPROX_MEDIAN 

 

Speeding up count distinct operations 

Oracle Database uses the HyperLogLog algorithm for 'approximate count distinct' operations. Processing of large 

volumes of data is significantly faster using this algorithm compared with the exact aggregation, especially for data 

sets with a large number of distinct values. The following statement shows how to return the approximate number of 

distinct customers for each product: 

SELECT  

  p.prod_name, 

  APPROX_COUNT_DISTINCT(s.cust_id) AS "Unique of Customers" 

FROM sales s, products p 

WHERE p.prod_id = s.prod_id 

GROUP BY p.prod_name 

ORDER BY p.prod_name; 

 

It produces the following output: 

 

FIGURE 3 – AN EXAMPLE OF USING APPROXIMATE COUNT FEATURE TO FIND NUMBER OF UNIQUE  CUSTOMERS BUYING EACH PRODUCT 

 

Approximate count distinct does not use sampling. When computing an approximation of the number of distinct 

values within a data set the database processes every value for the specified column. Despite processing every 
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value, approximate processing is significantly faster compared to the precise COUNT(DISTINCT …) function. There 

are a number of reasons for this but the main one relates to the removal of the sort operation. By using a hashing 

process to manage the counting the approximate count distinct function there is no need to maintain a sorted list of 

members. This means that CPU consumption is reduced and both temp usage for sorting and i/o related to sort 

operations are eliminated. Whilst APPROX_COUNT_DISTINCT is significantly faster, there is actually negligible 

deviation from the exact result. There is more information about this new feature in the Oracle SQL Language 

Reference documentation 4. 

 

Faster way to approximately identify outliers 

Using percentiles is perfect for locating outliers in a data set. In the vast majority of cases the aim is to start with the 

assumption that a data set exhibits a normal distribution. Percentiles are perfect for quickly analyzing the distribution 

of a data set to check for skew or bimodalities. Probably, the most common use case is for monitoring service levels 

where anomalies are the values of most interest.  Taking the data around the 0.13th and 99.87th percentiles (i.e. 

outside 3 standard deviations from the mean) will pull out the most important anomalies.  

To help speed up the process of finding outliers, Database 12c Release 2 Oracle introduces two new approximate 

functions: 

APPROX_PERCENTILE 5 

APPROX_MEDIAN   

The percentile function takes a number of input arguments. The first argument is a numeric type ranging from 0% to 

100%. The second parameter is optional: if the ‘DETERMINISTIC’ argument is provided, it means the user requires 

deterministic results. This would typically be used where results are shared with other users. Non-deterministic 

results are only really useful for data scientists who are exploring a data set and need one-off answers for specific 

queries. 

The next argument is optional and provides more information about the accuracy and confidence level of the 

resultset. The input expression for the function is derived from the expr in the ORDER BY clause.   

APPROX_MEDIAN is a convenience function on top of APPROX_PERCENTILE. The APPROX_MEDIAN function takes 

three input arguments. The first argument is a numeric expression such as a column or a calculation. The second 

and third arguments are optional and work in the same way as with APPROX_PERCENTILE.  

An example using both functions is shown below: 

SELECT 

  calendar_year, 

  APPROX_PERCENTILE(0.25 deterministic) WITHIN GROUP (ORDER BY amount_sold ASC) as "p-0.25", 

  APPROX_PERCENTILE(0.25 deterministic, 'ERROR_RATE') WITHIN GROUP (ORDER BY amount_sold ASC) as "p-0.25-er", 

  APPROX_PERCENTILE(0.25 deterministic, 'CONFIDENCE') WITHIN GROUP (ORDER BY amount_sold ASC) as "p-0.25-ci", 

  APPROX_MEDIAN(amount_sold deterministic) as "p-0.50", 

  APPROX_MEDIAN(amount_sold deterministic, 'ERROR_RATE') as "p-0.50-er", 

  APPROX_MEDIAN(amount_sold deterministic, 'CONFIDENCE') as "p-0.50-ci",  

  APPROX_PERCENTILE(0.75 deterministic) WITHIN GROUP (ORDER BY amount_sold ASC) as "p-0.75", 

  APPROX_PERCENTILE(0.75 deterministic, 'ERROR_RATE') WITHIN GROUP (ORDER BY amount_sold ASC) as "p-0.75-er", 

  APPROX_PERCENTILE(0.75 deterministic, 'CONFIDENCE') WITHIN GROUP (ORDER BY amount_sold ASC) as "p-0.75-ci" 

FROM sales s, times t 

WHERE s.time_id = t.time_id 

GROUP BY calendar_year 

ORDER BY calendar_year 

                                                             
4 http://docs.oracle.com/database/122/SQLRF/APPROX_COUNT_DISTINCT.htm - SQLRF56900 

5 http://docs.oracle.com/database/122/SQLRF/APPROX_PERCENTILE.htm - SQLRF-GUID-70D54091-EE2F-4283-A10B-1AB5A1242FE2 

http://docs.oracle.com/database/122/SQLRF/APPROX_COUNT_DISTINCT.htm#SQLRF56900
http://docs.oracle.com/database/122/SQLRF/APPROX_PERCENTILE.htm#SQLRF-GUID-70D54091-EE2F-4283-A10B-1AB5A1242FE2
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The results from the above query are shown below and highlight the use of confidence intervals and error rates 

within result sets: 

 

FIGURE 4 – AN EXAMPLE OF USING APPROXIMATE PERCENTILE AND MEDIAN FUNCTIONS  

 

Understanding error rates and confidence levels 

These two additional elements, error and confidence level, are a necessary part of the approximate processing 

model. They provide guidance on the actual accuracy of the result set compared to using the non-approximate, i.e. 

standard statistical functions. For example, if an approximate analysis of response times for a specific web page 

indicates that 98% of users had a response time of 1 second then in addition to this information we need to 

understand the margin of error and confidence interval to fully understand the meaning of this result. Assuming a 

margin of error of 2% at a 95 percent level of confidence, it is possible to infer that if the web page was accessed a 

100 times then the response time would be between 1 second + or – 20 milliseconds most (i.e. 95%) of the time. 

 

Using approximate query processing with zero code changes 

The new approximate functions offer significant resource and performance benefits. It is possible to force existing 

COUNT(DISTINCT) and PERCENTILE/MEDIAN queries to use the new approximate processing by using the 

following init.ora parameters: 

 approx_for_count_distinct = TRUE  

 converts existing COUNT(DISTINCT …) functions to use approximate processing.  

approx_for_percentile = TRUE 

converts existing PERCENTILE/MEDIAN functions to use approximate processing. There is an additional parameter 

to control the use of deterministic and non-deterministic results:  

approx_percentile_deterministic = TRUE/FALSE 

These parameters can be set at both the session and database levels. Therefore, making use of these new 12c 

Release 2 functions can be done with zero change to existing application code. 

Aggregating Approximate Results For Faster Analysis 

In the past creating a reusable aggregated result set from a query that included approximate functions, such as 

APPROX_COUNT_DISTINCT, was not possible because the base fact data was always needed to re-compute each 

combination of dimensions-levels included in the GROUP BY clause. 

With Database 12c Release 2, Oracle has introduced three new functions to specifically manage the process of 

creating reusable approximate aggregations: 

 

 APPROX_xxxxxx_DETAIL 

 APPROX_xxxxxx_AGG 

 TO_APPROX_xxxxxx 
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These functions avoid the need to rescan the original source data to compute further approximate results for 
different combinations of dimensions and levels. The key benefit is increased performance and reduced resource 
requirements. 
 

Building a reusable approximate resultset 

The APPROX_xxx_DETAIL function builds a summary result set, which can be persisted as a table or materialized, 

for all the dimensional levels in a GROUP BY clause. The data type returned by this function is a BLOB object. For 

example: 

SELECT  

  t.calendar_year AS cal_year, 

  t.calendar_quarter_desc AS cal_quarter, 

  t.calendar_month_desc AS cal_month, 

  t.calendar_week_number AS cal_week, 

  APPROX_COUNT_DISTINCT_DETAIL(s.cust_id) 

FROM sales s, times t 

WHERE t.calendar_year = '2001' 

AND s.time_id = t.time_id 

GROUP BY t.calendar_year, t.calendar_quarter_desc, t.calendar_month_desc, 

t.calendar_week_number 

ORDER BY t.calendar_year, t.calendar_quarter_desc, t.calendar_month_desc, 

t.calendar_week_number; 

 

The output from the DETAIL column is not in a user readable format, as shown below. However, it is easily 

converted into a readable result set using the TO_APPROX function – discussed below. 

 

FIGURE 5 – AN EXAMPLE OF USING APPROX_XXX_DETAIL FUNCTION TO CREATE REUSABLE AGGREGATED RESULTSET  

 

Interrogating a reusable approximate resultset 

The TO_APPROX_ simply converts the results stored in the BLOB object into a readable, i.e. a numeric format (note: 

to simplify the code a view is used in the FROM clause, cust_acd, which contains the previous SQL from the 

previous statement) 

SELECT  

  calendar_year AS cal_year, 

  calendar_quarter_desc AS cal_quarter, 

  calendar_month_desc AS cal_month, 

  calendar_week_number AS cal_week, 

  TO_APPROX_COUNT_DISTINCT(cust_acd) 

FROM cd_agg 
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ORDER BY calendar_year, calendar_quarter_desc, calendar_month_desc, 

calendar_week_number; 

 

FIGURE 6 – AN EXAMPLE OF USING TO_APPROX_XXX FUNCTION TO VIEW RESULTS FROM AGGREGATED RESULTSET  

 

Aggregating a reusable approximate resultset to an even higher level 

The _AGG function builds a higher-level summary result set (and/or table/materialized view) based on results derived 

from _DETAIL function. This avoids having to re-query base fact table to create a higher level of dimension 

groupings. The output from the function derives new aggregates from _DETAIL table and as with _DETAIL function 

the data is returned as a BLOB object, see below:  

 

SELECT  

  calendar_year AS cal_year, 

  calendar_quarter_desc AS cal_quarter, 

  APPROX_COUNT_DISTINCT_AGG(cust_acd) 

FROM cd_agg 

GROUP BY calendar_year, calendar_quarter_desc 

ORDER BY calendar_year, calendar_quarter_desc; 

 

which returns the following: 

 

 

FIGURE 7A – AN EXAMPLE OF USING APPROX_XXX_AGG FUNCTION TO CREATE HIGHER LEVEL RESULT SET  

 

As before, this new aggregate result set needs to be queried using the TO_APPROX_ function to convert the data 

into a user readable format. 

 

FIGURE 7B – AN EXAMPLE OF USING TO_APPROX_XXX FUNCTION TO EXTRACT RESULTS FROM HIGHER LEVEL RESULT SET  
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Using Approximate Materialized Views to Support Wide Range of Queries 

The previous functions (_DETAIL and _AGG) can be used to create materialized views that support query rewrite for 

approximate queries as shown below – assuming that a materialized view has been created based on the query 

supporting the output shown in Figure 12: 

 

SELECT  

  t.calendar_year AS calendar_year, 

  t.calendar_quarter_desc AS calendar_quarter_desc, 

  t.calendar_month_desc AS calendar_month_desc, 

  APPROX_COUNT_DISTINCT(s.cust_id) AS cust_acd 

FROM sales s, times t 

WHERE t.calendar_year = '2001' 

AND s.time_id = t.time_id 

GROUP BY t.calendar_year, t.calendar_quarter_desc, t.calendar_month_desc 

ORDER BY t.calendar_year, t.calendar_quarter_desc, t.calendar_month_desc; 

 

The explain plan for the above query shows that this query has been rewritten to use the materialized view which is 

derived from a query returning a blob based result set. This is completely transparent to the calling application 

and/or user. 

 

FIGURE 8 – AN EXAMPLE OF QUERY REWRITE BASED ON APPROX FUNCTIONS 

 

Using approximate query rewrite with zero code changes 

As with approximate queries, it is possible to make existing COUNT(DISTINCT), PERCENTILE and MEDIAN based 

queries to rewrite to approximate materialized views. For more information see section headed “Using Approximate 

Query Processing with Zero Code Changes”.  

 

Using SQL to Find Patterns in Data Sets 

Oracle Database 12c includes a completely new native SQL syntax for pattern matching. It has adopted the regular 

expression capabilities of Perl by implementing a core set of rules to define patterns in sequences (streams of rows) 

using SQL. This inter-row pattern search capability complements the already existing capabilities of regular 

expressions that match patterns within character strings of a single record. Using the SQL language construct 

MATCH_RECOGNIZE it is possible to define patterns in terms of characters or sets of characters, and search for 

across row boundaries. 
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The MATCH_RECOGNIZE clause builds on the syntax used in other analytical SQL functions and features reusing 

many of the basic concepts such as PARTITION BY and ORDER BY. It uses these concepts to logically partition 

and order the data stream ready for analysis. As can be seen in the code extracts used later in this section the 

syntax for this new clause is very rich and comprehensive yet it is easy to understand.  

The PATTERN clause of the MATCH_RECOGNIZE construct defines the patterns, which need to be matched within a 

stream of records and it is based on regular expression syntax. Each pattern variable is then described in the 

DEFINE clause using Boolean statements to identify individual rows or inter-row changes in behavior (events). The 

structure used to define the patterns will be well known to developers who are familiar with regular expression 

declarative languages such as PERL. 

 

Simple example: using pattern matching for sessionization 

Within a raw clickstream data set the goal is to detect the sessions, assign a session ID to each session, and to 

display each input row with its session ID. The input data comes from the web server system log that tracks all page 

events. These logs show when a user requested a given page but there is no indication of when the user stopped 

looking at the page. Using pattern matching it is possible to determine how long the person spent on each page by 

comparing the timestamps between events.  

In the example below, events are considered to be part of the same session if they are ten or fewer time units apart. 

That session threshold is expressed in the DEFINE clause: 

 

SELECT session_id 

  , user_id 

  , start_time 

  , no_of_events 

  , duration 

FROM Events MATCH_RECOGNIZE 

(PARTITION BY User_ID 

 ORDER BY Time_Stamp 

 MEASURES MATCH_NUMBER() session_id, 

          COUNT(*) AS no_of_events, 

          FIRST(time_stamp) start_time, 

          LAST(time_stamp) - FIRST(time_stamp) duration 

 PATTERN (b s*)  

 DEFINE 

s AS (s.Time_Stamp - PREV(Time_Stamp) <= 10) ) 

ORDER BY user_id, session_id; 

 

This query aggregates the results by session. The output shows the session id, the user id, the number of 

aggregated events per session and total session duration. This makes it easy to see how many clicks each user has 

made per session and how long each session lasts.  

 

 

FIGURE 9 – SESSIONIZATION OUTPUT FROM MATCH_RECOGNIZE QUERY 
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This data set can now be used to drive many other types of analyses such as maximum, minimum, and average 

session duration. 

The general syntax for SQL pattern matching is very rich which means it is easy to define complex patterns. The 

above example only provides an overview of the most basic elements of this functionality. More information is 

available in the Data Warehousing Guide and the SQL Language Reference Guide for Oracle Database 12c which 

is available via the OTN website 6. There is an Oracle-by-Example tutorial available in the Oracle Learning Library 7. 

 

Conclusion 

Oracle’s new and enhanced SQL features provide business users and SQL developers with a comprehensive and 

powerful set of features that support both operational and business intelligence data transformation and reporting 

requirements. The flexibility and power of Oracle’s analytic functions, combined with their adherence to international 

SQL standards, makes them an important tool for all SQL users: DBAs, application developers, data warehouse 

developers and business users.  

The new features and enhancements in Oracle Database 12c Release 2 8 provide the following key benefits for 

developers, DBAs and business users: 

Richer set of data transformation functions - clearer and more concise SQL syntax for complex 

validation and transformation tasks. 

Improved query performance – for count-based queries through use of approximate query processing 

that provides accurate estimations results whilst using significantly fewer resources. 

Deeper analysis – the ability to find patterns in a sequence of rows has been a capability that was widely 

desired, but not possible with SQL until now.  

Minimized learning effort - SQL analytic functions leverage existing well-understood keywords based on 

the syntax defined by the ANSI standards committee. 

Overall, the SQL analytic functions and features in Oracle Database 12c Release 2 make it the most effective 

platform for delivering analytical results directly into operational, data warehousing and business intelligence 

projects. 

 
Further Reading 

The following Oracle Database features are referenced in the text: 

 

1. Database SQL Language Reference - Oracle and Standard SQL 

2. Oracle Analytical SQL Features and Functions - a compelling array of analytical features and functions 

that are accessible through SQL 

                                                             
6 Link to Database documentation library: http://docs.oracle.com/database/122/index.html 

7 http://www.oracle.com/webfolder/technetwork/tutorials/obe/db/12c/r1/misc/sql_pattern/sql_pattern.html 

8
 
Oracle Database 12c Release 2 (12.2), the latest generation of the world’s most popular database, is now available in the Oracle Cloud

 

http://www.oracle.com/technetwork/indexes/documentation/index.html
http://docs.oracle.com/database/122/SQLRF/toc.htm
http://www.oracle.com/technetwork/database/bi-datawarehousing/sql-analytics-index-1984365.html
http://docs.oracle.com/database/122/index.html
http://www.oracle.com/webfolder/technetwork/tutorials/obe/db/12c/r1/misc/sql_pattern/sql_pattern.html
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3. Oracle Statistical Functions - eliminate movement and staging to external systems to perform statistical 

analysis. 

4. Oracle Database 12c Query Optimization - providing innovation in plan execution and stability. 

 

The following Oracle whitepapers, articles, presentations and data sheets are essential reading and available via the 

Analytic SQL home page on OTN: 

a. SQL for Data Validation and Data Wrangling 

b. SQL for Analysis, Reporting and Modeling 

c. SQL for Advanced Data Aggregation 

d. SQL for Approximate Query Processing 

e. SQL for Pattern Matching 

2. Oracle Magazine SQL 101 Columns 

3. Oracle Database SQL Language Reference—T-test Statistical Functions 

4. Oracle Statistical Functions Overview 

5. SQL Analytics Data Sheet 

You will find links to the above papers, and more, on the “Oracle Analytical SQL ” web page hosted on the Oracle 

Technology Network: 

http://www.oracle.com/technetwork/database/bi-datawarehousing/sql-analytics-index-1984365.html 

http://www.oracle.com/technetwork/database/bi-datawarehousing/index-092760.html
http://www.oracle.com/technetwork/database/bi-datawarehousing/dbbi-tech-info-optmztn-092214.html
http://www.oracle.com/technetwork/database/bi-datawarehousing/sql-analytics-index-1984365.html
http://www.oracle.com/technetwork/issue-archive/index-1429427.html
http://docs.oracle.com/cd/E11882_01/server.112/e26088/functions176.htm
http://www.oracle.com/technetwork/middleware/bi-foundation/or-statistical-functions-overview-130361.pdf
http://www.oracle.com/ocom/groups/public/@otn/documents/digitalasset/2005668.pdf
http://www.oracle.com/technetwork/database/bi-datawarehousing/sql-analytics-index-1984365.html
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