
Oracle NoSQL Database 
Compared to DynamoDB 
 

Overview 
 

 Oracle NoSQL Database is licensed under AGPL while DynamoDB is operated as a service and 

has terms of use defined by Amazon Web Services.   

 Oracle NoSQL Database is in many respects, as a NoSQL Database implementation leveraging 

BerkeleyDB in its storage layer, a commercialization of the early NoSQL implementations which 

lead to the adoption of this category of technology.  Several of the earliest NoSQL solutions 

were based on BerkeleyDB and some are still to this day e.g. LinkedIn’s Voldemort.  The Oracle 

NoSQL Database is a Java based key-value store implementation that supports a value 

abstraction layer currently implementing Binary and JSON types.  Its key structure is designed in 

such a way as to facilitate large scale distribution and storage locality with range based search 

and retrieval.  The implementation uniquely supports built in cluster load balancing and a full 

range of transaction semantics from ACID to relaxed eventually consistent.  In addition, the 

technology is integrated with important open source technologies like Hadoop / MapReduce, an 

increasing number of Oracle software solutions and tools and can be found on Oracle 

Engineered Systems.  

 DynamoDB  is a key-value store that supports a single value abstraction known as table-

structure or more specifically Tabel,Item,Attribute.  It is unclear many of the details of the 

DynamoDB implementation as Amazon often refers to these internal factoids as proprietary i.p.   

DynamoDB is reported to run exclusively on SSD storage devices. DynamoDB runs based on 

SLA’s configured at the per table level during creation time and translates to their runtime cost 

model.  As such, you need to configure SLA’s based on expected peak loads to reserve the space 

required to deliver those SLA’s.  

 

Comparison 
 
The table below gives a high level comparison of Oracle NoSQL Database and DynamoDB 

features/capabilities. Low level details are found in links to Oracle and DynamoDB online 

documentation.



 

Feature/Capability Oracle NoSQL Database DynamoDB 

Data Model 

Oracle NoSQL Database has a 

flexible key-value data model 

leveraging a value abstraction 

layer.  The value abstractions 

supported at this time are 

Binary and JSON(Avro).  A 

table-structure value 

abstraction is coming soon 

 Record Design 

Considerations 

 Avro Schemas 

DynamoDB’s data model contains 

tables, items, and attributes. A 

database is a collection of tables. A 

table is a collection of items and each 

item is a collection of attributes.  

 DynamoDB Data Model 

Storage Model 

Oracle NoSQL Database 

storage model is a write ahead 

logging implementation 

proven in millions of 

BerkeleyDB deployments. It’s 

an append only 

implementation that enables 

efficient write throughput 

with background compaction 

for space reclamation. Write 

operation durability can be 

controlled by the user to allow 

multi-memory write 

operations without fsync or 

with fully durable disk sync. 

Data is partitioned into a fix 

space that has logical overlays.  

So, data in partitions can 

move between logical shard 

representations, but must be 

moved at the granularity of 

these partitions.     

 BDB Storage - NoSQL 

before NoSQL was 

All data items are stored on Solid State 

Disks (SSDs) and replicated across 

multiple Availability Zones within a 

Region.  

http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/schema.html
http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/schema.html
http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/avroschemas.html
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/DataModel.html
http://highscalability.com/blog/2012/2/20/berkeley-db-architecture-nosql-before-nosql-was-cool.html
http://highscalability.com/blog/2012/2/20/berkeley-db-architecture-nosql-before-nosql-was-cool.html
http://docs.aws.amazon.com/AWSEC2/latest/UserGuide/using-regions-availability-zones.html
http://docs.aws.amazon.com/AWSEC2/latest/UserGuide/using-regions-availability-zones.html


cool 

 The evolution of 

BerkeleyDB  

Data Access and APIs 

Oracle NoSQL Database has 

client library API’s for Java and 

C.  In the works are a 

Command Line Interface and 

Javascript API. 

 Client APIs 

DynamoDB is a web service that uses 

HTTP as a transport and JavaScript 

Object Notation (JSON) as a message 

serialization format. Alternatively, you 

can use AWS SDKs that wrap the 

DynamoDB API calls.  

 API Reference for DynamoDB 
 Using the AWS SDKs with 

DynamoDB 

Query Types and Query-

ability 

Oracle NoSQL Database 

provides key access methods 

(put, get, delete) including 

multi-key variations with large 

result set streaming support. 

The database can also be 

accessed using SQL as an 

external table from within a 

relational database. 

It is integrated with and can 

participate in MapReduce 

operations from a Hadoop 

environment. 

 Searching in Oracle 

NoSQL 

 External Table Support 

 NoSQL and 

MapReduce 

 Using Range Queries 

DynamoDB offers three approaches to 

query data:  

 Primary key operations (GET, 
PUT, DELETE, UPDATE) 

 Query 
 Scan 

Data Versioning and 

Consistency 

Oracle NoSQL Database 

provides control at the 

operation level for consistency 

DynamoDB data is eventually 

consistent, meaning that your read 

request immediately after a write 

http://en.wikipedia.org/wiki/Berkeley_DB
http://en.wikipedia.org/wiki/Berkeley_DB
http://docs.oracle.com/cd/NOSQL/html/index.html
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/API.html
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/UsingAWSSDK.html
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/UsingAWSSDK.html
http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/recordget.html
http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/recordget.html
http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/exttab.html
http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/hadoopintegration.html
http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/hadoopintegration.html
http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/multikey.html
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/queryingdynamodb.html
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/scandynamodb.html


and durability.  Each operation 

can be fully ACID, flushing and 

syncing all data to disk before 

taking quorum on the 

operation to allowing a fire 

and forget into local or remote 

memory.  Read consistency is 

obtained thru quorum control 

spanning the range of 

requiring all holders of a copy 

of data to agree to just getting 

the result from a first 

responder.  This provides the 

ultimate control for the 

developer of both 

transactional and eventually 

consistent applications. 

Flexible Consistency options 

 

operation might not show the latest 

change. However, it also offers you the 

option to request the most up-to-date 

version of the data.  

 Data Read and Consistency 
Considerations 

Concurrency 

Oracle NoSQL Database 

concurrency is controlled thru 

replication groups with an 

elected master.  Reads can be 

serviced from any node in a 

replication group and writes 

are performed at the currently 

elected master, then 

replication chained to the 

replicas in the group.  Read 

consistency is tied to 

concurrency, controlled by 

quorum, version, timestamp, 

all.  

Durability Guarantees  

Dedicated resources are allocated to 

your table (tunable via API) to meet 

performance requirements, and data is 

automatically partitiond over a 

number of servers to meet request 

capacity.  

 Provisioned Throughput  

Read and write capacity unit 

requirements are set at table creation 

time. When requests such as get, 

update or delete are issued, capacity 

units set for the table are consumed.  

 Capacity Units Calculations 

Replication 

Oracle NoSQL Database 

supports replication for both 

availability and scalability.  It 

uses a consistent hashing 

DynamoDB synchronously replicates 

your data across multiple Availability 

Zones within a Region to help protect 

data against individual machine or 

http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/versions.html
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/APISummary.html
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/APISummary.html
http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/durability.html
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/ProvisionedThroughputIntro.html
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/WorkingWithDDTables.html#CapacityUnitCalculations
http://docs.aws.amazon.com/AWSEC2/latest/UserGuide/using-regions-availability-zones.html
http://docs.aws.amazon.com/AWSEC2/latest/UserGuide/using-regions-availability-zones.html
http://docs.aws.amazon.com/AWSEC2/latest/UserGuide/using-regions-availability-zones.html


algorithm over a fixed, highly 

granular, partition definition. 

Partitions are replicated in 

groups according to latency 

demands of the application, 

configured by a replication 

factor.  

 Replication 

configuration 

There is a topology aware 

driver that is linked with the 

client application. Writes use 

the driver to hash inserts to 

the currently elected master 

and then a cascading 

replication occurs to the 

replicas belonging to the 

replication group where that 

master resides.  How many 

data replications must occur 

and whether or not those 

replications are to memory 

space or disk for the 

respective replica can be 

configured on a per operation 

basis.  

 Topologies 

 

facility failures.  

Scaling Out and In 

Oracle NoSQL Database scales 

out by redistribution of data 

partitions to newly added 

hardware resources. When 

new hardware is added to the 

system, an administrator, via a 

browser based console or CLI,  

can issue a request to 

rebalance the cluster.  The 

administrator has the option 

DynamoDB requires that you specify 

your required read and write 

throughput values when you create a 

table – throughput values can be 

increased and decreased later as 

access requirements change. This is 

used to reserve sufficient hardware 

resources and appropriately partitions 

your data over multiple servers to 

http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/introduction.html#repnode-group
http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/introduction.html#repnode-group
http://docs.oracle.com/cd/NOSQL/html/GettingStartedGuide/introduction.html#topologies


of just letting it go or 

throttling or running during 

certain windows of time, 

pausing the process, etc.  

 Managing Topology 

Changes 

meet your throughput requirements.  

 Provisioned Throughput  

Multi-Datacenter 

Replication 

Oracle NoSQL Database 

supports DataCenters thru a 

non-electable replication 

group strategy.  Read requests 

use nodes locally due to 

latency awareness in the client 

driver.  Write availability is 

achieved in a local quorum 

though replicating to non-

electable nodes in other data 

centers. This allows failures in 

a given data center to have no 

impact on read availability of 

the cluster as a whole, just 

possibly some reduced 

latency.  Writes will always be 

performed at the currently 

elected master. 

DynamoDB has the ability to spread 

instances over mutliple Availability 

Zones within a Region, but not across 

multiple Regions. Availability Zones are 

not geographically dispersed.  

Graphical 

Monitoring/Admin Console 

Oracle NoSQL Database 

provides proprietary, SNMP 

and JMX based protocols for 

monitorability of the cluster.   

The proprietary protocols are 

support thru both browser 

based and CLI interfaces. 

SNMP and JMX facilitate 

integration into monitoring 

systems like BMC and Ganglia. 

 Visual Admin Console 

 Standardized 

Monitoring Protocols  

DynamoDB and CloudWatch are 

integrated, which allows you to 

monitor a variety of metrics.  

 Monitoring Amazon 
DynamoDB 

http://docs.oracle.com/cd/NOSQL/html/AdminGuide/managing-topology.html#planningprocess
http://docs.oracle.com/cd/NOSQL/html/AdminGuide/managing-topology.html#planningprocess
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/ProvisionedThroughputIntro.html
http://docs.aws.amazon.com/AWSEC2/latest/UserGuide/using-regions-availability-zones.html
http://docs.aws.amazon.com/AWSEC2/latest/UserGuide/using-regions-availability-zones.html
http://docs.aws.amazon.com/AWSEC2/latest/UserGuide/using-regions-availability-zones.html
http://docs.oracle.com/cd/NOSQL/html/AdminGuide/admin-console.html
http://docs.oracle.com/cd/NOSQL/html/AdminGuide/standardized-monitoring.html
http://docs.oracle.com/cd/NOSQL/html/AdminGuide/standardized-monitoring.html
http://aws.amazon.com/cloudwatch/
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/MonitoringDynamoDB.html
http://docs.aws.amazon.com/amazondynamodb/latest/developerguide/MonitoringDynamoDB.html


 Command Line Admin  

 

http://docs.oracle.com/cd/NOSQL/html/AdminGuide/admin-cli.html

