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Introduction


OCLC Online Computer Library Center is an international cooperative linking more than 40,000 libraries of all types in 82 countries.  Member libraries and OCLC cooperatively build and maintain WorldCat, an online union catalog of bibliographic information that supports cataloging, interlibrary loan and reference services.  In operation since 1971, WorldCat now contains more than 48 million metadata records and 850 million location listings and grows by over two million records a year, contributed by member libraries.





. These records describe 48 million different items, held in thousands of libraries around the world. Even as they are, just plain text descriptions, these records represent a tremendously valuable resource for information seekers everywhere. Yet, they could be even more useful.


OCLC’s global strategy is to seek out new directions to extend the library cooperative that OCLC and its members have built over the last three decades. This strategy is based in the belief that the traditional principles and practices of librarianship can and must be applied to meeting the new challenges that libraries and their patrons around the globe are facing in this new age, the Internet Age.





In the next few years, OCLC is dedicated to extending the content and scope of the cooperative’s central database, WorldCat to include new forms of information and contributors. To that end, OCLC is also developing new services in cataloging and metadata, cooperative reference and resource sharing, and digital collection management and preservation in line with its global strategy. Within three years, WorldCat will be transformed from an online bibliographic database of plain text description records to being the centerpiece in a global, Web-based digital network of information resources. WorldCat will be linked through this network to digital objects, collections, and archives of museums, government offices, private holders, and professional societies. These resources will and do contain text, graphics, sound and motion objects that will be directly accessible through the searching and linking capabilities of the extended WorldCat database. In short, OCLC is weaving libraries into the Web and the Web into libraries, thus extending the cooperative that has existed so fruitfully for over thirty years into a global digital community that can assist libraries in their mission of providing the best information capabilities to all of their patrons in real time, from anywhere in the world.





This paper focuses on the new internal hardware and software systems that are being developed to support the global strategy described above. Specifically, this paper outlines the process OCLC went through to choose the database engine that will house and deliver an extended WorldCat to OCLC’s member libraries and their patrons. In the next three years, OCLC will move the present library cooperative of more than 40,000 institutions in 82 countries into a truly global, digital community. The enhanced version of WorldCat is possible because libraries around the world are cooperating, through OCLC, to build this shared resource which will help them serve their users better..





Background





OCLC’s online and batch services for libraries are currently supported by a variety of hardware and software systems, many of which are proprietary to OCLC, including three different database engines, that are not well integrated. As such, the current configuration does not lend itself easily to providing to OCLC’s members the extended WorldCat described in the Introduction, above.


Current technical environment characteristics:





Three different hardware platforms running three different OCLC proprietary database management systems


Two large online systems: 


A transaction processing system


A text searching system similar in functionality to Google


Combined simultaneous users: ~12,000


Update response times under 1/3 of a second


1 billion transactions per year


One large batch processing system


Approximately 18 months ago, plans were begun whose goal was to lay out a path towards implementing an integrated, single, third-party vendor supplied, software and hardware platform database management environment that would support all of OCLC’s current product offerings as well as new ones that were in the development channel already and those that hadn’t even yet been conceived. The plan produced at that time called for looking at a variety of third-party vendors of such environments, evaluating them, do hands-on testing of two that looked like they might handle OCLC’s needs which should lead to choosing the one that best fit those needs, and then finally implementing the chosen environment as quickly as feasible.


The rest of this paper details the working out of this plan up to the present, where OCLC has chosen Oracle’s software running on IBM AIX hardware.





First level evaluation: find two to test





The initial evaluation focused on these six systems::





Sybase


Cache


ADABAS


Microsoft SQL Server


IBM DB2


Oracle





The evaluators were looking for a variety of functional and operational capabilities in these systems. Some of the primary drivers were:


24x7 operation


Global accessibility through the Internet


Concurrent update: online and batch


Record locking


Competent deadlock resolution


Customizable priority processing, such as batch versus online processing


Rollback at transaction level


Transaction journaling, before and after views


Multiple data type support: text, sound, video, graphics


Multiple record structures support: MARC, XML, HTML, etc.


Arbitrarily large data structures of mixed data types


Boolean text searching (AND, OR, NOT, WITHIN, NEAR)


Competent management of extensive data access points (indexes)


User defined indexing


Distributed environment-ready: replication and synchronization support built-in


Competent support for ad hoc sequential data scans and updates in batch mode





The evaluators studied each of the systems from the six different vendors, looking for weaknesses in any of the primary functional and operational requirements that could be use to eliminate a contender. After comparing and contrasting all six on all of these requirements against their published specifications as to capabilities, two vendors’ products appeared to come closest to meeting all of OCLC’s needs: IBM and Oracle. 





Plans were then formulated for performing hands-on testing of the two systems, with the goal of finding out which of the two would most closely match OCLC’s requirements out of the box. These plans then fed into the next step in the process of choosing the extended WorldCat platform, discussed below in  Second Level Evaluation: Find Two To Test.


Second level evaluation: find two to test





Three kinds of tests were planned for the run-off between the two systems:


Operational


Performance


Functional





The operational test strategy involved proving out the capabilities of the two systems regarding such issues as running, operating, and recovering databases containing OCLC specific data structures. The performance test strategy focused on determining the general performance characteristics of running OCLC-specific database operations within the relational model world of the two competitors. The functional test strategy was to ascertain to what degree the two systems could support the functional requirements of extended WorldCat. All tests were to be run on the same hardware configuration: One or two node IBM AIX SP machines, so that the comparison of the systems would be at the software system level, not hardware.





Operational Testing Strategy


OCLC wanted to know what the operational characteristics would be in the two systems when loaded with OCLC specific data forms, and supporting the kinds of searches, updates, and deletes that are experienced in OCLC’s current system. The primary areas to be evaluated were:


Monitoring capabilities


Administration functions


Growth handling


Redundancy supporting 24x7 operations


Backup/Restore capabilities


Disaster Recovery support


System Performance monitoring support





The monitoring capabilities of interest were such issues as reporting of the health of the database, performance and resource utilization, and growth characteristics. The monitoring of these capabilities was to be done both by using the vendor’s tools and IBM AIX SP system tools. The administration functions of interest were largely related to user setup, security, modification, and deletion and configuration of logging characteristics and handling of database growth. Redundancy matters related to hot/warm standby capabilities, load balancing among multiple servers, and log backups. OCLC was looking for a very complete capability on the backup and restore area, with support for both full and incremental restores that address point in time to current recovery, prior point recovery, and recovery from an archive log, rollback support, and confidence in the ability to run in a 24x7 mode with absolute minimal risk of loss of data. Disaster recovery has always been a major concern to OCLC, given the amount of data and the wide range of users dependent upon it, so testing of the ability to create disaster dumps and use these to recreate the system at another location was a driver in the evaluation. Finally, the ability to monitor the real time performance characteristics of the system and respond to slowdowns and bottlenecks was also tested. Both vendor tools and IBM AIX SP system tools were to be used to test this area.





Performance Testing Strategy





The performance testing criteria were geared towards assessing five major areas:


Database building


Searching


Updating


Searching while updating


Database recovery





In order to accomplish this, a 9 million record database was to be loaded into each of the two systems being tested, using a data model similar to what OCLC believed the final data model would be for Extended WorldCat. The model used was one used by VTLS, a local system vendor doing much of the same operations that OCLC does, though on a much smaller scale. Performance requirements were derived from current system statistics. These metrics were determined to be:


.02165 requests per second


.00204 searches per second, with an average of 1216 hits per search, 1.181 terms per search. 14.578 records r	returned per search


.00345 presents per second with an average of 4.43 records per present


.0000271 online metadata records added per second


.0000563 online holdings set per second


.0000614 online holdings deleted per second





An OCLC program, named DISTRESS was used to create the necessary load against the relational dbms systems, operation monitoring and control was handled through another OCLC developed suite of programs, collectively referred to as Isoft, and a suite of PERL scripts were developed for doing the collection, summarizing and reporting of test results.





Functional Testing Strategy





Functional testing focused on assessing the capabilities of the two systems regarding functional requirements for extended World Cat. The capabilities of greatest interest were:





Updating/Locking


Indexing/Searching


Support for Global Data Distribution: Handling of Replication and Synchronization


Multilingual support via Unicode


Multiple data types: text, sound, graphics, video


Extraction, transformation, and loading


Text processing capabilities





Database updating and locking needed to be able to handle simultaneous online and batch processing, with competent handling of possible deadlock situations, both in a distributed and non-distributed environment. Further, the ability to put different priorities on online and batch transactions was also needed. Indexing and search support needed to be there for extensive access points and user-defined access points. Replication and synchronization of data across multiple distributed database servers was a key test item as well. Multilingual support had to be Unicode based, and needed to include not only multiple languages/scripts in the same record but multilingual thesauri and stop word lists were also a requirement. Non-Roman scripts need to be supported, including Chinese, Japanese, Korean, Arabic, Hebrew, and Cyrillic. Given the “extended” aspect of extended WorldCat, support for multiple data types in arbitrarily large sizes was a crucial functional requirement as well. The extraction, transformation, and loading of the data needed to be highly user customizable and controllable, given the extensive searching and updating requirements of extended WorldCat. Finally, the text processing capabilities had to very broad and deep. 





The indexing requirements for the future system are complex. Word, phrase, punctuation-based, special character-based, substring-based, date and number-based, table-driven translation-based, indexing are all absolutely essential to the success of the Extended WorldCat. Tests were designed for all of these capabilities.





Text processing, in particular, was highly stressed in the test strategy, given extended WorldCat’s requirements. The items evaluated were:


Boolean operator capabilities


Adjacency search support


Index browsing


Pluralization


Truncation


Wildcard searching


Nested searching


XML support


Result ranking


Simultaneous searching of text fields and table columns


Qualified searching


Range searching


Phrase searching





Performing the tests





To prepare for the tests, OCLC set up classes and white-board sessions and acquired texts for its staff in order to make sure the necessary level of expertise was reached by all participants to ensure the testing was performed, monitored, and assessed at the highest level of competency possible. The test plan called for each vendor to have two weeks of preparation followed by two weeks of testing. While performing the Oracle testing, ongoing discussions with IBM concerning capabilities of the DB2 system, meant to aid OCLC in preparing for the tests, revealed non-resolvable deficiencies in the then current release of the DBMS system that made testing unnecessary. It was clear that DB2 as it was then would not meet OCLC’s functional requirements. The testing of Oracle went forward, however, as OCLC still needed to confirm whether the operational, performance, and functional capabilities of the Oracle’s DBMS offering would at least come close to matching OCLC’s needs, as this could not be determined strictly by looking at Oracle’s specifications.





In the spring of 2001, preparation for the three kinds of testing was begun in earnest. Data was pulled from the current system and transformed into the OCLC-modified version of the VTLS data model for MARC records.  Test scripts were built from actual transaction logs for OCLC current systems. The Oracle software was installed on the target IBM AIX SP system, and the data loaded per the OCLC-modified version of the VTLS data model for MARC records. The DISTRESSOR and ISoft systems were installed and tested to make sure they performed as needed. Finally, the two weeks of running the scripts through the DISTRESSOR against the Oracle DMBS got underway. 





The results of the two weeks of testing were very encouraging:





Performance characteristics in key areas were better than on current systems, while other areas at least closely   matched current system capabilities


Operational tools worked better than many of OCLC’s in-house tools for the same functions


Functional capabilities significantly beyond that of all the competitors





Given the results of these tests, OCLC felt confident in going forward with contract negotiations in order to secure the necessary environment for developing and deploying the extended WorldCat system that had been envisioned by many at OCLC for more than a decade, and desired by OCLC’s users for at least that amount of time.





Where OCLC is Today With Oracle





At this point in time OCLC has acquired the rights to and is using in development the following technology from Oracle:





Oracle9i Server


Cross Database Searching


Partitioning


Virtual Private Database for fine-grained security


Operations


Scalability and availability via use of Real Application Clusters


Monitoring via Oracle Enterprise Manager (OEM)


Data Guard for disaster recovery


Oracle Internet Directory for directory services


Recovery Manager using TIVOLI


Content Management


9I Internet File System (Oracle9iFS) as document management system


OC4J to create custom WEB UI


9I Application Server (9IAS) as web server


Annotation using Oracle9iFS Intermedia Annotation Agent


Custom extension of content attributes


Archiving of multimedia content


Oracle Text


UTF8 Character Set


Multilingual support


Word indexing


Phrase indexing


Punctuation-based indexing


Special Character-based indexing


Dates and number indexing


Fuzzy searching and stemming


Range searching


Wildcard searching


Truncation searching


Proximity searching


XMLTYPE XPATH search


Browsing index


Ranking


Scoping


Oracle Interconnect


Messaging between multiple data repositories


Application to Application interchange


Gateways to other databases





A deployment schedule has been created, and new development is proceeding on that schedule. Major points along the way include:





Bringing up the new OCLC service, Digital Archive, with the US Government Printing Office as the initial user


Begin moving of current users of the OCLC online transaction processing system to the new system in late 2002


Limited release of new functionality for the information retrieval system in late 2002


Begin world-wide replication and distribution capabilities in 2003





This is an ambitious schedule in some ways, but OCLC has brought together a strong team of developers, who, when added together, represent centuries of expertise regarding the current systems as well as decades of skill and expertise in the new technologies of object oriented design and implementation in Java. More importantly in many ways, each of the members of the team is committed to building a system that meets OCLC’s current requirements, as well as those that OCLC knows will be coming soon. Those new requirements will truly make of WorldCat an extended, globe-spanning, multi-media, full-text information system woven in to the fabric of the World Wide Web and along the way, creating a digital community of libraries and their patrons that should bring all much value in the coming decades.


Develop, Deploy and Manage E-Business Applications and Online Software Services
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