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Abstract 
 

Data mining is a difficult task. It requires complex 
methodologies, including problem definition, data 
preparation, model selection, and model evaluation. 
This has limited the adoption of data mining at large 
and in the database and business intelligence (BI) 
communities more specifically. The concepts and 
methodologies used in data mining are foreign to 
database and BI users in general. This paper proposes 
a new approach to the design of data mining 
applications targeted at these user groups. This 
approach uses a data-centric focus and automated 
methodologies to make data mining accessible to non-
experts. The automated methodologies are exposed 
through high-level interfaces. This hides the data 
mining concepts away from the users thus helping to 
bridge the conceptual gap usually associated with data 
mining. We illustrate the approach with two 
applications: the new Oracle Predictive Analytics 
feature of Oracle Database 10g Release 2 and the 
Oracle Spreadsheet Add-In for Predictive Analytics. 
 
1. Introduction 
 

Data mining is a technique that discovers 
previously unknown relationships in data. Although 
data mining is a valuable technology for many 
application domains, it has not been widely adopted by 
business users at large and by the database community 
more specifically. This can be largely attributed to the 
nature of the data mining tasks. Data mining is a 
difficult and laborious activity that requires a great 
deal of expertise for obtaining quality results. Data 
mining usually involves selection of techniques, 
creation of models, and parameter tuning in order to 
support analytical activities. Once built, models often 
need to be deployed into a production environment 
where they are utilized. It is also necessary to 
communicate how to use and when to use the deployed 

models. Models should only be used with data that 
have the same set or a subset of the attributes in the 
model and that come from a distribution similar to that 
the training data. Due to the many steps required for 
the successful use of data mining techniques, it is 
common for applications and tools to focus on the 
process of model creation instead of on how to use the 
results of data mining. The complexity of the process 
is well captured by data mining methodologies such as 
CRISP-DM [4]. 

In order to increase the penetration and usability of 
data mining in the database and business intelligence 
communities, this paper proposes a new design 
approach for incorporating data mining into 
applications. The approach is based on the following 
ideas: 

• Data-centric focus 
• Process automation 

The data-centric focus is the paper's main 
contribution. Usability is the key driving force behind 
the proposal. One of the enablers of usability is 
process automation. The goal is not to provide 
automated methodologies that can produce more 
accurate results than those created by data mining 
experts. Instead, the approach strives to empower non-
expert users to achieve reasonable results with 
minimum effort. As computers become more powerful, 
improved methodologies can be implemented, and an 
increase in accuracy from automated approaches can 
be expected. 

Berry and Linoff [2] compare automated data 
mining to taking a picture with an automatic camera. 
The quality of the results is not always as good as what 
can be achieved by an expert, however, the ease of use 
empowers non-expert users. 

The proposed approach is illustrated with two data 
mining applications: the Oracle Database 10g Release 
2 Predictive Analytics package [5] (OPA) and the 
Oracle Spreadsheet Add-In for Predictive Analytics 
(SPA). The first application targets database users 



while the second focuses on business intelligence (BI) 
users. Since both applications have only recently been 
released, it is not possible to report customer success 
stories yet. However, we have already received very 
positive feedback for both applications from 
customers, application developers, consultants, and 
industry analysts. We believe that the feedback 
received thus far provides validation for the data-
centric approach. 

The paper is organized as follows: Section 2 
introduces the concept of data-centric design; Section 
3 discusses process automation requirements and 
issues; Section 4 describes the OPA package and how 
it leverages the design approach proposed in this 
paper; Section 5 introduces the SPA application and 
gives three examples of its usage; and Section 6 
provides a summary and indicates directions for future 
work. 
 
2. Data-centric design 
 

Database users work mostly with a query paradigm. 
Given a data source, users ask questions (queries) 
about the data and perform computations on the data. 
The process is data-centric as the questions and 
computations are restricted to the data. Similarly, BI 
activities, which are mainly report-driven, are also 
data-centric as the reports are the result of a query or 
derived computations on a data source. Traditional 
data mining approaches, in contrast, have models as 
the key entities. Models are usually not tied to a data 
source. In fact, models can be seen as abstractions or 
summaries of the training data. The properties 
abstracted from the training data can then be leveraged 
on new data. This introduces a higher level of 
complexity than that common to most database or BI 
computations. Models need to be managed and 
deployed. Required data transformations have to be 
deployed with the model. It is also necessary to 
communicate the type of the data that can be used with 
a model. The attributes in the data should match the 
attributes used in the model and come from a 
distribution similar to that of the training data. 

In order to make data mining activities similar to 
other database and BI computations we propose a data-
centric design for data mining applications targeting 
the database and BI communities. A data-centric 
design refers to analytical activities where: 

• No concepts of a model or complex 
methodologies are exposed to the user. 

• The only information required for a 
computation is a data source. 

• All supporting objects are either deleted at the 
end of the computation or are linked to a data 
source. 

The last requirement greatly simplifies the 
operationalization and deployment of data mining 
applications. Linking all the supporting objects (case 
there are any) to a data source eliminates the issues 
associated with matching models and data. 

The first and second requirements hide away all the 
details of mining methodology and expose them 
through high-level tasks that are goal-oriented. 
Examples of goal-oriented tasks include: 

• EXPLAIN - identify attributes that are 
important/useful for explaining the variation on 
a target attribute and return a ranking of the 
attributes and a figure of merit. 

• PREDICT - produce predictions for unknown 
targets (for both classification and   regression). 

• GROUP - cluster similar records together and 
provide descriptions for the groups. 

• DETECT – identify records in the data that are 
atypical, outliers, or anomalies. 

• MAP – project the data to a space of lower 
dimensionality for visualization purposes and 
provide descriptions of the newly created 
attributes. 

• PROFILE – describe segments were a target 
value dominates. 

The above list is not exhaustive. These examples 
can be implemented in several different ways. Such 
high-level tasks differ from vertical applications 
restricted to a single data source, or horizontal 
applications (e.g., a generic churn application), which 
could be used across many data sources. Both of which 
are too specialized. The approach proposed here is 
more general in scope. It defines new analytical 
capabilities that can be broadly applied and yet are 
easy to understand and use. It goes beyond earlier 
proposals such as Auto focus (model selection and 
parameter tuning) data mining proposed in [1]. 

These goal-oriented tasks should be implemented 
using data-centric APIs. That is, such APIs should 
define operations that can be performed on a source 
dataset (e.g., a table/view or a flat file) and return a set 
of results (e.g., one or more tables). This design places 
data mining on equal footing with other types of 
queries that users perform on the data. It also requires 
that any objects created by a data mining methodology 
(e.g., models and intermediate results) either be deleted 
at the end of the analysis or be associated with the data 
source. In the first case, only the output of the task 
remains at the end of the analysis. In the second case, 



some of the results of the analysis (e.g., a model) are 
pre-computed and persisted for future reuse. The 
approach is still data-centric as the associated objects, 
much like an index, would be deleted in case the data 
source were dropped. This alternative design allows 
for faster response time for applications that require it. 
This design is familiar to database users. For speeding 
up query processing, database users routinely create 
functional indexes on tables. 

 
3. Process automation 
 

In the context of the present proposal, process 
automation refers to the specification of potentially 
complex data mining methodologies that can deliver 
the desired results with minimum user intervention. 
The wrapping of these data mining methodologies and 
their presentation through high-level APIs is required 
to achieve the ease of use aspired for in the data-
centric design described above. 

Automation of the data mining process requires 
including many different processing stages in the 
application design. The following steps are usually 
required for implementing automated data mining 
methodologies: 

• Computation of statistics 
• Sampling 
• Attribute data type identification 
• Attribute selection 
• Algorithm selection 
• Data transformation 
• Model selection and quality assessment 
• Output generation 

The decisions made at each of these steps, can have 
a direct impact on how the other steps of the 
methodology are implemented. Below we provide a 
short description of the above steps and some of the 
issues that need to be addressed. 

Computation of statistics 
This step gathers information about the number of 

attributes, number of records, and detailed information 
at the attribute level, such as: number of distinct values 
and range of values. This information is used to make 
decisions on the data types of the target and the other 
attributes, as well as to guide the required data 
transformations.   

Sampling 
Sampling can be used to improve model build time 

when dealing with large datasets.  Short run time for 
completing the whole methodology is as important as 
ease of use. 

When sampling for a task that has a categorical 
target column it is necessary to ensure that all the 
target values are represented in the sample.  This can 
be accomplished with stratified sampling. If the 
algorithm used in the methodology relies on prior 
probabilities (e.g., Naïve Bayes) the information about 
the original target distribution needs to be incorporated 
in the model. 

Attribute data type identification 
The identification of an attribute’s data type (e.g., 

categorical vs. numeric) is an important and 
challenging step. Some algorithms (e.g., Support 
Vector Machines) cannot work with categorical data. 
Other algorithms (e.g., Association Rules) treat all 
attributes as categorical. Finally, some algorithms 
(e.g., CART) process numeric and categorical 
attributes differently. Incorrect identification of data 
type may lead to poor performance and incorrect data 
preparation. An example simple heuristic is to consider 
columns containing floating-point data as numeric. 

Attribute selection 
The elimination of irrelevant attributes can help 

improve performance and, for methodologies that 
return explanations, improve explanatory power. 
Methods are usually divided into filter and wrapper 
methods. Filter methods remove attributes before a 
model is built and involves a single model build. 
Wrapper methods build multiple models each with a 
different combination of attributes. The model/attribute 
set with best performance is then selected. Given the 
design goals outlined above (reasonable accuracy 
within acceptable execution time) a filter method is the 
preferable approach for the type of process automation 
proposed here. 

Algorithm selection 
Many times the same high-level concept, depending 

on the characteristics of the data, requires the use of 
different techniques for best results. For example, 
predicting an unknown value requires either a 
classification or a regression algorithm depending on 
the target data type (categorical or numeric). An 
automated approach should be able to switch 
algorithms according to the nature of the data. 

Data transformation 
Most algorithms require the data to be suitably 

transformed in order to produce good results. Some 
common data transformations are: binning, 
normalization, missing value imputation, and outlier 
removal. The techniques used for transforming the 
data are selected based on attribute data type, attribute 
value range, attribute cardinality, and percentage of 
missing values for an attribute or a record. 



Since data transformation steps can interact, it is 
necessary to carefully plan the sequence and the types 
of transformations that are used in an automated 
methodology. For example, outlier removal can be 
accomplished by transforming the data with a power or 
winsorizing transformation. Missing value replacement 
can be done after outlier removal in order to eliminate 
the impact of outliers on the replacement values. 
Binning (e.g., quantile binning) may also be used to 
minimize the impact of outliers. An automated 
approach should be able to determine and perform the 
necessary transformation required by the algorithm 
selected in the previous step. 

Model selection and quality assessment 
Model selection involves evaluating a set of models 

using different techniques or using a single technique 
and different parameter values. Evaluation requires 
either splitting the data in two (training and evaluation 
datasets) or using cross-validation. The model with the 
best figure of merit in the evaluation dataset is used to 
generate the final results. An automated data mining 
process needs to implement model selection in order to 
tune algorithm settings and ensure reasonable 
performance. It is also desirable to return a figure of 
merit that indicates the reliability of the results. 

Output generation 
Many of the goal-oriented tasks defined in the 

previous section require output explanations or 
descriptive information. For example, GROUP should 
return some description of the groups alongside the 
assignment of records to groups. It is important to take 
into account the effect of the transformation used in 
the data preparation steps in order to reverse those 
transformations before returning details. Descriptive 
information should be provided on the same scale and 
within the ranges of the original data. 
 
4. Oracle Predictive Analytics 
 

The approach described in Section 2 is currently 
implemented as Oracle Predictive Analytics (OPA) in 
the  Oracle Database 10g Release 2 Enterprise Edition 
with the Data Mining option in the form of a PL/SQL 
package named DBMS_PREDICTIVE_ANALYTICS. 
This package targets database users. The 
implementation described here utilizes PL/SQL stored 
procedures, however, it could also have been 
implemented using e.g. SQL operators, scripts or web 
services. OPA addresses the complete beginning-to-
end process from input data (having known and/or 
unknown cases) to producing results containing 
predictions or explanations for specific attributes. This 
multiple step process is implemented using  a single 

integrated interface combining data preparation, model 
building and testing, and application of data mining 
models to input data to produce the end results. 
Providing the explained type of functionality in a 
database PL/SQL package is of great value to database 
users. In particular, most Oracle database users are 
thoroughly familiar with the usage of PL/SQL 
packages. The two following subsections describe the 
tasks/operations currently supported by the Oracle 
Predictive Analytics PL/SQL package. 
 
4.1. EXPLAIN 
 

The EXPLAIN operation is used for identifying 
attributes that are important/useful for explaining the 
variation on an attribute of interest. Our goal for the 
EXPLAIN task was that it should satisfy the following 
requirements: 

• Use a high-level API. 
• Embed data preparation. 
• Do not persist other objects besides the results. 
• Return a figure of merit (explanatory power) 

and rank for each attribute. 

In our experience, users want the figure of merit 
returned by an EXPLAIN task to meet the following 
requirements: 1) support comparison across results for 
different datasets and 2) have a finite range, for 
example: [0,1] or [-1, 1]. 

The operation can be implemented following a 
simple methodology (Figure 1). The OPA EXPLAIN 
procedure is declared with the following specification: 

 
DBMS_PREDICTIVE_ANALYTICS.EXPLAIN ( 
     data_table_name     IN VARCHAR2, 
     explain_column_name IN VARCHAR2, 
     result_table_name   IN VARCHAR2, 
     data_schema_name    IN VARCHAR2 
DEFAULT NULL); 

 

The OPA user only needs to identify a table in the 
database and a column of interest (to be explained) and 
the operation will perform the necessary data 
preparation to the input data and generate results. 
Attributes of date data type are supported using pre-
processing where specific pieces of information are 
extracted from the original attribute. Numeric 
attributes may be discretized depending on statistics of 
the input dataset. Quantile binning is used which has 
the added value of handling outliers. The resulting 
table will contain one row for each of the independent 
attributes. For each attribute, the results will provide a 
measure of explanatory power - a value indicating how 
useful the column is for determining the value of the 
explained column. Higher values indicate greater 
explanatory power. Values range from 0 to 1. In 



addition to each attribute’s explanatory power, the 
results also provide a rank indicating the attribute's 
importance relative to the other attributes'. 

 

 
Figure 1. Example methodology for the 
EXPLAIN functionality 

 
OPA uses an MDL-based attribute importance 

algorithm. The individual columns' explanatory values 
are independent of other columns in the input table. 
The values capture the strength of the uni-variate 
correlations with the explained column. It is usually 
necessary to post-process the results of an attribute 
importance [5] algorithm in order to produce a figure 
of merit that meets the above requirements. 
 
4.2. PREDICT 
 

Our goal for the PREDICT task was that it should 
satisfy the following requirements: 

• Automatically determine problem type 
(classification or regression). 

• Embed data preparation. 
• Avoid trivial results for classification problems 

(e.g., always predict the dominant class for a 
dataset with skewed target distribution). 

• Provide a measure of generalization 
performance that allows comparison across 
different datasets and falls in the [0,1] range. 

• Provide predictions for all the records in the 
input dataset. 

Figure 2 gives an example of a methodology that 
meets the above requirements. The OPA PREDICT 
procedure is declared with the following specification: 

 
DBMS_PREDICTIVE_ANALYTICS.PREDICT ( 
     accuracy            OUT NUMBER, 
     data_table_name     IN VARCHAR2,  
     case_id_column_name IN VARCHAR2,  
     target_column_name  IN VARCHAR2, 
     result_table_name   IN VARCHAR2, 
     data_schema_name    IN VARCHAR2  
DEFAULT NULL); 

If the target attribute is identified as categorical, a 
classification model is built otherwise a regression 
model is built instead. The model-building step 
includes algorithm selection and model selection 
(parameter tuning). For classification models, it is 
necessary to adjust the parameters to avoid returning 
trivial results for heavily skewed target distributions. 
For example, this can be achieved by using a cost 
matrix or using a decision probability threshold other 
than 0.5 in the case of binary target values.  

 

 
Figure 2. Example methodology for the 
PREDICT functionality 

 
Once a model is built it is necessary to measure its 

generalization performance on the held aside test 
dataset. The performance measure used is calculated 
based on the model's performance improvement over a 
“naive” baseline model. The value is returned using 
the accuracy argument of the API. Finally, the model 
is applied to the complete input dataset in order to 
provide predictions for all the records in the input data. 
 
5. Oracle Spreadsheet Add-In for 
Predictive Analytics 
 

BI professionals represent a broad audience that can 
significantly benefit from leveraging data mining in 
their everyday data analysis, report preparation, and 
presentation tasks. Such BI activities are tied to 
specific data sources and therefore fit well with the 
data-centric approach described in this paper. To 



promote the adoption of data mining within the 
business intelligence community, Oracle has created 
an Excel front-end to OPA  - the Oracle Spreadsheet 
Add-In for Predictive Analytics (SPA). SPA is an 
example of an application that augments the approach 
in OPA with spreadsheet data support. In BI, 
spreadsheets are widely used for storage of both data 
and analytics results. They are also often the preferred 
medium for result presentation and visualization. SPA 
fully leverages the data-centric, task-oriented design 
adopted in OPA. 

SPA uses Oracle Objects for OLE (OO4O), which 
is a COM-based database connectivity product 
manufactured by Oracle, to provide optimized access 
to Oracle databases from the client application. SPA 
presents the user with a simple user interface (UI) 
using drop-down menus and basic controls to select 
the type of operation to be performed and to select the 
necessary inputs. The add-in supports analysis of data 
in the database or in Excel spreadsheets. For datasets 
that are larger than the size limitations imposed by 
Excel (e.g. maximum number of columns is 256), the 
data must be loaded directly into an Oracle database. 
All data mining processing takes place within the 
Oracle database, only the results of the operation are 
returned to Excel for evaluation and presentation. 
Optionally, in supervised tasks, the actual target value 
can also be retrieved from the database to facilitate 
further analysis and results presentation. 

In the following sections, we present three 
examples using SPA. The first example demonstrates 
the use of the SPA EXPLAIN operation. The 
following two demonstrate SPA PREDICT for 
classification and regression, respectively. These 
examples are meant to present typical accuracy and 
performance results obtained when utilizing both OPA 
and SPA. All results reported for the examples were 
obtained on a system running Oracle Database 10g 
Release 2 Enterprise Edition with the Data Mining 
option and the following hardware and software 
specifications: Red Hat Enterprise Linux AS 3.0, 
Single 3GHz i86 processor, and 2GB RAM memory. 

 
5.1. EXPLAIN 
 

In this example, we provide results generated by the 
EXPLAIN operation in the SPA application using the 
CoIL Challenge 2000 (Insurance Company 
Benchmark) training dataset. The dataset consists of 
86 attributes and 5822 records for training. The data 
contain information on an insurance company’s 
customers and include product usage data and socio-
demographic data derived from zip codes. The goal is 
to determine which customers are likely to be 

interested in buying a caravan insurance policy. The 
EXPLAIN operation determines the usefulness of the 
independent attributes for explaining the target 
attribute (attribute name “CARAVAN”) and ranks 
them in order of explanatory value. In this example, 
the target is categorical. The EXPLAIN operation also 
supports numeric targets and does so transparently 
from the user point-of-view. Figure 3 shows the results 
returned to Excel at the completion of the EXPLAIN 
operation. The results indicate that the four most 
important attributes are: “Contribution car policies” 
(PPERSAUT), “Number of car policies” 
(APERSAUT), “Contribution fire policies” 
(PBRAND), and “Number of private third party 
insurance 1 – 12” (AWAPART). These results are in 
agreement with submissions to the CoIL 2000 
Challenge, including the competition’s winner [6]. The 
EXPLAIN operation took less than 15 seconds to 
complete. The chart in Figure 3 was created as post-
processing using Excel’s charting capabilities. 

 

 
Figure 3. Results for EXPLAIN operation on 
the CoIL Challenge 2000 dataset using SPA 
 
5.2. PREDICT categorical target 
 

This example uses the same CoIL Challenge 2000 
[3] data as was used in the previous example. In this 
case, we are interested in answering the question “Can 
you predict who would be interested in buying a 
caravan insurance policy?” as was originally stated in 
the competition. This task was performed using the 
PREDICT operation in SPA. The user does not need to 
specify that this is a classification problem. This is 
determined by the application itself. The PREDICT 
operation was run on 9822 records (5822 from the 
training dataset and 4000 from the test dataset) and 
completed in 22 seconds. Values for the target attribute 
were set to null for the records from the test dataset. 



This was necessary for comparing the accuracy of the 
PREDICT operation on the test dataset with results 
reported for this task. The PREDICT operation 
returned an accuracy of 72% on the training data. 
Accuracy on the test data (4000 records) was 70%, 
indicating that the model generalizes well. Table 1 
shows the confusion matrix computed on the test data. 
The area under the ROC curve for the test data was 
0.71. Performance on the test data was computed 
separately as post-processing using the held out actual 
target values for the test dataset. 

 
Table 1. CoIL Challenge 2000 dataset 
confusion matrix 

Actual \ Predicted 0 1 
0 2658 1104
1 100 138 

 
The competition evaluated the number of correct 

positive predictions for the most likely 800 records, for 
this SPA PREDICT correctly identified 101 
policyholders from the evaluation data. These results 
compare favorably to those submitted to the original 
competition, where the winning entry correctly 
identified 121 policyholders and the average 
performance for the submitted entries was 95.4 [3]. 
Other than selecting the dataset from a list of tables, 
identifying the case id and target columns, no 
intervention was necessary on behalf of the user to 
obtain the SPA results. 

 

 
Figure 4. Results for PREDICT operation on 
the CoIL Challenge 2000 dataset using SPA 

 
Figure 4 shows a line–column chart produced in 

Excel based on results generated by the PREDICT 
operation. The columns represent a histogram of the 
number of potential buyers for each probability decile. 

The line graph represents the expected cumulative 
revenue computed as the sum of probabilities returned 
by SPA multiplied by the revenue generated by a 
caravan insurance policy (assumed to be US$ 2,000 
for this example). The chart was produced as post-
processing exemplifying the type of result 
summarization and analysis a user may want to do. 
 
5.3. PREDICT numeric target 
 

The following example presents the use of the 
PREDICT operation for regression analysis on the 
Boston Housing dataset. The dataset contains 
information collected by the U.S Census Service 
concerning housing in the Boston Massachusetts area. 
The purpose of the task is to predict the median value 
of owner-occupied homes (attribute name “MEDV”). 
The dataset is small, containing 506 records with 15 
attributes, and was split (80/20) so that 397 records 
were used for training purposes. The target values for 
the remaining 109 were held out for evaluating the 
generalization capabilities of the PREDICT operation. 
As in the previous example, all records were presented 
to the SPA application for analysis. Values for the 
target attribute were set to null for the records from the 
test dataset. MAE and RMSE, calculated as post-
processing on the held out evaluation records, were 
2.55 and 3.89 respectively. As a comparison, the Excel 
Regression analysis tool (available as part of the 
Analysis ToolPak in Excel) generated a model where 
the MAE and RMSE, computed on the same held-out 
evaluation records, were 3.99 and 5.96 respectively. 
The SPA results also compare well against other 
techniques for predicting outcomes on the Boston 
Housing dataset as reported by [10].  

 

 
Figure 5. Results for PREDICT operation on 
the Boston Housing dataset using the Oracle 
Spreadsheet Add-In for PA 



The SPA PREDICT operation ran in less than 5 
seconds and required no user intervention other than 
selecting the dataset from a list of tables and 
identifying the case id and target columns in the table. 
Figure 5 shows the results returned to Excel from the 
PREDICT operation. In the case of regression, unlike 
classification, PREDICT does not return a probability 
for each record. The chart was produced as post-
processing exemplifying the type of analysis a user 
may want to perform. In this case, the chart displays 
the number of over and undervalued houses. Houses 
are considered under and overvalued if the absolute 
difference between actual and predicted values is 
greater than 15% of their actual value. 
 
6. Conclusions 
 

In this paper, we propose a data-centric approach 
that makes data mining more accessible to broader 
audiences and more specifically the database and BI 
communities. The primary benefits of the approach 
described here are good usability and performance. 
This is achieved by providing simplified task-oriented 
interfaces (APIs/GUIs) and internally automating the 
data mining process. We describe two applications 
based on the proposal – a PL/SQL package for 
database users and a spreadsheet application for BI 
professionals. The presented results showcase the 
effectiveness of the approach on challenging data. We 
plan to extend these applications to include other data-
centric tasks such as those described in the paper. 
Another promising avenue for enhancing the existing 
applications is to instrument mechanisms for 
associating data mining models with the data sources 
following a data-centric functional index-like 
paradigm. 
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