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Jonathan Lewis Warning - “Fu_ndamentals” doesn"t mean it's simplenéans it is_ the OW 2006
©2006 foundation which you must know in order to underdtavhat’s going on. Optimization p. 2




Queueing

select
from
audience aud
where
I own_a copy = 'NO
or (
I own a copy = 'YES
and my_copy_is_signed ='NO’
)
oms Optimization p 3

Why would you care ...

... about recent enhancements ?

» Some things are worth upgrading for
— if you're not already there

» Some features save you future time
— if you know they exist

* You can get rid of ‘dirty’ code
— less need for workarounds and tricks

Jonathan Lewis | Whether you're on the latest version_ or not, ipbet_b know about the new OW 2006
©2006 features. Some will reduce your coding time, sorilergduce the run-time.| Optimization p. 4




Strategic Targets

Use of CPU costing (system stats)
Proper choice of optimizer mode
Minimalist parameter setup

Better diagnostics = less time wasted

) If you want to run a good system, you always neeuketon the lookout for
Jonathan Lewis . OW 2006
©2006 ways to get rid of the mass of garbage that hasnaglated over the years. | optimization p. 5

Environment: optimizer Mode

° aII_rows obvious choice for DW / DSS

° ﬁI'St_I'OWS_N subtle choice for OLTP

(n=1, 10, 100, 1000)
[*+ first_rows(n) */
rownum <=n -- 10g effect

These can be set at the system level then
changed at the session or statement level.

) Look atfirst_rows_N it uses pure arithmetic based on the fractiothef
Jonathan Lewis - - ) OW 2006
©2006 total result set that you walrfirst_rowsused some hard-coded rules. Optimization p. 6




first_rows vs. first rows N

create table t1 as

select rownum id,
mod(rownum,10000) modded,
Ipad(rownum,1000) padding

from  {very large source}

where rownum <= 100000

alter table t1 add constraint t1_pk primary key(id);

create index t1_mod on t1(modded);

select padding from t1
where modded =1

order by
id ;
Jonathan Lewis We have rimary keyonid, and an index that is fairly selective but has a OW 2006
©2006 badclustering factoron themoddedcolumn. (10 scattered rows per valye)optimization p. 7

first_ rows N vs. first rows

Execution Plan ( first rows )

| Id | Operation | Name | Rows | Bytes | Cost |

| 0| SELECT STATEMENT || 111 | 109K| 14495 |
[* 1] TABLE ACCESS BY INDEX ROWID| T1 | 111 | 109K| 14495 |

| 2| INDEX FULL SCAN | T1_PK | 100K] | 209 |
Execution Plan ( first_rows_10 )

| Id | Operation | Name | Row s | Bytes | Cost |

| O] SELECT STATEMENT | | 1 11| 109K| 148 |
| 1| SORT ORDER BY | | 1 11| 109K| 148 |
| 2| TABLE ACCESS BY INDEXROWID|T1 | 1 11| 109K| 113
|* 3] INDEX RANGE SCAN | T1_MOD| 111| | 2]

) The impact ofirst_rowscompared tdirst_rows_10 The older option is
Jonathan Lewis — .0 . - . OW 2006
©2006 extremelyaggressive about avoiding sorting and hashing. Optimization p. 8
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Cost is Time (a)

dbms_stats.gather_system_stats('start’)
-- allow some time for typical processing
dbms_stats.gather_system_stats('stop")

SNAME PNAME PVAL1
SYSSTATS_MAIN CPUSPEED 559 M-ops/s
SYSSTATS_MAIN SREADTIM 1.299 m/s
SYSSTATS_MAIN MREADTIM 10.204 m/s

SYSSTATS_MAIN MBRC 4 blocks
SYSSTATS_MAIN MAXTHR 13938448 -- Max /O rate
SYSSTATS_MAIN SLAVETHR 244736 -- Avg slave I/O rate

External calibration of disk speeds may work better:
Orion (Oracle) or www.iozone.org or simple C

You then need to be aware that system statisticsteategic. You can give OW 2006
Oracle an idea about the resources and responee fiimyour hardware. Optimization p. 9

Jonathan Lewis
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Cost is Time (b)

9.2 Performance Tuning Guide and Reference:
Cost = (

#SRds * sreadtim +

#MRds * mreadtim +

#CPUCycles / cpuspeed _
) / sreadtim Before 9i:
mreadtim = sreadtim
Cost = CPUCycles = 0
#SRds +
#MRdsEmreadtim-Lsreadtim +
#CPUCycles-{cpuspeed-tsreadtim)

The documentation actually tells us that the cogité time to completion - OW 2006
in units of the single block read times. And thatlways been the case. Optimization p. 1d
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Costis Time (¢

Plan Table columns 8i 9i 10g

SEARCH_COLUMNS Not used Y
FILTER_PREDICATES
ACCESS_PREDICATES
TEMP_SPACE
I0_COST

CPU_COST

<

< < =< <<

QBLOCK_NAME
TIME
PROJECTION
OTHER_XML
DEPTH
OBJECT_ALIAS
PLAN_ID

< < << <l<x=< <x<=<<=x<

New versions of Oracle add extra columns toplae_table Keep an eye of
the defining scripts, and on the reporting scriptse a single publiGTT

OW 2006
Optimization p. 1]
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Cost is Time (d)

dbms_stats.gather_system_stats('noworkload’) -- 10g

SNAME PNAME PVAL1
SYSSTATS_MAIN CPUSPEEDNW 913.641725 M-ops per sec
SYSSTATS_MAIN IOSEEKTIM 10 millisec

SYSSTATS_MAIN IOTFRSPEED 4096 bytes per millisec

Derivedsreadtim=
time to get there + time to read block =
ioseektim + (db_block_size / iotfrspeed) =
10 + 8192 / 4096 =
12 m/s

In the absence of a real sample, 10g uses somediskiresponse times to

derivesreadtimandmreadtim Then uses these in the same way as 9i.

OW 2006
Optimization p. 12




Cost is Time (e)

Derivedmreadtim=

time to get there + time to do the multiblock read =
ioseektim + (db_file_mbrc * db_block_size / iotfrspeed)
10 + 8 (say) * 8192 / 4096 =

26 m/s

10g has three values for the multiblock read counts
the one you used to set - but get rid of it.

the value to attempt at run-time

the value to use for optimization calculations

Jonathan Lewis

If you set a value fodb_file_multiblock_read_counthen 10g uses that as

OW 2006

©2006 theMBRC. But you should try to eliminate it from your dpf{init.ora). Optimization p. 13

Optimiser Parameters 8i

OPTIMIZER_FEATURES_ENABLE QUERY_REWRITE_ENABLED

OPTIMIZER_MODE/GOAL QUERY_REWRITE_INTEGRITY
OPTIMIZER_PERCENT_PARALLEL _INDEX_JOIN_ENABLED
HASH_AREA_SIZE _OR_EXPAND_NVL_PREDICATE
HASH_JOIN_ENABLED _IMPROVED_OUTERJOIN_CARD
HASH_MULTIBLOCK_IO_COUNT  _NEW_INITIAL_JOIN_ORDERS
OPTIMIZER_SEARCH_LIMIT _OPTIMIZER_MODE_FORCE
PARTITION_VIEW_ENABLED _OPTIMIZER_UNDO_CHANGES
_ALWAYS_STAR_TRANSFORMATIONUNNEST_SUBQUERY
_B_TREE_BITMAP_PLANS _PUSH_JOIN_UNION_VIEW
STAR_TRANSFORMATION_ENABLEDFAST_FULL_SCAN_ENABLED
_COMPLEX_VIEW_MERGING _ORDERED_NESTED_LOOP
_PUSH_JOIN_PREDICATE _NESTED_LOOP_FUDGE

PARALLEL_BROADCAST_ENABLED_NO_OR_EXPANSION
OPTIMIZER_MAX_PERMUTATIONS _QUERY_COST_REWRITE
OPTIMIZER_INDEX_CACHING QUERY_REWRITE_EXPRESSION
OPTIMIZER_INDEX_COST_ADJ SORT_AREA_SIZE

_IMPROVED_ROW_LENGTH_ENABLED
_USE_NOSEGMENT_INDEXES
_ENABLE_TYPE_DEP_SELECTIVITY
_SORT_ELIMINATION_COST_RATIO
_OPTIMIZER_ADJUST_FOR_NULLS
_OPTIMIZER_CHOOSE_PERMUTATION
_USE_COLUMN_STATS_FOR_FUNCTION
_OPTIM_ENHANCE_NNULL_DETECTION
_SUBQUERY_PRUNING_ENABLED
_SUBQUERY_PRUNING_REDUCTION_FACT!
_SUBQUERY_PRUNING_COST_FACTOR
_LIKE_WITH_BIND_AS_EQUALITY
_TABLE_SCAN_COST_PLUS_ONE
_SORTMERGE_INEQUALITY_JOIN_OFF
_DEFAULT_NON_EQUALITY_SEL_CHECK
_ONESIDE_COLSTAT_FOR_EQUIJOINS
DB_FILE_MULTIBLOCK_READ_COUNT

Jonathan Lewis

Optimise a query with event 10053 set in 8i, and geuthe above set of
©2006 parameters listed as the ‘parameters used by timainer’ Optimization p. 14

OW 2006
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Optimiser Features 10g

optimizer_mode_hinted
optimizer_features_hinted
parallel_execution_enabled
parallel_query_forced_dop
parallel_dml_forced_dop
parallel_ddl_forced_degree
parallel_ddl_forced_instances
_query_rewrite_fudge
optimizer_features_enable
_optimizer_search_limit
cpu_count
active_instance_count
parallel_threads_per_cpu
hash_area_size
bitmap_merge_area_size
sort_area_size
sort_area_retained_size
_sort_elimination_cost_ratio
_optimizer_block_size
_sort_multiblock_read_count
_hash_multiblock_io_count
_db_file_optimizer_read_count
_optimizer_max_permutations
pga_aggregate_target
_pya_max_size
_query_rewrite_maxdisjunct
_smm_auto_min_io_size
_smm_auto_max_io_
_smm_min_size
_smm_max_size
_smm_px_max_size
_cpu_to_io
_optimizer_undo_cost_change
parallel_query_mode
parallel_dmi_mode
parallel_ddi_mode
optimizer_mode

Jonathan Lewis
©2006

sqlstat_enabled
_optimizer_percent_parallel
_always_anti_join
_always_semi_join
_optimizer_mode_force
_partition_view_enabled
_always_star_transformation
_query_rewrite_or_error
_hash_join_enabled
cursor_sharing
_b_tree_bitmap_plans
star_transformation_enabled
_optimizer_cost_model
_new_sort_cost_estimate
_complex_view_merging
_unnest_subquery
_eliminate_common_subexpr
_pred_move_around
_convert_set_to_join
_push_join_predicate
_push_join_union_view
_fast_full_scan_enabled
_optim_enhance_nnull_detection
_parallel_broadcast_enabled
_px_broadcast_fudge_factor
_ordered_nested_loop
_no_or_expansion
optimizer_index_cost_adj
optimizer_index_caching
_system_index_caching
_disable_datalayer_sampling
query_rewrite_integrity
query_rewrite_enabled
_query_cost_rewrite
_query_rewrite_2
_query_rewrite_1
_query_rewrite_expression

_query_rewrite_jgmigrate
_query_rewrite_fpc
_query_rewrite_drj
_full_pwise_join_enabled
_partial_pwise_join_enabled
_left_nested_loops_random
_improved_row_length_enabled
_index_join_enabled
_enable_type_dep_selectivity
_improved_outerjoin_card
_optimizer_adjust_for_nulls
_optimizer_degree
_use_column_stats_for_function
_subquery_pruning_enabled
_subauery_pruning_mv_enabled
_or_expand_nvl_predicate
_like_with_bind_as_equality
_table_scan_cost_plus_one
_cost_equality_semi_join
_default_non_equality_sel_check
_new_initial_join_orders
_oneside_colstat_for_equijoins
_optim_peek_user_binds
_minimal_stats_aggregation
_force_temptables_for_gsets
workarea_size_policy
_smm_auto_cost_enabled
_gs_anti_semi_join_allowed
_optim_new_default_join_sel
optimizer_dynamic_sampling
_pre_rewrite_push_pred
_optimizer_new_join_card_computation
_union_rewrite_for_gs
_generalized_pruning_enabled
_optim_adjust_for_part_skews
_force_datefold_trunc
statistics_level

_optimizer_system_stats_usage
skip_unusable_indexes
_remove_aggr_subquery
_optimizer_push_down_distinct
_dml_monitoring_enabled
_optimizer_undo_changes
_predicate_elimination_enabled
_nested_loop_fudge

_project view_columns
_local_communication_costing_enabled
_local_communication_ratio
_query_rewrite_vop_cleanup
_slave_mapping_enabled
_optimizer_cost_based_transformation
_optimizer_mic_enabled
_right_outer_hash_enable
_spr_push_pred_refspr
_optimizer_cache_stats
_optimizer_cbt_factor
_optimizer_squ_bottomup
_fic_area_size
_optimizer_skip_scan_enabled
_optimizer_cost_filter_pred
_optimizer_sortmerge_join_enabled
_optimizer_join_sel_sanity_check
_mmv_query_rewrite_enabled
_bt_mmv_query_rewrite_enabled
_add_stale_mv_to_dependency_list
_distinct_view_unnesting
_optimizer_dim_subq_join_sel
_optimizer_disable_strans_sanity_checks
_optimizer_compute_index_stats
_push_join_union_view2
_optimizer_ignore_hints
_optimizer_random_plan
_query_rewrite_setopgrw_enable
_optimizer_correct_sq_selectivity

_disable_function_based_index
_optimizer_join_order_control
_optimizer_cartesian_enabled
_optimizer_starplan_enabled
_extended_pruning_enabled
_optimizer_push_pred_cost_based
_sal_model_unfold_forloops
_enable_dmi_lock_escalation
_bloom_filter_enabled
_update_bji_ipdml_enabled
_optimizer_extended_cursor_sharing
_dm_max_shared_pool_pct
_optimizer_cost_hjsmj_multimatch
_optimizer_transitivity_retain
_px_pwg_enabled
optimizer_secure_view_merging
_optimizer_join_elimination_enabled
flashback_table_rpi
_optimizer_cbqt_no_size_restriction
_optimizer_enhanced_filter_push
_optimizer_flter_pred_pullup
_rowsrc_trace_level
_simple_view_merging
_optimizer_rownum_pred_based_fkr
_optimizer_better_inlist_costing
_optimizer_self_induced_cache_cost
_optimizer_min_cache_blocks
_optimizer_or_expansion
_optimizer_order_by_elimination_enabled
_optimizer_outer_to_anti_enabled
_selfjoin_mv_duplicates
_dimension_skip_null
_force_rewrite_enable
_optimizer_star_tran_in_with_clause
_optimizer_complex_pred_selectivity
_aby_hash_aggregation_enabled

This is the complete list of parameters from 10R2.@hich increases
again (by another 5 items) as you go to 10.2.0e&x$gkscesys

OW 2006
Optimization p. 19

Features affected by o f e

_cpu_to_io
optimizer_mode
_px_pwg_enabled
_unnest_subquery
_always_anti_join
_always_semi_join
_pred_move_around
_index_join_enabled
_ordered_nested_loop
_dimension_skip_null
_push_join_predicate
b_tree_bitmap plans
_push_join_union_view
skip_unusable_indexes
query_rewrite_enabled
_complex_view_merging
_remove_aggr_subquery
_bloom_filter_enabled
_optimizer_cost_model
_union_rewrite_for_gs
_optim_peek_user_binds
_pre_rewrite_push_pred
_push_join_union_view2

_optimizer_squ_bottomup
_selfjoin_mv_duplicates
_partition_view_enabled
_optimizer_or_expansion
_new_sort_cost_estimate
_right_outer_hash_enable
_cost_equality_semi_join
_new_initial_join_orders
optimizer_features_enable
_table_scan_cost_plus_one
optimizer_dynamic_sampling
_sql_model_unfold_forloops
_mmv_query_rewrite_enabled
_gs_anti_semi_join_allowed
_optim_new_default_join_sel
_optimizer_max_permutations
_parallel_broadcast_enabled
_optimizer_undo_cost_change
_optimizer_dim_subg_join_sel
_generalized_pruning_enabled
_optim_adjust_for_part_skews
_optimizer_skip_scan_enabled
_optimizer_system_stats_usage

_gby_hash_aggregation_enabled
_optimizer_filter_pred_pullup
_optimizer_join_order_control
_optimizer_transitivity_retain
_query_rewrite_setopgrw_enable
_optimizer_compute_index_stats
_optimizer_enhanced_filter_push
_optimizer_push_pred_cost_based
_optimizer_cost_hjsmj_multimatch
_optimizer_rownum_pred_based_fkr
_optimizer_better_inlist_costing
_optimizer_outer_to_anti_enabled
_optimizer_join_sel_sanity_check
_optimizer_correct_sq_selectivity
_optimizer_extended_cursor_sharing
_optimizer_join_elimination_enabled
_optimizer_complex_pred_selectivity
_optimizer_cbqt_no_size_restriction
_optimizer_star_tran_in_with_clause

optimizer_cost_based_transformation

_local_communication_costing_enabled
_optimizer_new_join_card_computation
_optimizer_order_by_elimination_enabled

Jonathan Lewis
©2006

This is a a list of the parameters that changeevatuen you set the
optimizer features back to 8.1.7 frdrf.2.0.1- a total of 69.

OW 2006
Optimization p. 16




Don’t disable everything !

| Id | Operation | Name | Rows | Bytes | Cost (%CPU)|
| O] SELECT STATEMENT | | 4| 68 | 3 (0)]
| 1] TABLE ACCESS BY INDEXROWID |T1 | 4| 68 | 3 (0)]

| 2| BITMAP CONVERSION TOROWIDS | | I |
| 3] BITMAP AND | I |

| 4] BITMAP CONVERSION FROMROWIOS | | | |

[* 5] INDEX RANGE SCAN [TLB1| | | 1 ()

| 6] BITMAP CONVERSION FROMROWIOS | | | |

[* 7] INDEX RANGE SCAN [T1B2| | | 1 ()
9i: _b_tree_bitmap_plans =false

10g:  /*+ opt_param('_b_tree_bitmap_plans','false") */

Jonathan Lewis Mar_ly people upg’rade, then set dmmlzer_fea_tures_enabllea_ck to an OW 2006
©2006 earlier verionDon't. Check the plans, then adjust the matching pagmetoptimization p. 114

Six Steps of Optimization

* Query Transformation
» Cost Calculation
* Run-time features

And sometimes:
 Anomalous behaviour
» Diagnosis -- see afternoon session

e FIxes -- see afternoon session

Jonathan Lewis Always check the plans. There are three _Iayersptmmzatlon. The SQL' OW 2006
©2006 you wrote may be transformed, and run-time has sdever tricks built in| optimization p. 18




Explain Plan (a)

explain plan for ...

select * from table( dbms_xplan.display );

| Id | Operation | Name | Rows | Byte s | Cost (%CPU)| Time |
| O| SELECT STATEMENT | | 1] | 432 (2)] 00:00:06 |

| 1| SORT AGGREGATE | 1 1] | | |

| 2| VIEW | | 167] | 432 (2)| 00:00:06 |
[*3| FILTER [ | | |

| 4] TABLE ACCESS FULL |EMP |20000| 15 6K| 62 (2)| 00:00:01 |

| 5] SORTAGGREGATE | | 1] 8| |

[*6] TABLE ACCESS FULL | EMP | 3333|2666 4| 62 (2)] 00:00:01 |

Predicate Information (identified by operation id):

3 - filter("OUTER"."SAL"> (SELECT /*+ NO_UNNEST */ A VG("'INNER"."SAL "
FROM "EMP" "INNER" WHERE "INNER"."DEPT_NO"=:B1))

6 - filter("INNER"."DEPT_NO"=:B1)

From 9i, we have the option for using tiiems_xplanpackage instead of

Jonathan Lewis . . R . OW 2006
©2006 writing a complex query against tpian_table Predicates are important. | optimization p. 19
Explain Plan ()
select
/*+ gb_name(main) */
count(*)
from (
select
/*+ no_merge  gb_name(results) */
outer.*
from emp outer
where
outer.sal > (
select
/*+ no_unnest gb_name(subqg) */
avg(inner.sal)
from emp inner
where  inner.dept_no = outer.dept_no
)
)
Jonathan Lewis The'q_uery | used included the 109 hibt_na}me— giving a query block an OW 2006
©2006 explicit name. And every object has an al@s1 emp2would be better) | optimization p. 29
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Explain Plan (c)

explain plan for ...

6- SUBQ /INNER@SUBQ

select * from table( dbms_xplan.display(null, null, 'ALL") );
| Id | Operation | Name | Rows | Byte s | Cost (%CPU)| Time |
| 0| SELECT STATEMENT | | 1| | 432 (2)| 00:00:06 |
| 1| SORTAGGREGATE | | 1] | | |
| 2| VIEW | | 167] | 432 (2)| 00:00:06 |
[*3| FILTER | | |
| 4] TABLE ACCESS FULL |EMP |20000| 15 6K| 62 (2)] 00:00:01 |
| 5| SORTAGGREGATE | | 1] 8| |
[*6| TABLE ACCESS FULL | EMP | 3333 | 2666 4|  62(2)]00:00:01 |
Query Block Name / Object Alias (identified by oper ation id):

1- MAIN

2- RESULTS/ from$_subquery$_001 @MAIN

3- RESULTS

4 - RESULTS /OUTER@RESULTS

5- SUBQ

Jonathan Lewis

With the optionall’ , dbms_xplanshows you all query block names, and all

. I L L T . OW 2006
©2006 object aliases. Therojection(column selection) information is also printefhytimization p. 21
select * from table( dbms_xplan.display_cursor ); --10g
SQL_ID 8krn5pfwz3hmyx, child number O
select /*+ gb_name(main) */ count(*) from ( select [*+ no_merge
gb_name(results) */ outer.* from emp outer where out er.sal > (
select /*+ no_unnest gb_name(subq) */ avg(inner.sal) from emp inner
where inner.dept_no = outer.dept_no ))
Plan hash value: 322796046
| Id | Operation | Name | Rows | Byte s | Cost (%CPU)| Time |
| O| SELECT STATEMENT |1 1] | 432 (2)] 00:00:06 |
| 1| SORT AGGREGATE | | 1] | | |
| 2|1 VIEW | | 167 | 432 (2)] 00:00:06 |
Predicate Information (identified by operation id):
3 - filter( "OUTER"."SAL"> )
6 - filter("INNER"."DEPT_NO"=:B1)
Jonathan Lewis | I 109 You get some new optionsdhms_xplam One of them lets you querny OW 2006
©2006 memory for execution plans. The default is “the twesent you executed”. |optimization p. 22
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Explain Plan (e)

set serveroutput off

select /*+ gather_plan_statistics * .

select * from table( dbms_xplan.display_cursor((null, null,’ALLSTATS')

|ld |Operation |Name |Starts |[E-Rows | A-Rows | A-Time | Buffers |
| 1| SORTAGGREGATE | | 1| 1| 1]00:00:00.07 | 1540 |

| 2| VIEW | | 1] 167] 9998 [00:00:00.10 | 1540 |
[*3| FILTER 1 1 9998 [00:00:00.07 | 1540 |
| 4] TABLE ACCESS FULL |[EMP | 1]20000 | 20000 [00:00:00.04 | 220 ]
| 5] SORTAGGREGATE | | 6] 1] 600:00:00.03| 1320]
[*6] TABLE ACCESSFULLIEMP | 6] 3333] 20000 |00:00:00.04 | 1320 |

You need the privileges to access:
v$sql, v$sql_plan, v$sql_plan_statistics

Jonathan Lewis You can enabledbms_xplarto report the rowsource execution statistics.
©2006 This makes it easier to compamedictedcosts withactual resource usage.

Optimization p. 23

OW 2006

Optimizer Enhancements

» Cost-Based Transformation

» Better use of available information
— Quter joins
— Constraints

» Better elimination of redundant work
— Join elimination
— Group by elimination

Jonathan Lewis

©2006 Optimization p. 24

OW 2006
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CBQT (a)

select
outer.*
from
emp outer
where
outer.sal >(
select
avg(inner.sal)
from
emp inner
where
inner .dept_ no = outer .dept_no
)i
JotanLovs | L o used 1o follow eurstos (rulesi0g worke out he cost | opima 22"

CBQOT )

Execution plan (8i autotrace)

0 SELECT STATEMENT Optimizer=CHOOSE (Cost=33 Car
10 FILTER

2 1 TABLE ACCESS (FULL) OF 'EMP' (Cost=33 Card

3 1 SORT (AGGREGATE)

4 3 TABLE ACCESS (FULL) OF 'EMP' (Cost=33 Ca

Execution plan (9i autotrace)

0 SELECT STATEMENT Optimizer=CHOOSE (Cost=100 Ca
1 0 HASH JOIN (Cost=100 Card=1000 Bytes=98000)

21 VIEW (Cost=64 Card=6 Bytes=156)

32 SORT (GROUP BY) (Cost=64 Card=6 Bytes=48)
4 3 TABLE ACCESS (FULL) OF 'EMP' (Cost=35

5 1 TABLE ACCESS (FULL) OF 'EMP' (Cost=35 Card

0d=1000 Bytes=72000)
=1000 Bytes=72000)

rd=3334 Bytes=26672)

rd=1000 Bytes=98000)

Card=20000 Bytes=160000)
=20000 Bytes=1440000)

Jonathan Lewis

8i would notunnestunless hinted (in most cases). 9i wouitthestif it was
©2006 possible to do so (in most cases). Usually unngstas a better idea. Optimization p. 28

OW 2006
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CBQT (c)

10g considers both options — and others:

SELECT
"OUTER"."DEPT_NO" "DEPT_NO","OUTER"."SAL" "SAL",
"OUTER"."EMP_NO" "EMP_NO","OUTER"."PADDING" "PADDIN ~ G"
FROM
"TEST_USER"."EMP" "INNER",
"TEST_USER"."EMP" "OUTER"
WHERE

"INNER"."DEPT_NO"="OUTER"."DEPT_NO"
GROUP BY

"INNER"."DEPT_NO",

"OUTER".ROWID,

"OUTER"."PADDING",

"OUTER"."EMP_NO",

"OUTER"."SAL",

"OUTER"."DEPT_NO"
HAVING

"OUTER"."SAL">AVG("INNER"."SAL")

. 10g costs for thélter, and theunnest and even costs for complex view
Jonathan Lewis

©2006 merging of the unnested subquery — which is the S@Wwaton this slide. | optimization p. 271

OW 2006

Outer Join effects (a)

select
count(st.padding),
count(lt.padding)
from
small_table st,
large_table It
where
stid (+) =lt.nl

Historically Oracle always had to use the 'preserved'
table as the first of the two tables in the join order.

But 10g introduced the 'right outer" join, which allows
the 'preserved' table to be second in the join order

Jonathan Lewis Optimization of outer joins keeps changing. Gelhgrauter joins restrict

©2006 the possible join orders, but 10g can do an duash join'the wrong way'. | optimization p. 24

OW 2006
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Outer Join effects ()

Execution Plan (9i autotrace)
0 SELECT STATEMENT Optimizer=ALL_ROWS (Cost=48 Ca rd=1 Bytes=204)
1 0 SORT (AGGREGATE)

2 1 HASH JOIN (OUTER) (Cost=48 Card=10000 Bytes =2040000)
3 2 TABLE ACCESS (FULL) OF 'LARGE_TABLE' (Cost=28 Card=10000 Bytes=1020000)
4 2 TABLE ACCESS (FULL) OF 'SMALL_TABLE' (Cos t=2 Card=29 Bytes=2958)

Execution plan (10g autotrace)

| Id |Operation |[Name | Rows | Bytes | Cost (%CPU)| Time |

| O|SELECT STATEMENT | | 1] 204 | 52 (2)| 00:00:01 |

| 1| SORT AGGREGATE | | 1] 204 | | |

[*2] HASH JOIN RIGHT OUTER | 10000 | 1992K| 52 (2)| 00:00:0 1|
| 3| TABLE ACCESS FULL | SMALL_TABLE| 29| 2958 | 2 (0)] 00:00:01 |

| 4] TABLE ACCESS FULL |LARGE_TABLE | 10000 | 996K| 49 (0)| 00:00:01 |

Predicate Information (identified by operation id):
2 - access("ST"."ID"(+)="LT"."N1")

In the 9i plan Oracle has to create hizshtable from the (large) preserved

3@"2”0"’32""” Lewis table: in 10g Oracle can create tieshtable from the deficient table. optimizfﬁ\é\:}?oz%

Outer Join effects (c)

select tl.small_vc, t2.small_vc

from t1,t2

where tl.padding = "XxXxXX'

and t2.id(+) =tl.id

and t2.small_vc ='abc/

select tl.small_vc, t2.small_vc, t3.small_vc

from t1,t2,t3

where tl.padding = "XxXxX'

and t2.id(+) =tl.id

and t3.small_vc(+) =t2.small_vc

and t3.padding = "XXXXX';

Neither query is really an outer join

Jonathan Lewis Oracle 10g recogni;es more cases for elimi_natinglj(ju.ms. In t?oth these OW 2006
©2006 cases the last predicate means the outer joinbecatiminated (in 10.2). | optimization p. 39
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Outer Join effects (d)

Execution Plan (9i autotrace)
SELECT STATEMENT Optimizer=ALL_ROWS (Cost=13 C
0 FILTER ("T3"."SMALL_VC"="T2"."SMALL_VC")

ard=1 Bytes=242)

HASH JOIN (OUTER)

MERGE JOIN (CARTESIAN) (Cost=8 Card=1 By
TABLE ACCESS (FULL) OF 'T1' (Cost=4 Ca
BUFFER (SORT) (Cost=4 Card=1 Bytes=112

TABLE ACCESS (FULL) OF 'T3' (Cost=4

TABLE ACCESS (FULL) OF 'T2' (Cost=4 Card

0
1
2
3
4
5
6
7

N O W WwWN|-

Execution plan (10g autotrace)

tes=227)

rd=1 Bytes=115)

)

Card=1 Bytes=112)
=1000 Bytes=15000)

Cost (%CPU)| Time |

| Id |Operation [Name | Rows | Bytes |

| O] SELECT STATEMENT | | 1] 242] 19 (6)| 00:00:01 |
[*1] HASH JOIN | | 1| 242] 19 (6)| 00:00:01 |

| 2] MERGE JOIN CARTESIAN| | 1] 227| 12 (0)| 00:00:01 |
[*3|] TABLEACCESSFULL | T1| 1] 115] 6 (0)| 00:00:01 |
| 4] BUFFER SORT | | 1] 112] 6 (0)| 00:00:01 |

[*5| TABLEACCESSFULL| T3| 1] 112]
| 6] TABLE ACCESS FULL | T2]1000 | 15000 |

6 (0)] 00:00:01 |
6 (0)] 00:00:01 |

Jonathan Lewi X S
@ozré)%ean S 1 access predicatfor the hash join in the 10g plan.

The (late)filter predicatethat appears in the 9i plan was used as an exjra

OW 2006
Optimization p. 3]

Predicates & Constraints (a)

create table t1 (
id number not null,
vl varchar2(40) not null,

constraint t1_ck_v1 check (v1 = upper(vl))

);

create index t1_il1 on t1(vl);

select *
from t1
where upper(vl) = 'SMITH'

Jonathan Lewis

The optimizer can use constraints to create pregticdhis has an interesting
©2006 effect on how many extra acccess paths become bleaila Optimization p. 32

OW 2006
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Predicates & Constraints (b)

Constraint: vl = upper(vl)

Predicate: upper(vl) = 'SMITH'

Conclusion: vl = 'SMITH'
| Id | Operation | Name | Row s | Bytes | Cost |
| 0| SELECT STATEMENT | | 1] 34| 2]
| 1| TABLE ACCESS BY INDEX ROWID| T1 | 1] 34| 2]
[* 2| INDEX RANGE SCAN [T1_11 | 1] | 1]

Predicate Information (identified by operation id):

2- access( "T1"."V1"='SMITH' )
filter(UPPER("T1"."V1")="SMITH") -- seems redundant

By applying transitive closure, Oracle can prodaceew predicate that

Jonathan Lewis i . OW 2006
©2006 allows an index to be used where a tablescan wastbeoonly option. Optimization p. 33

select ... from view_a , view_b where ... and flag_col =1

create or replace view_a as

select ... from View_x , view_y, view_z ...

create or replace view_x as

select ... from view_1 , view_2, view_3 ...

create or replace view_1 as/*!l*

select ... from tablel where ... flag_col in (2,3,7)

union select ... from table2 where ... flag_col in (1,9)

union select ... from table3 where ... flag_col in (5,11)
Jonathan Lewis Vie_w; arenot. inherently bad - but too many people preate viewhaut OW 2006
©2006 defining the interface, then use them without kmayivhat they are for. Optimization p. 34
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Join Elimination (a)

create or replace view v1 as

select
gp.id id_gp, -- PK of grandparent
- p.id_gp id_gp, -- FK to grandparent
p.id p_id, -- PKiis (id_gp.id)
gp.small_num_gp,
p.small_num_p
from
grandparent ap, grandparent joins to parent
parent p in the ‘obvious’ way
where
p.id_gp =gp.id

) So let’s build a view - then forget what it's forcahow to use it, and see
Jonathan Lewis X
©2006 what Oracle does when we query it.

OW 2006

Optimization p. 39

Join Elimination (v)

select small_num_p

from
where

Execution plan (10g autotrace)

vl id_gp comes from
id_gp between 10 and 50; table grandparent

|ld |Operation |[Name |Rows | Bytes | Cost (%CPU)| Time |
| O] SELECT STATEMENT | | 43 516 | 51 (0)] 00:00:01 |

| 1| TABLE ACCESS BY INDEX ROWID|PARENT | 1| 8| 2 (0)| 00:00:01 |

| 2| NESTED LOOPS | | 43 516 | 51 (0)| 00:00:01 |
[*3| INDEX RANGE SCAN |GP_PK | 42] 168 | 2 (0)| 00:00:01 |
[*4| INDEX RANGE SCAN IP_.PK | 1] | 1 (0)] 00:00:01 |

Predicate Information (identified by operation id):

3 - access("GP"."ID">=10 AND "GP"."ID"<=50)
4 - access("P"."ID_GP"="GP"."ID")
filter("P"."ID_GP"<=50 AND "P"."ID_GP">=10) -- transitive closure

) Depending on the way you define your view, you ffiiagt that Oracle can
Jonathan Lewis L .
©2006 eliminate one of the tables from your queries.

OW 2006

Optimization p. 36
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Join Elimination (c)

Select small_num_p

From vl id_gp comes from
Where id_gp between 10 and 50; table parent
Execution plan (10g autotrace) .
|Id |Operation |Name |Rows | B ytes | Cost (%CPU)| Time |
| 0| SELECT STATEMENT | |84 672| 87 (0)| 00:00:02 |
| 1| TABLE ACCESS BY INDEX ROWID|PARENT | 84 | 672| 87 (0)] 00:00:02 |
|* 2 | INDEX RANGE SCAN IP_PK | 84| | 2(0)| 00:00:01 |

Predicate Information (identified by operation id):

2 - access("P"."ID_GP">=10 AND "P"."ID_GP"<=50)

Because we only want information from tapkrent— and because the joir]

Jonathan Lewis X . L . OW 2006
©2006 to grandparentis not going to lose data, Oracle eliminates it. Optimization p. 37
Eliminating work
select max_id, n1 select max_id, n1
from (select /*+ no_merge */ from (select /*+ no_merge */
nl, max(id) max_id nl, max(id) max_id
from t1 from t1
group by n1 where id > 8000
) group by n1
where max_id > 8000 having max(id) > 8000
; )
| Id | Operation | Name | Rows | Bytes | Cost |
| 0| SELECT STATEMENT | | 13| 338 | 50]
| 1] VIEW | | 13| 338 | 50]
[*2] FILTER [ [
| 3] HASH GROUP BY | | 13| 104]| 50|
[*4| TABLE ACCESS FULL | T1 2000 | 16000 | 28]
Predicate Information (identified by operation id):
2 - filter(MAX("1D")>8000) -- predicate push down
4 - filter("ID">8000) -- predicate push down
Jonathan Lewis The/*+ no_merge */hint helps to emulate the behaviour of a stored view OW 2006
©2006 a more complex query. Oracle has inferred a clgeeh’ from themax(). | optimization p. 38
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Eliminating Sorting

select count(*) from (
select /*+ no_merge */

. I+
key_value, padding no_merge
from A
gb_name(my_view)
t no_eliminate_oby(@my_view)
order by %
key_value, padding
)
| Id | Operation | Name | Rows | Cost |_
| O] SELECT STATEMENT | | 1| 50 |
| 1| SORT AGGREGATE | | 1] |
| 21 VIEW | |65536| 50 |
| 3] TABLE ACCESS FULL |T1 |65536| 50 |

Where has the SORT ORDER BY gone to ?

| The /*+ no_merge */ forces Oracle to instantiatettesv before counting
Jonathan Lewis

A e OW 2006
©2006 the contents. But the optimizer manages to elimsitta¢ redundargrder by

Optimization p. 39

Conclusion

Review your optimizer mode

Use Explain Plan properly

Review your parameters (especially the funny ones)
Work on your constraints

Review your view definitions

Jonathan Lewis OW 2006
©2006 Optimization p. 40




