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Oracle Secure Enterprise Search 10g 

EXECUTIVE OVERVIEW 

Oracle Secure Enterprise Search 10g, a standalone product from Oracle, enables 
a secure, high quality, easy to use search across all enterprise information assets. 
Key features include: 

• The ability to search and locate public, private and shared content across 
intranet web content, databases, files on local disk or file-servers, IMAP 
email, document management systems, applications, and portals. Highly 
secure crawling, indexing, and searching. 

• A simple, intuitive search interface leading to an excellent user-
experience. The Search server provides excellent search quality, with the 
most relevant items for a query shown first, even when the query spans 
diverse public or private data sources, with sub-second query performance. 

• Immediate impact, with low time to getting value from an installation. 

• Analytics on search results and understanding of usage patterns.  

• Ease of administration and maintenance leveraging your existing IT 
expertise. 

 

INTRODUCTION 

Internet searches have shown that significant information uplift can accrue from 
search technology.  Without search engines, the Internet would still have billions 
of web pages, but consumers would have to know URLs a priori, or navigate 
through directories, to locate pages of interest. Clearly Search keeps the Internet 
usable even as the amount of information on it keeps growing at a rapid pace. 

Proliferation of information also exists in the enterprise; it is estimated that 
enterprises are doubling their content and data every year. However, the benefits 
that consumers see on the Internet have not been realized on the enterprise 
Intranet. Enterprises have not harnessed the information uplift that good Search 
provides. Let’s look at some of the fundamental differences between the Internet 
and Intranets when it comes to Search. 

Fundamental differences between the Intranet and 

the Internet mean that the successes of consumer 

search engines have not translated to similar 

successes for enterprises trying to implement 

Search across all their repositories.    
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· Information on the Internet consists overwhelmingly of web pages.  In 
the Intranet, information – data and content – is spread across web 
pages, databases, mail servers or other collaboration software, document 
repositories, fileservers, and desktops. An Intranet search engine must 
be able to search all of an organization’s content – its applications, 
databases, documents, and email – through the same interface. 
Comprehensiveness is the key to a valuable Intranet search. 

· Unlike the Internet, where all information is publicly visible, the 
visibility of information in the Intranet is usually restricted to specific 
users. Email is considered to be private to each user; documents are 
often visible only to members of a workgroup; applications and 
database-backed information resources are password protected. An 
Intranet search engine must be able to respect access control and 
enforce security. If a user is not authorized to see a document, email 
message or record – then even the existence of the record should not be 
visible to her. The access rights can change, and access-changes made 
to the different underlying information-stores have to be propagated to 
the search-engine immediately. 

· Consumer search engines use the links that URLs provide between 
Internet web pages to deduce the importance or relevance of a 
document in a given search.  This mechanism, called Page Rank, is akin 
to a citation count, or a ‘vote’ for one page by another.  Unfortunately, 
enterprise Intranet resources do not ‘vote’ for each other in the same 
way: a document authored in PDF may not URL-link to the database 
record of a customer that it describes. In the Intranet, linkages 
specifying relatedness of information may be specified in different 
ways, or, indeed, be absent. Consequently, an algorithm that works well 
on the Internet will fare poorly in the intranet; different techniques are 
needed for high relevance when it comes to Intranet search. 

· While keyword search can provide information uplift, an organization 
will frequently need more sophisticated queries dictated by its own 
business model. Business users frequently need more sophisticated 
queries beyond the keyword model.  An Intranet search engine must 
understand the user’s query context, and also provide analytic 
capabilities for the context.   

· Different Intranet users not only have different access-control rights to 
resources, but they also have different information needs based on job 
function. Search results have to be personalized to meet those needs. 

· Intranet search must be multilingual. Global organizations with 
operations all over the world must be able to search in all local 
languages. 
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· Higher service level expectations exist for the Intranet, and the 
robustness of an Intranet search product must match that of mission-
critical enterprise software. . It must be open enough to fit into existing 
management regimes, and its operations should be amenable to 
inspection and debugging. IT organizations must be able to ensure that 
the search engine is not a backdoor for collecting employees’ personal 
data, showing them commercial messages from third parties, or a black 
box whose operations are impervious to audit. 

· Intranet search software must be simple to use and administer. It must 
be able to leverage existing IT expertise, such as web- or data-center 
administrators, to deploy and maintain enterprise search -- ensuring that 
enterprises do not need specialized Information Retrieval experts 
specifically for the search engine.  

Oracle’s Database and Application Server technologies are widely used by 
businesses to store and access both data and content. For a number of years, 
Oracle has invested in building out technologies for secure access to data and 
content, text search and indexing, as well as connectors to different data sources 
and IT systems. 

Oracle Secure Enterprise Search 10g (Oracle SES), a standalone product from 
Oracle, provides a comprehensive search over all intranet content including 
databases, files on local disk or file-servers, IMAP email, document repositories, 
applications, and portals. The search is secure and fully multilingual. Advanced 
search, including meta-data search, is supported. The product has been designed 
to be simple to use and administer. This Technical White Paper discusses the 
key features and its architecture. 

 

ORACLE SECURE ENTERPRISE SEARCH 10 G 

Oracle has developed text and information retrieval technology for over 15 
years.  The base underlying capabilities of Oracle Text (a comprehensive API) 
have been long available with the Oracle Database. Oracle Ultra Search was 
introduced with Oracle9i to enable a portal search across different repositories, 
and is available with the Oracle Database, Application Server, and Collaboration 
Suite. Building on these products, Oracle’s latest Enterprise Search technology 
adds several key capabilities. 

· Security: The ability to search password protected sources securely.  
Oracle’s search technology provides single-sign-on (SSO) based 
security where available, and it can also employ application-specific 
security where SSO is not available.  

· Comprehensiveness. The ability to search across all your sources – web 
pages, files in file servers or desktop drives, databases, applications, 
mail servers and groupware, and more. 

Oracle Secure Enterprise Search 10g is 

comprehensively secure, simple to use with 

excellent user experiences and search quality, 

provides sub-second query performance, and can be 

managed using existing IT expertise.  



Oracle Secure Enterprise Search 10 g      Page 6 

· Simplicity and Excellent User Experience: An intuitive out-of-the-box 
web user interface for both search and administration - that has both the 
clean look-and-feel and ease of use that users have come to like for 
Internet searches. 

· Excellent Search Quality: Brings for the Intranet a high level of 
relevance that users associate with Internet searches. This is enabled by 
number of patented improvements, including a new relevance model 
geared to the Intranet. 

· Sub-second Performance: New internal index design techniques provide 
high-performance, high-throughput queries over millions of documents. 
Oracle Secure Enterprise Search uses Oracle’s experience in building 
scalable systems in delivering superior sub-second query performance. 
Using a modest 2-cpu Intel-based Linux processor, a corpus of a million 
documents can be searched in a fraction of a second.   

· Leveraging existing IT-expertise: Oracle Secure Enterprise Search 
encapsulates all Search administration tasks through an intuitive 
interface, ensuring corporate and departmental IT resources can be used 
to deploy and maintain the product. You will neither need to hire 
Information Retrieval experts, nor implement your search project over 
months, in order to provide an effective Intranet Search. 

Oracle SES is fully globalized and can search in all major languages, including 
Western European, Chinese, Japanese, Korean, Arabic, Hebrew and many more. 
OSES is also robust and enterprise hardened. Typical queries return in less than 
a second. Oracle’s search infrastructure has also been repeatedly deployed for 
multi-terabyte loads1. 

 

HIGHEST LEVELS OF ENTERPRISE SECURITY 

Oracle Secure Enterprise Search 10g comprehensively addresses secure search. 
All your resources – intranet web pages, rows in database tables, Oracle 
Application Server Portal pages, emails, and documents in files or special 
repositories – can be protected.   

The search index is stored safely in an embedded Oracle database. A search 
engine for the enterprise must be hardened, and uncompromising in terms of 
security; it must be as secure as the most secure data source it renders 
searchable. By making their data available to the search engine, enterprises must 
not inadvertently introduce a weaker link in the security chain. Not all search 
engines, for example, store their indexes in a hardened store like the Oracle 
database; many leave the search index exposed in a simple file store. 

                                                 
1 See the Oracle/Iron Mountain Case Study 
(http://www.oracle.com/technology/products/text/pdf/oracle_ironmountain.pdf) 

Oracle Secure Enterprise Search stores the search 

index in a hardened Oracle database, unlike many 

search engines which store indexes in easily 

compromised files. Crawling, searching and 

administration are all fully secured. User-

management is performed using SSO/LDAP 

authentication.  
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Search results are filtered so that the results page only shows links for 
documents to which the user has access. Oracle provides three ways through 
which this secure results filtering can be accomplished: 

• Secure Enterprise Search can work from a centralized authentication 
scheme, like a Unix, Microsoft, or Oracle Internet Directory LDAP login, 
to identify which sources a given user can access. If you can’t access 
Oracle Portal per your LDAP privileges, for example, Oracle Secure 
Enterprise Search will not show you any results coming from your Oracle 
Portal system. 

• For more granular security, Secure Enterprise Search can store Access 
Control List (ACL) information associated with each document as part of 
the search engine index. Both ‘ACL Crawling’ and ‘ACL Stamping’ are 
supported. In ACL Crawling, Secure Enterprise Search obtains ACLs for 
each document directly from your repositories. This is not always possible, 
as when the source does not have a document model – e.g. an application 
generating dynamic content.  In ACL Stamping, the search administrator 
specifies authorization roles directly in the Enterprise Search 
administrative console by entering a “grant” list of LDAP users, and 
groups, which are allowed to search a particular source. For example, all 
documents retrieved during a crawl can be marked searchable by anyone 
belonging to groups G1, G2 and G3. Or, all users U1, U2 and U3 can be 
granted permission to search all documents of a source. 

• SES can filter search requests through the authorization mechanism of the 
source system. This is called Query Time Authorization. After the search 
engine index has returned a hit list, for each item in the list the search 
engine re-accesses each store, and passes to the store the user’s credentials 
to check if the user is (still) authorized to see the item. Thus, even if the 
access privileges have changed for the user since the last crawl, security is 
not compromised. 

To avoid duplication of access control information, Secure Enterprise Search is 
integrated with Oracle’s own enterprise identity management solution, Oracle 
Internet Directory (OID), and it can be synchronized with other Identity 
Management solutions like Microsoft’s Active Directory. 

The Web Service Query API allows for specifying a search user. You can thus 
ensure that only users known to your corporate LDAP server, and authenticated 
by that server, can submit searches. 

A number of optimizations have been engineered to provide good performance. 
ACLs are cached in memory and evaluated at run time during query invocation. 
Authorization is automatically turned off if there are no secure documents in an 
Enterprise Search instance. ACLs-based indexes can be used to pre-filter results 
that are submitted for Query-Time Authentication. 
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EXCELLENT USER EXPERIENCE AND SEARCH QUALITY 

In a typical Internet search, hundreds of thousands of hits are returned. Similarly, 
with a comprehensive intranet search, as the number of repositories increase, the 
‘noise’ of poor matches in the search hit list can quickly overwhelm the user. As 
we have discussed, the Intranet is also handicapped by not being able to use 
URL references to determine the popularity of pages. New approaches are 
needed to be able to find the needle in the Intranet haystack. 

Oracle Secure Enterprise Search has built a new relevance model optimized for 
the Intranet.  

• It incorporates Oracle’s 15-year investments in full-text search, with 
algorithms re-calibrated for typical Intranet loads 

• It performs URL link analysis, where this is possible and useful. 

• It includes de-aliasing and disambiguation. A significant amount of the 
‘noise’ in an Intranet search comes from nearly identical documents. If you 
created a slide-presentation, then mailed it to a colleague as an attachment, 
who copied a dozen other people who stored it in different places, should 
the search engine return dozens of identical hits simply because the 
location of each is different? Secure Enterprise Search introduces 
detection of identical content available at multiple URLs or locations. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1 shows an example of Oracle SES in action. 

 

• It extracts metadata – author, date created, mime-type, title etc. - from 
documents at crawl time, and builds separate internal indexes for data and 

Oracle Secure Enterprise Search 10g provides a 

new relevance model for the Intranet, adding link-

analysis, progressive-relaxation techniques, 

duplicate detection, metadata search and query-log 

analysis to Oracle’s well-established full-text 

relevance ranking algorithms.  
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metadata, and uses a unique blending mechanism to combine the relative 
relevance of metadata and data for the search. It also introduces 
‘progressive relaxation’ techniques to find the optimal search results. 

• Data sources can provide custom metadata, which can be included in 
searches 

• Intelligent matching, including morphological support for all common 
languages, is included. 

• Query-log analysis can be performed to determine which keywords 
provided poor hits, and the results can be fed back to the search process 
for better effectiveness. 

• Administrators can configure ‘Suggested Links’ for popular search terms, 
directing users to specific sites depending on business needs. 

 

Advanced Search 

In addition to Basic keyword search, Advanced search including metadata 
search is supported. Also supported are dynamic page summaries, caching, 
highlighting, and search result page customization. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2 shows Oracle SES Advanced Search. 
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Metadata 

Oracle Secure Enterprise Search extracts metadata fields from documents, 
database tables, email and other repositories. It provides a flexible metadata 
mapping methodology, mapping the extracted metadata information to query 
page attributes for a powerful combination of full text retrieval and fielded text 
retrieval. Many different attribute types, including date ranges and lists-of-values 
are supported 

Metadata search is automatically incorporated in Basic Search to determine 
which documents are the most relevant. It can also be explicitly invoked from 
Advanced Search.  

Each source has its own set of metadata. Metadata information is obtained 
differently depending on the source type. For example, with Web sources, 
metadata is extracted from HTML META tags. With table sources, any column 
in the source table can be chosen as a metadata attribute. With user-defined 
sources, metadata attributes and values can be returned by the crawler plug-in 
module. 

Oracle SES has several ways of defining metadata attributes: 

· System-defined search attributes, such as title, author, description, 
subject, and mime-type. 

· Search attributes created by the OSES administrator 

· Search attributes created by the crawler.  

The use of metadata to narrow down results in Advanced Search is illustrated in 
Figure 2.  

In Oracle SES, a source group represents a collection of documents. They are 
created by the OSES administrator. Usually, a source group will reflect a type of 
repository (“Email Documents”), or a functional group of documents (“Sales 
Documents”.) Advanced Search can be used to restrict searches to specific 
sources. 

Oracle SES can search documents in different languages. Specifying a language 
restricts searches to documents that are written in that language. Advanced 
Search allows you to restrict searches to a language. 

Displaying Application Searches 

When you search applications, it is often desirable to take the user to the an 
application screen when the search hit-list is clicked. This enables search results 
to be seen in context, rather than as some text in a browser. Oracle SES employs 
the concept of a ‘Display URL’ to accomplish the display of application data in 
application context. 

 

Metadata is one of the key enablers of effective 

enterprise search. Oracle Secure Enterprise Search 

10g provides a rich search ability incorporating 

metadata.  

Application search results displayed in application 

context.  
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A display URL is a URL string used for search result display. This is the URL 
used when users click the search result link. An access URL is a URL string 
used by the crawler for crawling and indexing. An access URL is optional. If it 
does not exist, then the crawler uses the display URL for crawling and indexing. 
If it does exist, then it is used by the crawler instead of the display URL for 
crawling. For regular Web crawling, there are only display URLs available. But 
in some situations, the crawler needs an access URL for crawling the internal 
site while keeping a display URL for the external use. For every internal URL, 
there is an external mirrored one. 

For example, for file sources, by defining display URLs, end-users can access 
the original document with the HTTP or HTTPS protocols. These provide the 
appropriate authentication and personalization and result in better user 
experience. For browser-based applications, you can configure appropriate 
display URLs so that these can be used to display the application data. If your 
application does not have a browser-based interface, you can  write a servlet 
using, for example, an Oracle database servlet engine to provide browser-based 
display of application data. 

Desktop Search 

Integrations with Desktop search engines, such as the Google Desktop for 
Enterprise, are also available for download. In the case of Google Desktop for 
Enterprise (GDfE), the integration is performed by a series of interactions on the 
data traffic between OSES and GDfE. OSES inserts a placeholder in the hit list 
where the OneBox results from GDfE are inserted by the local query results.  

Since the GDfE client must know what traffic to look for inbound and outbound, 
OSES automatically modifies the Windows registry values accordingly. When 
OSES returns the hit list page, GDfE replaces the placeholder with a result set 
from the desktop.  

You can see the local desktop tab from the OSES search page and also the 
OSES tab from the Google desktop. Figure 3 shows integration of Oracle SES 
server-side and desktop results. 

 

IMMEDIATE IMPACT 

With Oracle Secure Enterprise Search 10g, there is no long development cycle 
to be undergone before you can get value from your purchase. The Search is 
simple to use and deploy because it is based on the open standards of the 
Internet and a ‘no-DBA’ philosophy. Users can install the product, initiate 
crawling, and get some search results in a very short period of time. All the 
components needed internally by the search engine – text index, web server, 
metadata store, crawlers – are all bundled and need no separate installation or 

You get value from Oracle Secure Enterprise 

Search in a very short time – no long 

implementation cycles or learning curves.  
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configuration. For secure search, in addition to installing Oracle SES you have 
to point it to the appropriate LDAP installation that manages user identity. 

 

 

 

 

 

 

 

 

 

 

 

Figure 3: Integration of Oracle SES with Google Desktop for Enterprise 

 

ANALYTICS AND USAGE PATTERNS 

Oracle Secure Enterprise Search 10g makes it possible to refine the users’ search 
experience by analyzing and monitoring usage patterns. For example, the search 
administrator can check to see if the click-through rate has declined. This is an 
indication that people may not be seeing the information they need easily. In 
response, the administrator might decide to boost relevance of certain key 
documents and define source groups to make it easier for people to find what 
they need.  

The administrator could also notice that the users mis-spell the words while 
entering search strings. This process can be eased by providing alternate words 
to the users. 

Figures 4 below shows a popular report – query distribution sorted by the 
number of occurrences 

Oracle SES is not a black box like some consumer search tools. We have looked 
at the APIs and extensibility mechanisms it possesses elsewhere in this white 
paper. The numerous usage-pattern reports it can generate also contribute 
towards IT organizations maintaining control over the search process, and being 
able to continuously improve it. 

Administrators can continuously improve search 

using the Analytic capabilities and Usage Pattern 

reports provided by Oracle SES.  
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Figure 4: Oracle SES Query Distribution Report 

 

ARCHITECTURE 

Oracle Secure Enterprise Search is a standalone, self-contained software 
product. It comes with its own user-interface and administration; it does not, for 
example, need you to program using SQL or administer as a DBA. 
Architecturally, as presented in Figure 5, the product is made up of four distinct 
components. 

· Crawler. The Oracle SES Crawler is a Java process activated according 
to a set schedule. When activated, the crawler spawns a configurable 
number of processor threads that fetch documents from various data 
sources (e.g. web, Portal, email, etc). The crawler maps link 
relationships and analyzes them to avoid going in circles and taking 
wrong turns. Whenever the crawler encounters embedded, non-HTML 
documents during the crawling it uses filters to automatically detect the 
document type and to filter and index the document. As part of its 
extensibility, the crawler provides a plug-in interface for accessing 
custom data sources. 

A robust modular architecture underpins Oracle 

Secure Enterprise Search.  
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· Persistent data layer. A secure and complete model for storing indexing, 
metadata and cached version of the content.  

· Query and Administration processors:  The Oracle SES Query 
Processor executes queries and performs query optimization, performs 
progressive-relaxation of the query string to find the optimal results, and 
manages resources during query. The Administration Processor 
manages security, collects usage patterns, and monitors the system as 
determined by the administrator. 

· User Interfaces and API. Oracle SES provides an out-of-the-box user 
interface for searching content, a Web-Services API using which you 
can write your own user interface, as well as administration interfaces. 
These components execute within a Oracle Containers for J2EE (OC4J) 
runtime bundled into Oracle SES. The Web-Services API is useful for 
building custom applications, and contains interfaces for the Basic 
Search Form, the Advanced Search Form, Query Result Display, Help 
Page, Feedback Page, URL registration, and so on. 

 

Of special interest is the Oracle SES Crawler, since it is the key to a 
comprehensive and secure search. We discuss this component in more detail. 

Crawler 

 
The Oracle SES crawler is a multi-threaded Java application responsible for 
gathering documents from the data sources you specify during configuration. To 
crawl different repositories, the Oracle SES crawler allows you to define specific 
‘data sources’. A data source is a logical construct identifying a repository. You 
can take a single physical repository, such as a database, and map it to multiple 
data sources (A data source is also the granularity at which you define 
metadata). Oracle SES knows the following types of data sources: 

· Web Sites – Sources accessible via the HTTP and HTTPS protocols, 
like www.oracle.com. 

· Database Tables – Oracle SES can crawl Oracle databases and other 
relational databases that support the ODBC/JDBC standard. ODBC and 
JDBC connectivity requires appropriate Oracle Gateways to be installed 
and configured. Database tables to be crawled can reside in Oracle 
SES’s own database instance or they can be part of a remote, database 
accessed over a network. OSES allows the crawling of both full text 
columns and fielded columns. Fielded, or metadata, columns allow you 
to map a database column to an OSES attribute (e.g. author, title), 
creating a set of indexes tuned to the content of your database. 
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· Files – Files must be directly accessible by the crawling machine. 
Remote files may be crawled so long as they can be crawled through the 
file:// protocol. Files must be accessible by each crawler machine either 
locally or remote over the network.. 

 
Figure 5: Oracle SES Architecture 

 

· Emails. SES can connect to an IMAP email server and index all the 
emails for a user. To index mailing lists, you might choose to create a 
specific IMAP account, which is subscribed to the mailing lists of 
interest. 

· Oracle Portal 10g instances 

· Custom sources, implemented using the Crawler plug in API. 

 

Oracle SES uses filters to extract text and metadata from documents and 
automatically identifies document types. The filters handle popular document 
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formats like Adobe PDF and Microsoft Office. There is also support for filtering 
documents that have been compressed with ZIP utilities. 

To maintain fresh, comprehensive search results, Oracle SES uses 
synchronization schedules. Email search results, for example, can be updated 
continuously, while published content is gathered on a less frequent schedule. 
Each synchronization schedule can have one or more data sources attached to it. 

To limit the crawling to a specific section of your corporate network or to ensure 
that crawling does not take wrong turns and follow link relationships that point 
outside your Intranet, Oracle SES lets you specify so-called ‘inclusion’ and 
‘exclusion’ domains for crawls. Oracle SES supports ‘instance snapshots’ where 
you create a read-only snapshot of a master Oracle SES instance for query 
processing or backup purposes. This is useful when the master instance is 
corrupted and you want to use a snapshot as a new master instance.  

The Oracle SES crawler can be instructed to collect URLs without indexing 
them. This data harvest mode allows you to examine document URLs and their 
status, remove unwanted documents, and start indexing. 

Crawler Plug-In 

The agent crawler is responsible for collecting URLs pointing to documents. 
The agent passes back URLs to the crawler for indexing.  You can write an 
agent implementing an interface from the main crawler component. To 
implement an agent you must provide the following methods: 

· open: initialize 

· startCrawling: do any setup necessary for fetching documents 

· stopCrawling: do not send more documents 

· isDeltaCrawlingCapable: specifies whether the agent can return only 
documents created since a certain date 

· fetch: return the next document URL 

· received: acknowledgement that an URL has been fetched 

· getCredential: return any user name and password necessary to access 
this URL 

· getCookies: return the cookie stream needed to access the URL 

· getAttributeLOVs: return a List Of Values for all source attributes 

· close: shutdown and cleanup 

 

Samples for custom crawlers are provided. 
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INTUITIVE WEB-BASED ADMINISTRATION 

Oracle Secure Enterprise Search 10g provides a simple browser-based 
administration tool that centralizes its maintenance. Wizard-like pages and 
dialog boxes simplify the tasks of identifying data sources, specifying security 
rules, scheduling crawls, monitoring search effectiveness, and tuning relevance. 

Search engine administrators can quickly and easily define information sources 
to be crawled, schedule maintenance crawling, and define user accounts for 
administrative users. Users simply identify themselves as an authorized search 
administrator to the Secure Enterprise Search administration login Web page. 
Once the administrator logs in, the administration environment displays Wizard-
like pages and dialog boxes for managing the search engine.  

The administrative environment of Oracle SES is simplified to ensure that 
enterprises do not need specialized Information Retrieval experts to program and 
manage the search engine. Existing IT expertise available from web- or data-
center administrators can be used to deploy and maintain enterprise search. 
Figure 6 shows part of the Administrative interface. 

The administration interface allows the administrator, among other things, to: 

· Define and crawl data sources. 

· Define crawler parameters like URL boundary rules, crawling depth, 
language and proxy settings, etc. 

· Create and modify schedules for the crawler. 

· Define suggested links for specific search terms. 

· Define alternative words for specific search terms. 

· Setup authentication mechanisms for certain data sources. 

· Set query options - Query options allow users to limit their searches. 
Searches can be limited to document attributes (e.g. title, author) and 
data groups. Data source groups are logical entities exposed to the 
search engine user. When entering a query, the search engine user is 
asked to select one or more data groups to search from. Each data group 
consists of one or more data sources. 

· Adjust relevancy ranking of the search hit list  –  Oracle SES allows 
administrators to influence the order that documents are ranked in the 
search hit list. Use this to promote important documents to higher scores 
and make them easier to find.  

· Manage the backup and recovery of search metadata. 

 

 

 

Deploy and manage Search with existing IT 

resources.  
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Figure 6:  Oracle Secure Enterprise Search10g Administration 

 

 

DEPLOYMENT METHODOLOGY 

What steps do you need to follow for deploying Oracle SES? The Oracle SES 
engine follows four logical steps to provide a comprehensive secure search – 
Gather, Analyze, Query, and Maintain. These steps are not novel, and are indeed 
found in most organizations’ business processes. 

Gather  

Gathering refers to information that exists in structured relational databases and 
in unstructured files, Word processing documents, spreadsheets, presentations, 
e-mail, news feeds, Adobe Acrobat files, and Web pages. Oracle SES gathers 
this information by crawling your corporate Intranet and looking through all the 
information that exists in the various repositories of your company – databases, 
Web pages, IMAP mail servers and others.  During the gathering process, 
metadata and ACLs are also extracted. 

The administrator starts the Gather phase by defining data sources and providing 
seed URLs for each source. Security configuration must also be performed at 
this step to help the crawler access secure sources. Administrators can specify 

Four steps to deploy and administer Search 
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the breadth and depth of crawl, inclusion and exclusion patterns, as well as the 
metadata that should be extracted. Maintenance crawls are supported; during 
these, Oracle SES gathers only the information that has changed since the last 
major crawl.  

Administrators can monitor the progress of the crawl process. You can perform 
‘dry-run’ crawls which will not actually analyze the data and build the index, in 
order to estimate how many documents you have.  

Analyze 

In the analyze phase SES looks at the meaning and structure of gathered 
information. Link relationships are analyzed and the search indexes are built.  

During indexing, text and metadata are extracted from documents by invoking 
filters, available for over a hundred document formats like Microsoft Word, 
Adobe PDF, and Corel Wordperfect. This filtering technology automatically 
identifies document type, invokes the correct filter and produces indexable text 
and data.  

Unlike some document management systems, SES gathering and analyzing is 
non-intrusive. Instead of physically moving documents, information and 
documents are analyzed but reside in their original location under their own 
name. 

During the Analyze phase, the administrator can manage the batch size for 
analysis/index building, optimize the index if needed, and perform other 
indexing related operations. 

Query 

Oracle SES provides both an out-of-the-box query interface, as well as a web 
services API for the purpose of Query. Passing a search term into the query 
interface or API locates all relevant documents, whether they are stored on Web 
servers, databases, or in applications. Oracle SES APIs are typically used when 
you want a look-and-feel different from the out-of-the-box interface, when you 
want to post-process Oracle’s search results in custom ways, or when you want 
to modify the way the user interacts with the search engine.  

Maintain 

The Maintain step ensures that the search remains optimal over time. This may 
involve monitoring usage-patterns (for example seeing if click-through rates are 
stable, if there are frequent mis-spellings, if certain search terms are returning 
zero hits and so on), tuning crawl performance (to crawl a frequently-updated 
site more often), tuning search performance (by optimizing memory usage), 
backing up the search server, and so on. 
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CONCLUSION 

The Enterprise Intranet is different from the Internet -- the information in it 
comes from many different types of sources; searches need to access password 
protected content; determining the importance of Intranet documents requires 
different techniques than on the Internet, and effective answers must often go 
beyond result hit lists. Oracle Secure Enterprise Search is built to bring to the 
Intranet the information uplift users get on the Internet, without compromising 
security or ease of use.  It allows you to reduce the time spent finding relevant 
documents on your company's information repositories. It crawls, indexes and 
makes searchable your corporate intranet through a Web-style search. It 
eliminates the need for coding against hard-to-use low-level APIs. It organizes 
content from multiple repositories by extracting valuable metadata that can be 
used in portal applications.  

· It is secured to the highest enterprise levels, and can cover all your 
repositories. 

· It provides an excellent user experience and an excellent search quality 
with sub-second query performance. 

· It has immediate impact, with a very short deployment cycle and time to 
value. 

· Advanced search, combining fielded metadata as well as full-text search 
is provided, as is a simple web-based administrative interface. High 
performance scalable crawling ensures that very large document sets 
can be made searchable. With its flexible APIs, Oracle SES can be 
configured and extended for your specific environment. 

· It is backed by the world’s largest enterprise software company and is 
ready for global markets. 

 

FURTHER READING 

 

[1] Oracle Secure Enterprise Search 10g Data Sheet  

[2] Secure Search with Oracle Secure Enterprise Search 10g Technical 
Whitepaper 

[3]  Oracle SES Home page on Oracle Technology Network: 
http://www.oracle.com/technology/products/oses/index.html 
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