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Executive Summary 

 
 
The Identity Governance Framework (IGF) is designed to allow: (1) application 
developers to build applications that access identity-related data from a wide range of 
sources, (2) administrators and deployers to define, enforce, and audit policies 
concerning the use of identity-related data.  
IGF has four components:   
1. identity Attribute Service, a service that supports access to many different identity 
sources and enforces administrative policy,  
2. CARML: a declarative syntax using which clients may specify their attribute 
requirements,  
3. AAPML: a declarative syntax which enables providers of identity-related data to 
express policy on the usage of information, and,  
4. multi-language API (Java, .NET, Perl) for reading and writing identity-related attributes 
(otherwise known as the CARML CLIENT API). 
We propose that certain components of IGF be developed through an open source 
process and be based on standards.   
This document outlines the multi-language API to be used with attribute services 
otherwise known as the “CARML-API”. 
The multi-language API itself is non-normative and is provided to demonstrate how 
CARML might be used in connection with an identity service provider. 

 
This document is “preliminary” and is for discussion purposes only. 
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Notices 
Copyright © 2006, Oracle.  All Rights Reserved. 
This document and the information contained herein is provided on an “AS IS” basis and Oracle 
DISCLAIMS ALL WARRANTIES, EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO 
ANY WARRANTY THAT THE USE OF THE INFORMATION HEREIN WILL NOT INFRINGE 
ANY RIGHTS OR ANY IMPLIED WARRANTIES OF MERCHANTABILITY OR FITNESS FOR A 
PARTICULAR PURPOSE. 
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1 Introduction 
Applications often require access to data connected or derived from identity from various sources. 
The sources for this data, which we call “identity-related” data (I-R data), include: direct input by 
the user into the application, delivery as part of SAML assertion from an identity provider via any 
one of multiple protocols, or access from a database or a directory or another application (HR, 
CRM). 
This document suggests a possible application programming interface that could be used with 
CARML and an AAPML-enabled web service to enable application access to I-R data.  
The intent of this document is to suggest possible usage implementations of CARML and AAPML 
so that developers may better understand the benefits and intended usage. The contents of this 
document are non-normative and are merely suggestive of some possible implementations.  

1.1 IGF Service Layers 
The architecture for IGF is proposed follows a layered approach. The intent is to model identity 
access in layers similar to the OSI.  This gives tremendous flexibility for supporting the many 
different types of interaction models that are present on the Internet.  In this model, we can 
support local data, federated data, networked data, as well as gatewayed identity information. 

 

1.1.1 IGF Layer Descriptions 
Connectivity – On the client side, a simple client API allows Java, .Net, PHP and other client 
code to access and use the Identity Network Services.   
Inbound – for inbound access, the API includes things such as attribute definitions that drive 
definition of schema and desired usage from a client perspective. The generated format is a 
CARML specification document. This is passed through the layers, e.g. to Routing so that 
appropriate sources can be identified. 
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Outbound – on the outbound access mode, the layer is responsible for adapting and connecting 
to desired data stores: e.g. LDAP, SQL.  The outbound connection interface may connect to other 
web services including a SAML Attribute Service. Two special data source types are also 
envisioned: 
User-Asserted Source – if the client application has included an STS or SAML token, the user-
assertion connector will parse the structure and return attributes as if it were a real data source.  
If the assertion includes policy, it will be unbundled dynamically for interpretation by the PEP 
layer. 
Joiner Virtual Source – The joiner is a special type of connector that loops back on the stack.  
As an end-point, it re-calls back into multiple sources to enable merging of multiple attributes from 
multiple sources. 
Schema Handler – The schema handler also provides clients with the ability to browse available 
schemas published by various AAPML source providers enabling the client configuration tool to 
reconcile local CARML requirements with available sources. 
Mapping – the mapping layer provides the ability to map data to and from specific sources.  It 
can reconcile attribute naming differences as well as attribute value formatting differences. Using 
the mapping APIs, administrators could define custom mappings to be deployed either on the 
client side or on the server side. Inserted mapping modules might also handle special cases e.g. 
where some sort of custom encryption, decryption module is needed. 
Policy – the policy layer acts as a policy enforcement point.  On the client side, it is responsible 
for passing along client attribute usage requirements, while on the source side, the layer enforces 
AAPML use policy as specified by the source/connection layer. The policy layers may also 
connect to policy servers (Policy Decision Points) for common corporate based policy 
enforcement.  In this case, it is possible that the client and server side may use the same or 
different PDPs. 
Routing – this layer implements a P2P awareness layer that allows clients to connect to and 
become aware of various source providers on the network. Routing is responsible for figuring out 
which source is the most appropriate in cases where a specific source has not been directly 
identified. 
Identity Svc – this layer represents the logical connectivity layer between client and server. The 
Identity Svc implements a standard WSDL or protocol to support client-server interactions. 
 

1.2 Attribute Service 
As a layered approach there are several interaction models that are possible. There is client-
service access where the client talks to a single source provider, and there is gateway service 
access where the client communicates to attribute authorities via a gateway or identity service 
provider. 

1.2.1 Client-Server Access 
Consider the following diagram.  In this approach, the client application may traditionally use a 
complex multi-purpose API and/or protocol to access specific data repositories (e.g. LDAP or 
SQL). As general purpose APIs and protocols, the difficulty for the programmer is that each 
connection requires complex configuration and is difficult to adjust for variability in deployment 
scenarios.  



IGF-client-API-02  11/29/2006 
  Page 6 of 15 

 
In this scenario, the “Enterprise Identity Datastore” has implemented the IGF Identity Attribute 
Service and is now accessible by CARML API clients. Each source provider implements and 
enforces it’s own AAPML use policies.  
This approach works well when there is only a single attribute authority (identity provider), 
however, when multiple authorities are required the CARML client may have to deal with more 
complex configuration as it has to deal with multiple server interactions. 

1.2.2 Gateway or Broker Access 
Client app developers often are not aware of where and how identity-related data will be obtained 
and stored when developing code.  Much of this is only defined at run-time. Because of this, 
developers have to make assumptions about what will typically happen. While this worked well in 
the 80’s and 90’s with monolithic architectures, today’s distributed architectures mean that 
deployment environments vary widely creating situations developers find difficult to predict or 
account for. 
In the service approach, the complexity of having to figure out how to locate, and communicate 
with various identity providers should be built into a service layer – the Identity Attribute Service. 
The identity attribute service acts as a combination: common data model, data-broker, protocol 
converter, and policy server. 
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One of the benefits of this type of design is that the connectivity and configuration issues are 
removed from the application. Through service standardization, identity applications using the 
CARML Client API are strongly decoupled from being tied to specific data providers. 
The service provides the following features: 
Data model normalization – regardless of source (SAML, LDAP, SQL) all data will be 
normalized to a common information model compatible with the CARML CLIENT APIs. 
Protocol conversion – as with data normalization, the service will convert client service requests 
to match the appropriate identity data stores.  E.g. SOAP to LDAP. 
Routing – the attribute service is able to figure out which I-R sources are capable of supplying 
the requested information. 
Joining – the attribute service is able to merge attributes from multiple sources to form a more 
complete identity.  This is not unlike “joining” in a SQL sense where columns from multiple tables 
are brought together in a single result set. 
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Policy Enforcement – the attribute service enforces the policies of attribute authorities as 
specified in their AAPML documents. 
Audit – the attribute service maintains log files for configuration changes, policy changes, and 
transactions carried out.  
Caching – the attribute service may optionally cache information providing it is agreeable with 
attribute authorities.  Note: in practice and at DIDW, customers have reported minimal benefit to 
caching for a large penalty in auditability and control.  That is, data owners prefer to have each 
data usage come to their data source so that their own audit logs reflect usage. 

1.3 Proposed Standards 
The CARML client API implementation and the server implementations are not proposed for 
standardization.  The CARML document [IGF-CARML-01], and the SAML and SOAP based 
protocols used by CARML clients and attribute servers will be standardized or based on existing 
standards. Except for the services listed for the server above, the implementation of the server is 
not specified. The intent of standards should be to create interoperability between different 
CARML client API implementations and different servers. 

http://www.ietf.org/rfc/rfc2119.txt, IETF RFC 2119, March 1997. 
[IGF-CARML-03] CARML document specification of the IGF framework. 
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2 API Description 
2.1 The IGF Attribute Service 
The CARML client API leverages a set of “attribute services” which will be used to retrieve 
Identity Subjects that contain collections of attributes known as DigitalSubjects from an IGF 
Attribute Service. The API can be initialized by consuming a CARML file or by explicit use of 
setters or getters on a ClientAttributeRequirements object in the case of a bean representation of 
CARML. 
The Attribute Service is not designed to replace policy server “webgates” (e.g. such as Oracle 
Access Manager) or JAAS services or GUI applications login forms or SAML assertions. The 
Attribute Services “subjects” defined by these systems and allows applications to obtain more 
information about subjects. The API also allows the application to do simple modifications so that 
the application can store attribute specific information about individuals for later use. The attribute 
service abstracts the nature of specific systems and protocols so that the developer can have a 
consistent model for representing data from these systems and have a simple interface for 
obtaining and updating identity-related data.  The attribute service also provides identity-related 
policy and consent enforcement ensuring confidentiality and security of personal information.  

2.2 API Description 
The CARML Client API, while object-oriented, is object oriented in a very loose way, similar in 
mental model to the XML Document Object Model so that it can work in cross-language 
environments that may be functional in nature such as C, OO languages with exceptions – 
Java/C# or scripting languages such as Perl & Ruby.  

2.3 Components 
 

The attribute API consists of:  ClientAttributeRequirements, AttributeService, and DigitalSubject, 
AttributeDef, and AttributeValue.  
ClientAttributeRequirements  is an object that defines an application’s identity attribute 
requirements.  In Java terms, it is a bean representation of the CARML xml specification.  The 
AttributeService represents a handle to the attribute service.  Initialized with the location of the 
attribute service and the ClientAttributeRequirements  object, it enables DigitalSubjects to be 
retrieved from the service. 

2.4 Objects 
AttributeDef 

Defines an attribute and its policy, schema, and usability. This object is typically used for 
defining attributes in ClientAttributeRequirements. Each object defines a name, a 
schema, and other items, such as caching requirements, propagation permissions, that 
an application would like to request.  Note that while these are requested items it may be 
conceivable that an attribute service may not be able to provide all attributes and their 
usage requirements in all cases. In other words, an attribute service my have to limit 
results based on an individual user consent rule that may provide limits on a subject by 
subject basis. 

ClientAttributeRequirements 
Is an object which embodies a clients CARML specification.  It may be used to generate 
a CARML xml file using the toCARML() method.  It may also be used during service 
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connection establishment to define attributes to be processed when handling 
DigitalSubjects.  The ClientAttributeRequirements object can be initialized using a 
CARML xml document, or can be defined by adding defined AttributeDef objects.  This 
object embodies the preferred schema that a client application needs from an identity 
attribute service. 

 
AttributeService 

Defines an identity attribute service handle.  Typically as part of the 
constructor/initialization, both the attribute service URL is provided along with the 
ClientAttributeRequirements object. During this exchange, the attribute service will 
inform the client what the preferred AttributeService service providers are and their 
alternates.  The API will use this to configure future requests and enable fault-tolerance. 
Optionally, the attribute service URL provided by the client might not be the actual service 
URL that the client will use.  Instead, it may simply be a rendezvous or registration 
service that allows a client to initially connect and locate its true service provider. 
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The AttributeService provides the key methods that enable DigitalSubjects to be 
retrieved such as getIdentity(some key).  The intent is to have an intelligent retrieval 
mechanism that either parses the current httprequest for an authentication token (e.g. 
SAML assertion) or other header value such as getIdentity(HttpRequest req).  If an 
application policy service is present (e.g. a web gate), it may also provide a header 
variable that can be used as the unique lookup key by the attribute service.  

In the event that an application has no unique key but rather a combination of attribute 
values, an application could request a DigitalIdentity based on a set of attribute 
assertions, e.g. getIdentity(AttribueValue[]), to retrieve a DigitalSubject.  E.g. uid, or 
mail, or employeeid. A use case, might be looking up an identity based on 2 or 3 
assertions (such as mail, pass phrase answer, date of birth) to facilitate user id or 
password recovery where the user has forgotten their user identity if not already handled 
by a security or idm service. 

DigitalSubject 
This object embodies an identity.  It has a set of AttributeValue objects (internally based 
on SAML assertions) that together define the digital subject. Properties specified in 
ClientRequirements can be tested using isPropertyMatched(name) method. In 
addition to allowing applications to read attribute values, the DigitalSubject can also be 
used to enable modification.  Modification is done through a simple method 
setAttributeValue(name,value). This method is processed immediately against the 
server to ensure all requests are atomic.  [Note: we want to avoid any option that would 
cause need for a rollback or other complex recovery]. 

DigitalSubject objects can be constructed with a set of AttributeValue objects and/or a 
SAML assertion.  [Should we allow values to be set only via a constructor?] 

AttributeValue 
An attribute value holds a set of values of an attribute for a particular DigitalSubject.  It 
may contain policy restrictions which may provide further restrictions that those originally 
requested in CARML. For example, even though a client app may have requested rights 
to propagate, the supplier may have refused or may have had an issue with consent from 
a particular subject.   

The AttributeValue object may be empty – containing an error code from the attribute 
service.  E.g. request refused.  This allows the service to deliver partial results. 

 

Example java code: 

AttributeDef[] attrs = new AttributeDef[4]; 
attrs[0] = new AttributeDef(“cn”,”string”); 
attrs[0].setPropagate(true); 
attrs[1] = new AttributeDef(“givenname”,”string”); 
attrs[2] = new AttributeDef(“country”,”countrycode”); 
attrs[3] = new AttributeDef(“dateofbirth”,”date”); 
 
// Define the CARML object 
ClientAttributeRequirements carmlobj = new ClientAttributeRequirements(attrs); 
 
AttributeService ashandle = AttributeServiceFactory.create(carmlobj,serviceURL); 
 
…. 
 
/* Fetch the user by passing the current http request headers  
 * Allow api to locate authentication token/assertion for lookup 
 */ 
DigitalSubject user = ashandle.getIdentity(request); 
 
AttributeValue cn = user.getValue(“cn”); 
AttributeDef cnPolicy = cn.getAttributeDef(); 
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// Get the values if present, or an empty array. 
String[] vals = cn.getValues(); 

 

2.5 Initialization Sequence 
When the web server initializes, the servlet, jsp, etc will activate the CARML Client API and 
initiate a connection to an attribute service provider. In establishing this connection, the client api 
supplies an application credential and its CARML requirements to AttributeService “A” (shown 
below).  After determining that “Attribute Service B” is more appropriate, Attribute Service A 
issues a re-direct to service B.  The CarmlClient repeats the initialization process with Attribute 
Service B and initialization is completed if no more re-directs or errors returned. 

 
When a user-request is received by the web server, the server will authenticate the user as it 
normally would (e.g. could be via a web policy server).  In the web application code, the 
application looks up the authenticated user by issuing a getIdentity() request using the request 
headers, or other lookup key.  The CarmlClient api then issues the request to the service provider 
which responds with the DigitalSubject located (or a subject containing an error). The web 
application may then retrieve subject values by calling getValue on the DigitalSubject returned. 

2.6 Retrieving Identities 
In general, the API follows the SAML method of identity look-up. The assumption is that users 
have already been authenticated and thus a SAML form of subject has already been defined. 
In the absence of a SAML subject, an identity may be retrieved by a set of attribute conditions 
that resemble an attribute query.  For example the following conditions might be specified: 
 Last4SinDigits=1234 
 Surname=smith 
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Note that “last4SinDigits” is probably a derived attribute and may end-up being handled by the 
attribute service by treating it as a sub-string search with the appropriate attribute authority.  
Because of this, client search requirements are to be kept simple.  

2.7 Record Modification 
It is proposed that the DigitalSubject object have a setAttributeValues() method that allows one or 
more attributes to be updated [TBD]. For simplicity, when changing the value, all existing values 
are replaced by the new set of values supplied by the client. Therefore, if the client wants to 
change only a specific value, it must first retrieve all values, update the array of values and then 
replace the entire set of values.  

2.8 Error Handling 
There are several types of error conditions that might arise while processing client requests that 
might involve, privilege errors, consent errors, invalid subjects, or missing or undefined data. The 
following outlines how these conditions may be handled in a CARML API using exception 
conditions. 
Example with Exception Handling 

AttributeDef[] attrs = new AttributeDef[4]; 
attrs[0] = new AttributeDef("cn","string"); 
attrs[0].setPropagate(true); 
attrs[1] = new AttributeDef("givenname","string"); 
attrs[2] = new AttributeDef("country","countrycode"); 
attrs[3] = new AttributeDef("dateofbirth","date"); 
 
// Define the CARML object 
ClientAttributeRequirements carmlobj = new ClientAttributeRequirements(attrs); 
 
AttributeService ashandle = AttributeServiceFactory.create(carmlobj,serviceURL); 
 
/* Fetch the user by passing the current http request headers  
 * Allow api to locate authentication token/assertion for lookup 
 */ 
DigitalSubject user = null; 
 
try { 
    user = ashandle.getIdentity(request); 
} catch (ConsentException ce) { 
    System.err.println("Entry could not be returned. Consent not given"); 
    return; 
} catch (SubjectNotFoundException snf) { 
    System.err.println("Entry could not be located, mapped, or is otherwise 
invalid"); 
    return;  
} catch (InvalidCredentialsException ice) { 
    System.err.println("Credentials not valid for the requested operation."); 
    return; 
} catch (RightsException re) { 
    System.err.println("The operation requested is not authorized for the 
current credentials"); 
    return; 
} 
 
AttributeValue cn = null; 
try { 
    cn = user.getValue("cn"); 
} catch (ValueUndefinedException vundef) { 
    // Non-fatal exception 
    System.err.println("Value was either missing or not supported by service 
provider"); 
    return; 
} catch (ConsentException ce) { 
    // Non-fatal exception 
    System.err.println("Value could not be returned due to invalid consent"); 
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} catch (RightsException re) { 
    System.err.println("The operation requested is not authorized for the 
current credentials"); 
    return; 
} 
 
AttributeDef cnPolicy = cn.getAttributeDef(); 
 
// Get the values if present, or an empty array. 
String[] vals = cn.getValues(); 
 
vals[0] = "a new value"; 
 
try { 
    user.setAttributeValues(cn.getName(),vals); 
} catch (InvalidEncodingException iee) { 
    System.err.println("The values supplied are not encoded according to the 
CARML specification."); 
    return; 
} catch (RightsException re) { 
    System.err.println("The operation requested is not authorized for the 
current credentials"); 
    return; 
} 

 
A partial list of exceptions: 
ConsentException 

Exception thrown when a consent error prevents return of either a DigitalSubject or 
AttributeValue. 

InvalidSubjectException 
The subject index values supplied could not be mapped to a valid entry in the identity 
service. This means the identity service has no way to resolve this subject whether it is 
existing or new. 

InvalidCredentialsException 
Either the web application client credentials and/or the web user credential is not valid for 
the specified operation. This is usually caused by AAPML policy denying the operation. 

RightsException 
The operation requested is not permitted. This is usually caused by an AAPML policy 
decision. E.g. user attempting to modify a record they are not authorized to update. 

ValueUndefinedException 
No value or default value was located for the attribute requested.  

InvalidEncodingException 
The value(s) supplied do not conform to the format specified in the CARML specification. 
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Appendix A. Revision History 
 

Revision Date Editor Changes Made 

00 19 Sep 
2006 

Phil Hunt Initial contribution 

01 15 Nov 
2006 

Phil Hunt Replace “key” with “index” in UML 

02 24 Nov 
2006 

Phil Hunt,  
Prateek Mishra 

Minor edits. Addition of Exception 
handling. 

 
 


