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Why focus on Maximum Availability?




Key

$350K

Average Cost of downtime per hour

Source: Gartner, Data Center Knowledge, IT Process Institute, Forrester Research
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Key

$10M

Average Cost of unplanned data center outage or
disaster

Source: Gartner, Data Center Knowledge, IT Process Institute, Forrester Research
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87 hours

Average Downtime per year

Source: Gartner, Data Center Knowledge, IT Process Institute, Forrester Research
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1%

Percentage of companies that have experienced

an unplanned data center outage in the last 24
months

Source: Gartner, Data Center Knowledge, IT Process Institute, Forrester Research
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What is Maximum Availability Architecture?




Oracle Maximum Availability Architecture (MAA)
Ultra-resilient availability tiers for all applications
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Next -Gen MAA Reference Architectures
High availability tiers for the Oracle Al Database, uniquely engineered for resilience

Bronze:

A Local HA RTO - Mins to 1 Hour
A Regional DR RTO - Hrs to Days
A RPO < 15 min

10

Silver:

A Local HA RTO - Secs to Mins
A Regional DR RTO- Hrs to Days
A RPO < 15 min

Bronze +
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Gold:

A Local HA RTO < 60 secs
A Regional DR RTO <5 min
A RPOMZero or near -zero

Diamond (NEW) :

A HA/DR RTO <3secs
A RPOMZero or near -zero

Platinum :

A Local HA RTO < 10 secs
A Regional DR RTO < 30 secs
A RPOMZero or near -zero




MAA Exadata Features




V Performance
V Manageability
V Availability
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Oracle Exadata Database Machine : Built -in High Availability
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Redundant Database Servers
Active-Active highly available clustered servers
Hot-swappable power supplies, fans and flash cards
Redundant power distribution units
Integrated HA software/firmware stack

Redundant Network
Redundant 100Gb/s RoCEand switches
Client access using HA bonded networks
Integrated HA software/firmware stack

Redundant Storage Grid
Data mirrored across storage servers

Hot-swappable power supplies, fans, M.2 drives and flash cards

Redundant, non-blocking I/O paths
Integrated HA software/firmware stack
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Exadata : X11M

L% A 100 Gb active-active RDMA over Converged Ethernet Exadata RDMA Memory
/ e (RoCE) private network m
W "'“ A 1.25TB low latency Exadata RDMA Memory (XRMEM) heeSslradl

per Storage Server
A Data Acceleration reduces read latency to <14 'Es
‘ “ A 3 storage tiers:
‘ A Exadata RDMA Memory
A Performance -optimized Flash
A Capacity-optimized Flash or Hard Disk
A Baremetal or KVM Based Virtualization

Performance -Optimized Flash

[l Satezedec]

Faster

Capacity -Optimized
Flash Disk

I -

Higher Cost per GB

3SVEYLYA SNOWON

14 Copyright © 2026, Oracle and/or its affiliates




Exadata: The MAA Platform of Choice
Evolution: We Continue to Protect your Service Level from the Most Difficult HA Problems

X11M Database Server venion X11M Storage Server
Qg‘ o s |
L L
Zero impact major Linux upgrades, e.g. OL8 in Low /O latency preservation during unplanned and
Exadata release 23.1 planned outages
Zero impact security software upgrades including Tightly integrated hardware & software with auto repair
STIG compliance of sick storage
MS (Management Server) alerting of key Database Exadata X10M and X11M Extreme Flash storage server
and Grid Infrastructure software incidents with both performance and capacity -optimized flash

14 microseconds to retrieve a database I/O from storage serverXRMEM Cache

[ MAA Best Practice Full Stack Compliance Checks with Exachk ]
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Exadata: The MAA Platform of Choice
Evolution: Metrics and More Made Easy

How do | really know what is going inside of Exadata?

A Performance data including Exadata metrics have been around since Exadata inception but they were
sometimes difficult to consume and understand

A Enter Real Time Insightin Exadata release 22.1. Simply zoom into one of the dashboards to observe
performance trends or shine a bright light on performance anomalies

Small Read Latency : Small Write Latency

06:21:00

16 Copyright © 2026, Oracle and/or its affiliates




Exadata : Built -in High Availability

Automatic LED support for disk removal
Redundancy Check during power down

I/O error prevention with
Exadata disk scrubbing / ASM corruption repair

Failure Monitoring on database servers Reduced brownout for instance recovery
/O latency capping for reads and writes | oM hang detection and repair  Custom Diagnostic Package for Cell Alerts
Updating database nodes with patchmgr Optimized and Faster Exadata Patching Blue OK-to-remove LED light notification
Exadata HARD '
Automated repair from controller cache failure Au.to pnllne
Cell-to-Cell Rebalance Preserves Flash Cache Priority rebalance support
Drop hard disk for replacement Exadata Elastic Configuration

Cell to Cell offload for Disk Repair

Redundancy protection on cell shutdown Fast network failure detection

Fastest Redo Apply and Instance Recovery I [ / /
Exadata Smart Write Back Efficient resilver rebalance after flash failure

Flash and Disk Life Cycle Management Alerts

I/O hang detection and repair Health factor on predicatively failed disks

I/O and Network Resource Management

Exachk full stack healthcheck with critical issues alerts AN = . .
Elimination of false positive drive failures

EM failure reporting

Active Active ROCE Network VEAN sunudekend aliomatidy

Drop BBU for Replacement Exadata Smart Flash Logging

Disk confinement

Cell-to-Cell Rebalance Data Accelerator Cachepreservation M= Redundancy protection on cellsrv shutdown
Corruption prevention with HARD support  gmart Write Back Flash Cache persistence
Auto disk management Cell I/O timeout threshold
Automatic ASM mirror read on I/O error corruption Appliance mode support Cell Alert Summary
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Lifecycle Management Data Protection

Quality Of Service and
Performance

Brownout
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Lifecycle Management Data Protection

Quality Of Service and
Performance

Brownout
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What are Data Corruptions

A Physical corruptions aka Media Corruption
AW2gzs dzljl +g5g LI 3JZYLYZydzE Z
correspond with its contents

Data corruption refers to errors in computer
A Header corrupt

data that occur during writing, reading, storage, A Block Contains Zeros

transmission, or processing, which introduce AT

unintended changes to the original data. ALogical corruptions

Computer, transmission, and storage systems A Database block with correct checksum but logically

inconsistent
A Structure below the header is corrupt

end data integrity, or lack of errors. A Lost Write
A Row locked by inexistent transaction

A7

use a number of measures to provide end-to-

A Often occurs silently

Source: Wikipedia
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https://en.wikipedia.org/wiki/Data_corruption
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Exadata : Data Protection
Corruption Detection & Prevention

i

When a network packet in the 1/0O path between
DB server and storage node is corrupted

A Storage cell prevents the write
A ASM retries by re-sending the packet

\/ Application never encounters corruptions

L
&
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o
B
[
o

fiEn
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Exadata : Data Protection

Corruption Repair

22

SV8v.ivd SNOWO
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If an application update in the database
encounters corruption

A Database reads from the ASM mirror
A Repairs the corruption using the good copy

\/This repair happens without impacting other
database processes and application
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Exadata : Data Protection
Storage Failures

On the storage cells, what happens if a drive is A When a storage failure occurs, redundancy is
reported as but has not really failed? impacted
A Automatic power cycle the drive / flash to A Restoration of redundancy is prioritized in
avoid false positive drive failure database-aware order to preserve data

A Order of Priority

1. Control Files
Online logs
Archivelogs
ASM SPfile
Database SPfile
TDE key store
OCR
Standby Redo Logs
. Wallet
10. Datafiles

© O NOOAWN
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Exadata : Data Protection
Efficient Rebalance with Service Level Protection

ASM Power Limit: Intelligent and flexible rebalance power setting

A Testing in MAA labs to find the best balance between redundancy
restoration and service level protection

AMAA best practice asm_power _limit
A Default 4 (total across clusters) at deployment time
A Never setasm_power_limit=0

A Dynamically modifiable using Msee table for recommended max
alter diskgroup <diskgroup name> rebalance modify power <value>

Recommended MAX asm_power_limit

Oracle Database 26ai Oracle Database 21c and eatrlier

96 64

Credit : LilGoldWmn https://www.freeimages.com/photo/balance  -1218685
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https://www.freeimages.com/photo/balance-1218685
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Exadata : Data Protection
Exadata ASM configuration best practices

Disks are constantly getting larger

ASM High Redundancy provides the best data protection

> User data is stored in the primary extent and two mirrored copies

During rolling storage server software updates, two copies remain

A Double partner disk failures are rare but possible

Particularly important for older systems with aging disks
Five failure groups are required for voting files and ASM metadata

A OCR is stored in primary and two mirrored copies

High Redundancy is HIGHLY recommended

25 Copyright © 2026, Oracle and/or its affiliates
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Exadata : Data Protection
Exadata ASM configuration best practices

vivavx3a

High Redundancy requires at least 1 disk group with 5 failure groups
A An Eighth and Quarter Rack has 3 Storage Servers
A Only Storage Server 3 failure groups

Solution : ASM quorum disk on Database Servers

A Implemented automatically when deployed through OEDA

ATdzE dz 5TWTQAQ ZydzxE 3 DD4jf DAjl sy 5plLiDE 3 D
A Managed with quorumdiskmgr (if needed)

High Redundancy HIGHLY recommended
26 Copyright © 2026, Oracle and/or its affiliates E
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Exadata : Data Protection
Exadata ASM configuration best practices Eighth & Quarter Rack High Redundancy

-

Exadata Hostl
( N )
exaldomUl exaldomuU2
/dev/exadata_quorom/QD_DATAC1 _EXA1DOMU1 /dev/exadata_quorom/QD_DATAC2_EXA1DOMU2
/dev/exadata_quorom/QD_DATAC1_EXA2DOMU1 /dev/exadata_quorom/QD_DATAC2_EXA2DOMU2
) 2\ © N\ ’

/ \ / Exadata Host 2 \ / \
4 N [ N
exa2domuUl exa2domu?2

/dev/exadata_quorom/QD_DATAC1 EXA1DOMU1 /dev/exadata_quorom/QD_DATAC2_EXA1DOMU2
/dev/exadata_quorom/QD_DATAC1 EXA2DOMU1 /dev/exadata_quorom/QD_DATAC2_EXA2DOMU2
g A J

\_
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Exadata : Data Protection
Storage Failures

A Exadata includes automated operations for disk
maintenance when disks fail or have been proactively
marked as problematic

A ASM automatically restores redundancy before balancing
data on disk

A Reduces window when some data may have reduced
redundancy

A If a disk needs to be dropped manually, administrator can
specify MAINTAIN REDUNDANG@Yrebalance data before

dropping the corresponding ASM disks

A Preserves redundancy in addition to regular checks performed
by DROP FOR REPLACEMENT

28 Copyright © 2026, Oracle and/or its affiliates
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Exadata : Data Protection
M.2 Fast Failure Protection and Online Replacement ( X7 and newer)

Two M.2 drives for OS and cell software

M.2 drives protected with Intel RSTeRaid

Can be replaced online so user data does not
have to be taken offline
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Exadata : Data Protection
Online Flash Replacement (X7 and newer)

A Open chassis and replace online; no outage
needed from storage server

A For failed drive replace when ready

A For online drive :

A CellCLI > alter physicaldisk  FLASH_2 2 drop for
replacement;

A After replacement no customer interaction
needed
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Exadata : Data Protection
Hardware Assisted Resilient Data

A Exadata includes Hardware Assisted Resilient Data (HARD) checks to prevent corruption for specific
file types:

A Spfile

A Controlfiles

A Log files

A Datafiles

A Data Guard Broker Files

A When HARD check fails corrupted data not written

A Works transparently after enabling DB_BLOCK_CHECKSUM
A Active during ASM Rebalance or ASM Resync
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Exadata : Data Protection
Disk Scrubbing

A Inspects and repairs hard disks during idle time
A Checks for bad sectors on the disks
A Executed by Exadata Storage Software
A If bad sectors are found storage requests mirror copy from ASM to perform repair

A Automatic and dynamic execution
A Scheduled by default bi-weekly
A When disks are idle ( < 25% busy )
A Automatically backs off when application needs I/O resources

https:/blogs.oracle.com/exadata/post/exadata  -disk-scrubbing E
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https://blogs.oracle.com/exadata/post/exadata-disk-scrubbing
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Conclusion Data Protection

Rest assured Exadata has you covered

Corruption Detection, Prevention & Repair

H.A.R.D.

Scrubbing

Online flash replacement

M.2 Fast Failure Protection and Online Replacement
High Redundancy

Do not service LED

Efficent Rebalance

Automatic Power cycle of (potentially sick) flash/ drives

Too Joo Joo T I T T T Io
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Credit : David Clode
https://unsplash.com/photos/Yg_sNKOiXvY




Lifecycle Management Data Protection

Brown out : :
Quality Of Service and

Performance
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Exadata : Quality of Service & Performance

I/O Latency Capping

vivavx3i

S

3SvVEV1va SNOWONOLNY
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i
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B
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A High I/0 latency can have detrimental performance impact

A Exadata detects high 1/0 latency and redirects reads and writes to

other devices
A High latency read /O redirected to partner cell

A High latency write 1/0 cancelled and temporarily written to
flash on same cell

LGWR Delay after Hung IO

4
0 30
g 30
9 20 R
&H 10 - -
0
Exadata Traditional
Storage
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Exadata : Quality of Service & Performance
Storage Server Disk Confinement
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A Exadata constantly monitors disk performance and health
A Poor performance is often a precursor to disk failure

A Disks identified with poor performance are confined and 1/O
directed to alternative mirror

A Storage Server automatically runs disk health check
A If the disk is deemed healthy

A Disk is returned to service and RESYNCronized
A If the disk is deemed unhealthy

A Disk is dropped, data rebalanced to maintain redundancy
and blue service LED is lit

A Disk can then be replaced
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Exadata : Quality of Service & Performance
Smart Storage with I/O Resource Manager (IORM)

A
A

A
A

37

IORM configures and manages Storage Server /O related resources

when contention occurs

I/O tagged and prioritized based on IORM Plan for Database
(CDB/PDB/Non -CDB) or Cluster

Tag includes
A Database/PDB/Cluster name
A Purpose
A Priority

Useful in mixed and consolidated workload environments
Can be combined with Database Resource Manager

CellCLI > ALTER IORMPLAN dbplan =((name=prod, share=16),
(name=dw, share=4), - (name=prod_test , share=2),
(name=DEFAULT, share=1))

Copyright © 2026, Oracle and/or its affiliates
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Exadata : Quality of Service & Performance
Flash Cache : Write Back or Write Through

Write-Through Write-Back

Application I/O
rarely hits the hard

disks or Capacity-
Optimized Flash

Lons Seleledel Lrrn Sededeses

|
- -

MAA Best Practice E
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Exadata : Quality of Service & Performance
Smart Flash Log

A Eliminates write latency outliers Database Server
A Redo log write latency is critical for OLTP database performance |
A Writes to Flash Cache and Flash Log on different flash devices simultaneously
A Fastest device acknowledges write I

Storage Server

A Eliminates storage as log write bottleneck

A Online and standby redo logs automatically and transparently cached in write -
back Smart Flash Cache

A Increases log write throughput by writing to flash instead of disk

Flash Cache Flash Log

C 1
FBAS M

T>o

Benefits workloads that read the online redo logs such as GoldenGate

A Beneficial when multiple concurrent workloads require hard disk /0 bandwidth |
(eg backups) ’

Flush later

L 0
A Asynchronous flush to capacity -optimized flash or HDD 5| Epaioe
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Exadata : Quality of Service & Performance
Smart Flash and Hard Disk Replacement

A VY gL Dz gpydzz $Dz 2y D7 35dz
SYzLM¥HEDH 5dz dzgLld #I1 LRE VYeg

S
| (][

A While the health factor is on, reads are satisfied
from a healthy partner cell and Exadata
software continues warming up the flash
cache on the cell that had its storage replaced.

.2

A When the flash cache is sufficiently warmed up,
the health factor status is removed.

(B S ¥
= 55 5 B W
I N

- ‘21'-‘\"-"5'_]‘_' »

A This feature enables consistent, low 1/O
latency after storage replacement that in turn
maintains application service levels
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Exadata : Quality of Service & Performance
Tpt Edz | yS5MNLIWS5IE3 3LDAN3 !'pyl Il g3 1 yS5ILEINYIlzg *

A Exadata flash cache state preserved during Performance is Time
ASM rebalance operations. One practical _ _
example is the resync that occurs during cell Time I1s Money

software rolling updates.

A Intelligent routing of I/O requests to cell
providing the best service after flash and disk
failure and repair

A Applicable to both unplanned outages and
planned maintenance

~
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Exadata : Quality of Service & Performance
Database Tier I/O Cancel

42
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Slow I/O ?  Cell I/O Latency Capping V
Hung I/O ? 1/O Hang detection / repair V
Sick disk ?  Disk confinement V

Undiscovered hardware /
software issue?
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Exadata ASM Reserved Space for Rebalance

A ASM requires space to allow for rebalancing of data in the event of a failure

A Ensures rebalance is successful
A Restores redundancy

A Space to ensure rebalance is successful is not reserved
A Reports ORA-15041 if there is not enough space to complete rebalance

REQUIRED_MIRROR_FREE_MB

A Depends on the number of failure groups and ASM version
Applies to any disk group and any redundancy (HIGH or NORMAL)

A Same for all media types and hardware generations *

* Exadata X10M and newer Extreme Flash has hardware-specific requirements

Grid Infrastructure Number of Failure Required % Free of Disk

Required % Free of Disk

Number of Failure Groups Il CEREE) (9

Version Groups Group Capacity
12.1.0 Any 15
12.2,18.1+ less than 5 15
12.2,18.1+ 5 or more 9

>
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(8 ASM disks / FG) Redundancy Successfully Rebalance
after a single physical
disk failure
less than 5 NORMAL 15%
less than 5 HIGH 29%
5 or more NORMAL 9%
5 or more HIGH 11%

A X10M and newer EF cells have four physical flash disks with two ASM disks per
physical flash disk. Therefore, a flash card failure will result in two ASM disks being dropped.

A GI/ASM 19c and newer with patch 34281503
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Exadata Smart Rebalance

A Smart Rebalance affects High Redundancy disk groups when a failure occurs
A If disk group has required free space
A Data is rebalanced and redundancy restored

A If disk group DOES NOT have required free space
A Disk isofflined and rebalance deferred
A Disk is remirrored efficiently from partner disks once replaced

A Reduces data movement and extra 1/O at failure time if more capacity is required for
database storage

Smart Rebalance is a safety-net. MAA

strongly recommends maintaining
sufficient free space
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ASM Disk Partnering

Concept
P I ) m—————————
A ASM utilizes disk partnerships to choose disks for
placing extents and their mirror copies T = o |
|
Leal e | =m |

A Each disk partners with 8 other disks
A For less than 5 cells, all partners are from 2 cells
A For 5 or more cells, all partners are from 4 cells

A The Primary Extent is then mirrored
A to two of these partners for High Redundancy
A to one of these partners for Normal Redundancy

A Read 10 provided by 8 disks

A Used by rebalance, rebuild, resync, resilver, disk/flash
warmup operations

v
I
L
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ASM 26ai Increases Number of Disk Partners

A Each disk partners with 24 other disks on four cells

A Read 10 provided by 24 disks

A Benefits rebalance, rebuild, resync, resilver, disk/flash
warmup operations

A Automatically managed by ASM
A New partnering scheme not applied during upgrade

A Partners updated by following operations
A ADD DISK
A ADD FAILGROUP (add cell)
A REBALANCE

Results in up to 3x

faster redundancy restoration

46 Copyright © 2026, Oracle and/or its affiliates
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What about other storage configurations?

A Different Storage Server configurations utilize different partnership values

Number of cells Storage Server Type Number of disks per Number of partners Number of partners
cell (pre -26ai) (26ai)
th i
3 1/8 Racl_< High 6 3 12
Capacity
3or4 High Capacity 12 8 12
5 or more High Capacity 12 8 24
3or4 Extreme Flash 8 8 8
5 or more Extreme Flash 8 8 16
A Benefits following operations
A REBUILDMdisk failure
A RESYNCMcell patching _ — _
] Note Mwhen adding a 5t cell to a configuration, rebalance will run
A RESILVERWflash card failure longer as the increased number of partners is applied ]

A Disk/Flash WARMUP
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Exadata : Quality of Service & Performance
Capacity Planning : Memory Configuration

Memory swapping can cause performance and
stability issues

Correct memory configuration avoids :

A Swapping
A Instability

48 Copyright © 2026, Oracle and/or its affiliates

Credit : Kathy
https://unsplash.com/photos/R7nSPG8edVI
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Exadata : Quality of Service & Performance
Exadata built for speed

A Smart Scan
A Smart Flash Cache

A Storage Index

A Gf2g gydidJdid Qe %! gDiL
I+NIELI I EE3 LA 3+ H

A Hybrid Columnar Compression
A In-Memory Columnar Format
A RDMA

A RealTime Insight
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Exadata : Quality of Service & Performance
RDMA Network Fabric

2 Active MActive ports in every RDMA Network Fabric Adapter
2 RDMA Network Fabric Switches in every Exadata single rack

2 2 Ports per switch used for internal cluster network, cabled
ensuring no single point of failure exists

A Only to be used for Exadata purposes
A Settings on switch level not to be changed

A ZFS systems recommended to be connected through Top Of Rack
(ToR) switches, for scalability and flexibility reasons
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Exadata : Quality of Service & Performance
Automatic Workload Prioritization

RDMA Fabric implements automatic Quality of Service (QoS)

Separate QoS lanes for specific traffic
A Critical I/O MLGWR

A Disk reads

A Disk writes
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RoCE Network Resilience

Exadata RoCE IPs need to be highly available — Operator
A Each server has a dualport RoCE NIC with each port B |:= X :::::" N configuration
connected to a different Leaf Switch — error

AV LLXHEIYyLISzyppn gyY5pE3 #ljgbz 5g Y dﬁmll:z

T2y plLI2n dzNBLIZ2¢&dz +Dz I § LINJ¥ DA | | I + DAJdz GLj! H
but network traffic stalled and unable to flow - ' .
A Switch misconfiguration

A Excessive pause frames - IEE || -

Network traffic stalls may result in database instability S —
or outages I
The ExaPortMon process runs on the host and

monitors the live traffic of both RoCE ports (=2 Spine Svitch Ja 3| |—

A Migrates IP to operational port if stall detected

| 192.168.1.1 >
192.168.1.2

A Returns IP to original port when upstream issue is resolved

52 Copyright © 2026, Oracle and/or its affiliates




> il

Exadata : Quality of Service & Performance
Instant Failure Detection (IFD)

AftDA35LI+01yp dznjdzLIE | dz Ljdzg dzE g LINY DZE LA z25z b
VIiyS5py Z35p 5L
A RYn zylLjdzz ! gD +Da yIl z§& 5 dzdzLjg dz L|IIKFDZ 2532 p*V3
AtSpn #II fWZ LIBI g+ LjLiz =i
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AnNNy3yLY Ljdz@Ezdz t NRt LM z2gzt dzg
VIiYySpyZ5p 5L
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Exadata Secure RDMA Fabric Isolation for

Exadata Secure Fabric for RoCEsystems
implements network isolation for Virtual
Machines while allowing access to common
Exadata Storage Servers

54

A Each VM cluster is assigned a private network

AVM clusters cannot communicate with each
other

A All VMs can communicate to the shared
storage infrastructure

A Security cannot be bypassed

A Enforcement done by the network card on every
packet

A Rules programmed by hypervisor automatically
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Conclusion Quality of Service

Credit : Towfiqu barbhuiya
https://unsplash.com/photos/0ZUoBtLw3y4
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A Cell side I/O Latency Capping
A Cell disk confinement

A Smart Storage with I/O Resource Manager
IORM

A Smart Flash Logging

A Smart Flash Log Write-Back

A Smart Flash replacement

A Exadata RDMA Memory Data Accelerator
A RDMA Network Fabric

A RDMA QoS

A Instant Failure Detection

A Exadata Secure RDMA Fabric Isolation




Lifecycle Management Data Protection

Brownout : :
Quality Of Service and

Performance
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Exadata : Brownout
Blackout vs Brownout

Blackout Brownout

A Complete service level interuption A Significant service level degradation

Lost productivity & Lost revenue

Systems are complex and an issue one layer can cascade to other layers

2LjDz NIl 351 EEDE3 Tnjdz2lJE ! d2 yI3 Rit ZSdsl) ! D¥z LJ5 z & d?
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Exadata : Brownout
Traditional System

T LI D3 3
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Proprietary
Protocol
Timeouts

Clusterware

- Storage

Controller
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SCSI

Timeout

A Each layer has its own failure detection
and timeouts

A Usually fault detection times aditive
eg upon storage controller crash it takes 2 SCSI
time -outs for db server to detect this failure
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Cell Controller Cache Failure Handling

Automated Data Loss Prevention

Failed cache controllers can be complicated on custom built systems
and earlier Exadata systems

Before Exadata 21.2, a user had to recover from a failed controller
cache with manual steps:

A Answering cryptic question on the console about how to proceed

A Ensuring grid disks were force dropped before the controller was
replaced

. . - Credit Liam Riby
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Cell Controller Cache Failure Handling
PLiLAED YLIE3 NY LY p*dzdz ZDZIj gl

Using Exadata 21.2 and higher, repair from controller cache
failure is handled automatically by doing the following

A Detecting the problem before cell services start post crash
A Disable access to the grid disks
ARecover the failed disks
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Credit :Connor McSheffrey
https:// unsplash.com/photos/MIspM6HIit8



https://docs.oracle.com/en/engineered-systems/exadata-database-machine/dbmso/new-features-exadata-system-software-release-21.html#GUID-C124B317-CF5F-4A03-BBE2-16A88FA0209A
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Exadata : Brownout
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ASM Storage
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Exadata : Brownout
Brownouts Reduction for Client Network Port Failure

Brownout associated with active/passive client
access network port failure is extremely low.

bt W Gt zLIWBL¢g Q t zLIBILEH zyI
but needs changes on network infrastructure
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Exadata : Brownout
Smart Handshake for Storage Server Shutdown

A When storage server is shutdown the diskmon process in the Grid Infrastructure on the database
server is notified

A No blackout when storage tier is shutdown for maintenance

Database Tier

diskmon \
= Storage Tier

B2l 3 i
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Exadata : Brownout
Smart OLTP Caching LLiSzs DZINYSYNEI y=zzcedwdz LIS ¢ Dadz o Dazl)

Database Buffer Cache

l T5AApSI 3
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Exadata : Brownout
TI yDAJ e pf I W yQwick ®vlew of Exadata3 y LYy Yz 2z & dzdz LI5 & Daz g 5 DalzLJ7

NYy LY ZYydsE ALIOEDz Wyz2¢g

1. Data read into buffer cache l Sizzling

2. Cell with primary remains populated in
super low latency Data Accelerator
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Exadata : Brownout
Smart OLTP Caching LLiSzs DZINYSYNEI y=zzcedwdz LIS ¢ Dadz o Dazl)

Database Buffer Cache

2. DBWR evicts a buffer to o
Free up space in buffer cache l Sizzling
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NNY3YyLY [ ADzaNIFLjLI XA
Smart OLTP Caching MStorage Failure 9 oxX

A Application reading data from
primary mirror

A Storage failure on cell containing
primary mirror
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ASM rebalance, resync, andresilver always preserve flash cache state when moving extents
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Exadata : Brownout

Smart OLTP Caching MStorage Failure _gr gﬂx\
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ASM rebalance, resync, andresilver always preserve flash cache state when moving extents
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Exadata : Brownout

[ xAa \
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A Application reading data from

A
A

¢ ¥

primary mirror

Storage failure on cell containing
primary mirror

Retrieve data from secondary mirror

on flash with low latency and

populate super low latency Data

Accelerator

Tertiary mirror continues to provide
protection when Murphy strike s
After repair of storage failure and
flash cache warm up, return to
primary copy

ASM rebalance, resync, andresilver always preserve flash cache state when moving extents
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Exadata : Brownout
Cell-to-Cell Rebalance Preserves Data Accelerator Population

A Rebalance happens due to disk failure

A Primary mirror was cached in Data Accelerator
A Primary mirror goes to other cell

A Cache in Data Accelerator follows

A Latency preserved end-user happy
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Exadata : Brownout
Cisco RoCE Spine Switch Software Update

A MAA team tested spine switch reboots in Multi Rack configurations

A Exadata 21.2.*
A No blackouts
A Significantly reduced brownout
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Lifecycle Management Data Protection

A Dz NJ # LjLJ Quality Of Service and

Performance
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Exadata : Life Cycle Management
Exachk

A Recommendations from Exachk come straight from
the field & engineering discussed in weekly meetings

A Itis crucial to always have the latest version
A Keeps track of critical issues
A Issues in certain releases
Auvg Z3+I1ELI ypp+N LM Dijl

A Highly recommended to run Exachk
A Once a month
A Before and after any major
configuration change eg : patching, storage
addition

A Best practice health check
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