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Introduction 
More and more companies are seeking to reduce cost while enhancing their ability to respond to new 
business opportunities by deploying mission critical systems, to more open and flexible High 
Availability (HA) system architectures. 

Oracle offers the Maximum Availability Architecture (MAA) as a best-practices blueprint to achieve 
maximum benefit from the Oracle Database when designing and implementing HA systems. MAA 
best practices enable companies to achieve the highest levels of data protection, availability, and 
performance at the lowest possible cost by reducing complexity and trial and error during 
high-availability system design. 

Likewise, IBM UNIXTM Server IBM Power Systems offers outstanding expandability, flexibility, 
and reliability, and is a superior system architecture on which to deploy the Oracle Database and 
Oracle MAA best practices. 

Oracle Data Guard is a key component of an MAA design. Data Guard maintains one or more 
synchronized copies of a production database, protecting data and availability from being impacted 
by primary database outages due to data corruption, human error, component failure and/or site 
failure. Data Guard is also useful for minimizing downtime during scheduled outages when 
performing certain maintenance activities. 

This technical white paper focuses on two key aspects regarding the use of Data Guard SQL Apply 
(logical standby) on IBM Power Systems: (1) performance testing to validate the capacity of Data 
Guard SQL Apply to handle high transaction volume, and (2) the speed at which the standby 
database can be promoted to the primary role following a planned or unplanned outage of the 
primary database.   
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Executive Summary 
The results of this validation confirmed that Oracle Real Application Clusters (RAC) and Data 
Guard (DG) configurations for Oracle Database 10g (10.2.0.3) based on  IBM© Power Systems ,  
the runtime of IBM’s UNIX operating system AIX™, offer flexibility and high availability. 

The validation also demonstrated that applying MAA best practices with the tuning assessed in this 
validation significantly reduced role transition times. The following benefits were observed: 
 

1. SQL apply rates achieved up to 9 MB/sec with this workload and environment. 

2. Queried data on logical standby had no more than a 1 second lag from the primary. 

3. Database failover completed in 1 second for unscheduled outages. 

4. Database switchover completed in 5 seconds or less for scheduled outages. 

 

 

SQL Apply Performance Validation 

Based on the system assessed by this validation, we confirmed that updated changes 
were available on the logical standby system within one second, even during times 
when the primary database generates up to 5 MB of redo data per second.  

 

Logical standby also proved capable of processing up to 9 MB/s of redo volume. While 
the apply lag is greater than 1 second during such times, the close synchronization that 
SQL Apply is able to maintain under heavy load enables fast role transitions during 
switchover and failover operations.  

Utilization of IBM dynamic LPAR functions that dynamically assign CPU resources to the 
Oracle instance applying redo at the standby system will also produce additional 
performance improvements. 

 

 

Database role change time 
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Proper tuning reduced the time required to complete a switchover between the primary 
and standby systems for a scheduled stoppage to 5 seconds or less. In the event of a 
sudden, unplanned outage of the primary system, failover to the standby system 
completes in less than 1 second – a characteristic that is of high importance to users 
where SQL Apply (logical standby) is their standby database of choice. 

 

Switchover time(Units: seconds)

0.00 5.00 10.00 15.00 20.00 25.00 30.00 35.00

α

β

S->P 23.50 2.00 

P->S 8.50 2.67 

αβ

α = Results before tuning  β = Results after tuning 

S -> P = Role change time from standby to primary  P -> S = Role change time from primary to standby 

* Mean for results of three tests using loads of 512 KB/s redo generation 

 

 

 

 

Validation System 
To provide a high-availability, an IBM Power Systems was divided into four logical partitions with a 
two-node Oracle RAC database configured as the primary system in the event of node failure.  

The Data Guard logical standby database was also configured as a two-node Oracle RAC standby 
system to minimize the time required for scheduled maintenance and as a backup in the event 
failures affect the primary cluster. 

The validation system is outlined below. For more information, please refer to the “Appendix: Test 
System Details” section. 

 

Hardware configuration 
 
Server:  IBM Power Systems5 570 

CPU = POWER5 2.2GHz 16Way 

Memory = 64GB 
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Network = 4port 1Gbps  

Ethernet * 16 

I/O = 4Gb FC Adapter * 16 

Disk = 73.4GB ULTRA320 

SCSI Disk Drive * 16 drive 

 
Storage:  IBM System Storage DS4800 
146.8GB/15K 4Gbps FC Drive * 16drive 

 

Primary Standby
LPAR#1 LPAR#2 LPAR#3 LPAR#4

DBF Arch DBF Arch

•

4cpu
14GB mem

4cpu
14GB mem

4cpu
14GB mem

4cpu
14GB mem

prm1 prm2 stb1 stb2

Workload client

ASM ASM

 

 

 

 

 

 

 

 

 

 

 

 

 

Database configuration 

 
Operating system 

AIX 5L™ 

 
Shared disks 

Database disk group for volume composed of RAID-5 (x8) using Oracle Automatic 
Storage Management (ASM). 

Also redo log disk group for separate volume composed of RAID-0 (x7). 

 
Database 

Oracle Database 10g (10.2.0.3) 
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Instance configurations 

� DB_CACHE_SIZE = 4 GB 

� SHARED_POOL_SIZE = 2 GB 

� LOG_BUFFER = 32 MB 

� Online redo log file1 
= 100 MB × 2 members × 6 groups × 2 threads 

� Standby redo log file2 
= 100 MB × 1 member × 7 groups × 2 threads 

 

Load application 

The load application used for validation was a Java application created with the JDBC API, 
which linked to a database created by Oracle specifically for validation. 

The SQL script executed by this application consisted of an UPDATE script that updated 
random single lines for a 1 billion item test table and a SELECT script that performed 
random searches within a range of 100,000 items. All SQL scripts are accessed using 
indexes. 

 

Table and index configuration 

Shown below is the configuration of the Table and indices used for the validation. 

 

SQL> desc RAC_TEST_TAB1 

 Name                                      Null?    Type 

 ----------------------------------------- -------- ---------------------------- 

 EMPNO                                     NOT NULL NUMBER(12)      Main key restriction 

 UPDATABLE                                 NOT NULL NUMBER(12)      B*Tree index 

 ENAME                                              VARCHAR2(16) 

 JOB                                                VARCHAR2(20) 

 SAL                                                NUMBER(8)       B*Tree index 

 DEPTNO                                             NUMBER(3) 

 DMY                                                VARCHAR2(80) 

 

 

                                                        
1 The data size was changed from 1 GB to 100 MB during validation, while the number of groups was 
changed from 3 to 6. 
2 The data size was changed from 1 GB to 100 MB, while the number of groups was changed from 4 to 
7 to match changes in the primary online redo size. 
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Validation Points 
Validation addressed logical standby apply performance and role transition timing between primary 
and logical standby databases. 

 

System before and after tuning 

This document refers to the system before tuning as the “α system” and the system after 
tuning to minimize role change times as the “β system” (described later). 

 

Logical standby performance validation 

Apply lag and the maximum SQL Apply performance (standby apply rate) were measured 
for the β system. 

 

In logical standby, the function for converting the redo received from the primary database 
into SQL and applying SQL to the standby database is called the SQL Apply process.  

 

 

 

 Apply lag 

 The elapsed time between a transaction being committed on the primary 
database, and the change resulting from that transaction being applied to the 
standby database using synchronous or asynchronous transfers.  

 Maximum SQL Apply performance 

 Confirms the maximum rate at which SQL Apply can process redo and apply 
updates to the standby database. Maximum apply rates were achieved by 
measuring the time required for large volumes of unapplied redo data stored 
at the standby database to be applied. 

Apply lag 

The apply lag is confirmed for the standby for update processing in the primary while 
varying the load on the primary database. 

Synchronous transfer (LGWR SYNC) and asynchronous transfer (LGWR ASYNC) were 
also measured to determine the changes. 

Variations in performance were verified for 50, 100, and 200 client sessions executing 
loads on the primary database. 

 

Apply lags were measured with a separate measurement application. Apply lags were 
verified using the measurement application that UPDATEs the current time stamp 
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contained in the lag measurement table (1 row) at 1-second intervals for the primary 
database and then queries the standby database to confirm the update has been applied  
(alternatively - V$DATAGUARD_STATS can be used to monitor apply lag). 

 

 

Maximum SQL Apply performance 

There are IBM Power Systems' virtualization functionalities, called PowerVM™. One of 
them is the dynamic LPAR technology, it enables dynamic assignment of CPU resources 
among the logical partitions.  We measured SQL Apply performance , while varying the 
CPU assignment to standby application instances by dynamic LPAR technology 

Loads were measured in units of “volume (MB) of redo generated by the primary database 
per second.” 

The validation procedure was as shown below: 

1. Stop SQL Apply at the standby database. 

2. Process loads at the primary for 5 minutes and accumulate unapplied redo at the 
standby database. 

3. Confirm that the accumulated volume of redo has reached a specified level. 

4. Resume the standby database SQL Apply and measure processing performance 
until the application is finished. 

We measured the volume of redo applied and time taken to calculate the volume of redo 
applied per second. 

 

Logical standby role change processing 

We measured switchover times at planned downtime and failovers following primary 
failures. 

Definition of role change time 

For the purposes of this validation, role change time was defined as the duration for which 
no primary database is active in the system. 

 

Role change method Definition 

Failover  
(unscheduled outage) 

Time from the start of process to transition the standby to primary role until completion 
(includes time required to apply all redo received from the failed primary). 
Excludes time to detect primary failure. 

Switchover  
(scheduled outage) 

Time from the start of converting the primary to the standby role until the time that the 
standby database has completed assuming the primary database role.  
The execution interval between commands is assumed to zero. 
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Tuning point 

Switchovers and failovers were performed using settings based on the white paper 
described in the reference material. These results are pre-tuning values (=α). 

A separate tuning was then performed using a system with a constant load to examine 
optimal tuning (=β). We verified variations in switchover time by varying the load using 
the settings calculated here. 

The tuning points are listed below. 

 

Tuning points Description 

Basic settings Switchover and failover using settings based on white paper. 
(A) Network Vary Oracle Net SDU values and packet size for OS network. 
(B) Redo transfer and 
SQL Apply 

Vary primary redo transfer parameters (net_timeout) and maximum number of 
standby SQL Apply processes. 

(C1) Hardware (virtual 
Ethernet) Use virtual Ethernet for redo transfers between primary and standby databases. 

(C2) Hardware (changing 
CPU assignment) 

Dynamically assign CPU resources from unapplied instances to application 
instances using dynamic LPAR. 
*Intended to improve the performance of the standby application (role change) 
node. 

(D) Other 
Items other than those above identified during validation 
Redo log file size 
Checkpoint tuning 

 

 

Validation Results 
 

This section presents and discusses the validation results obtained. 

 

Logical standby performance validation 

This section presents performance measurements for Data Guard SQL Apply. 

 
Apply lag 
Overview and function description 

One of two primary redo transfer methods can be selected for Data Guard. 

 

Transfer 
method 

Transfer setting Description 

Synchronous 
transfer LGWR SYNC-AFFIRM

The primary database commit does not complete until it has been 
confirmed that Data Guard has finished writing to the standby 
database standby redo log file. 
Data protection takes precedence over performance. 

Asynchronous 
transfer 

LGWR 
ASYNC-NOAFFIRM 

The primary database commit ends independent of the standby 
database configuration or processing. 
Primary database performance takes precedence over data protection.
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This validation measured apply lag while varying the number of client sessions between 
50 and 200. We used Data Guard Maximum Availability mode for LGWR 
SYNC-AFFRIM testing, monitoring transfers using v$database protection_level to ensure 
redo transfers to the standby were performed in synchronous mode. We used Maximum 
Performance mode for LGWR ASYNC-NOAFFIRM validation. 

Maximum Availability (LGWR SYNC-AFFIRM) provides for zero data loss and thus is 
the preferred protection mode when data protection is the priority. If there is concern for 
performance during times when large volumes of redo transfers are expected (such as 
when loading a large data volume of data), it is possible to dynamically switch transport to 
temporarily utilize LGWR ASYNC, and then revert to LGWR SYNC at the completion of 
peak processing.   

Real-time Apply was also configured for all tests, enabling the apply process to begin as 
soon as redo is received by the standby database (supported by Data Guard 10g onward). 

 
Validation results 

This validation demonstrated no significant effects from LGWR SYNC-AFFIRM settings 
on primary database throughput.3

Apply lag was within 1 second for both LGWR SYNC-AFFIRM and LGWR 
ASYNC-NOAFFIRM.  

 

Transfer method Primary Workload  
(No. of sessions [redo volume]) 

Standby Apply Lag  
(Delay in seconds) 

50 
[Approx. 256 KB/sec] Under 1 sec 

100 
[Approx. 512 KB/sec] Under 1 sec LGWR SYNC-AFFIRM 

200 
[Approx. 1024 KB/sec] Under 1 sec 

50 
[Approx. 256 KB/sec] Under 1 sec 

LGWR ASYNC-NOAFFIRM 200 
[Approx. 1024 KB/sec] Under 1 sec 

 

 
Conclusions and additional information 

The load applied with the same number of client sessions produced no variations in the 
volume of redo generated for synchronous and asynchronous transfers, indicating that the 
same volume of transactions are executed for synchronous and asynchronous transfers.  

This was expected given the fact that RTT network latency is usually the primary factor 
impacting primary database performance in a synchronous configuration, and in this case 
both primary and standby databases were on the same LAN having near-zero RTT network 
latency. 

                                                        
3 Validation is recommended before implementation in the primary database. 
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No apply lags were identified for either synchronous or asynchronous transfers with the 
load levels used here (200 sessions with redo volume of 940 KB/sec). These observations 
lead to two conclusions: 

1. SQL Apply can easily handle applying the test workload at the standby database. 

2. Asynchronous redo transport did not fall behind primary database redo generation 
– delivering near zero data loss protection even though the configuration was 
running in Maximum Performance mode.  

We recommend configuring a network for Data Guard communication between primary 
and standby that is separate from the network that handles client processing to prevent 
either activity from impacting the other, whether synchronous or asynchronous transfer is 
used. 

 
Maximum SQL Apply performance 
Overview and function description 

Assuming an Oracle RAC primary, the redo transmitted by each primary instance can be 
received by any one of the instances of an Oracle RAC standby, but only one standby 
instance at a time, known as the apply instance, can merge and apply redo data to the 
standby database 

 
Validation results 

We varied the number of CPUs allocated to the apply instance using the three scenarios 
shown below. Apply processing bottlenecked with 2 CPUs. Increasing the number of apply 
instance CPUs to 4eliminated the CPU bottleneck and produced the optimal apply 
performance.  

 

Apply instance 
CPUs 

cpu_count 
parameter 

Apply 
processes 

CPU usage 
rate  
(% of max) 

Apply 
performance
(TPS) 

Apply 
performance 
(KB/sec) 

Application 
time 
(mm:ss) 

2  4 15 100% 3708 6150 6:03 
4  8 27 98.6% 5472 9069 3:38 

cpu_count is as twice as number of cpus becase of Simultaneous Multi-threading(SMT) feature provided by 
POWER5 processor 

Number of apply processes calculated from equation (cpu_count × 3) + 3. 
Refer to “Data Guard transfer/application performance.” 

 

 
 
 
 
 
 
 
 

- Performance Validation of MAA (Maximum Availability Architecture) on IBM Power Systems -  13 



   
  GRIDCenter_SQLApply_PowerSystems_en.doc 

 
 

2CPUs 4CPUs
The graph above shows the CPU usage rate for the apply node. In contrast to the time line in the validation, the 
sequence from left to right is “2 CPU,” and “4 CPU,” for the number of CPUs assigned to the apply node. 

 
 

 
Conclusions and additional information 

The validation results showed that increasing CPU resources improves processing capacity 
when the CPU constitutes the bottleneck for standby apply. The flexibility of the IBM 
system lets us dynamically assign CPU resources to optimize performance of the apply 
instance, as well as other applications that may be accessing the standby database.  

 
 

Considerations related to number of standby CPUs 

There are no blanket standards for sizing the number of standby CPUs, but an overall 
decision should be made based on the following points: 

 Higher ratios of updates to queries on the primary database will require more CPU 
processing power on the standby.  

 Degeneration rate guidelines after switchover. A standby system should be sized to 
handle production workload at an acceptable performance level when it assumes 
the primary role.  

 Query workload for standby database 

 Whether or not virtual technology is used, such as dynamic LPAR 
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Role Change 
This section discusses methods used to minimize the time required to switchover (planned event) or 
failover (unplanned event) between primary and standby system databases. 

 

Overview 
Switchover/failover role change time 

The switchover time measured in this validation with the α system was approximately 30 
seconds. 

The effects of tuning were confirmed by comparing switchover times to the α system 
results obtained. The role change time for failover was then measured to demonstrate 
effectiveness. 

 
Switchover role change time 

Approximately 30 seconds was required for switchover with the α system in this validation. 
We found this could be reduced to approximately 5 seconds in a tuned system. 

We found that the most effective tuning to reduce switchover time involved reducing the 
redo log file to the optimal size and configuring the redo log files into at least five groups. 

 Switchover role change time (Units: seconds) 

Switchover time(Units: seconds)

0.00 5.00 10.00 15.00 20.00 25.00 30.00 35.00

α

β

S->P 23.50 2.00 

P->S 8.50 2.67 

αβ

 
This graph shows the mean values for switchover role change time results measured three times with a system 
subjected to a load of 512 KB/sec. 

P -> S = Time in seconds for primary database to switch to standby role 

S -> P = Time in seconds for standby database to switch to primary role 

Care must be taken to avoid reducing the online redo log file size unduly, since doing so will increase the frequency 
of log switching, affecting performance. 
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Failover role change time 

We found that failover role change was achieved within 1 second with the α system and 
obtained similar results with the β system, demonstrating that unlike the case with 
switchover, failover was already highly optimized using already published best practices, 
and that it neither benefited nor was impacted by the additional tuning. 

 

 Failover role change time (Units: seconds) 

Failover role change time(Units: seconds)

0.0 0.5 1.0 1.5 2.0 2.5 3.0

α

β

S->P 0.52 0.56 

αβ

 
This graph shows the mean values for failover role change time results measured twice with a system subjected to a 
load of 512 KB/sec. Execution time is measured for SQL script executed using SQL*Plus. 

S -> P is the time required to switch from the standby role to the primary role. 

 

Discussion of β system 
The following tuning was implemented, in addition to the tuned system using MAA best practices: 
“SQL Apply best practices,” “Network transfer best practices,” and hardware functions. 

Redo log file size 

Testing was performed using a system with the 1 GB redo log file changed to 100 MB to 
reduce standby redo log file archiving time for the database becoming the new primary in the 
switchover. 

 Effects of changing redo log file size (Units: seconds) 
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Effects of changing redo log file size (Units: seconds)

0.00 5.00 10.00 15.00 20.00 25.00 30.00 35.00

1GB

100MB

S->P 23.50 5.40 

P->S 8.50 4.80 

1GB100MB

This graph shows the mean values for switchover role change time results measured three times with a system 
subjected to a load of 512 KB/sec. 

We found that changing the online redo log file or standby redo log file size significantly reduced the 
time taken. An especially large improvement was observed for the “COMMIT TO SWITCHOVER TO 
PRIMARY” command executed at the standby database. 

Checkpoint tuning 
Log switching was performed three times within one second with the system in (D) while changing the 
redo log size using internal log switching during the switchover. Tuning the checkpoints described 
below demonstrated the effects of time reduction for the checkpoints. 

 Add two online redo log groups, increasing number of groups to 6 
 Change _FAST_START_INSTANCE_RECOVERY_TARGET to 5 

This validation used the _FAST_START_INSTANCE_RECOVERY_TARGET parameter instead of 
FAST_START_MTTR_TARGET. 

For more information on this parameter, refer to Oracle MAA Best Practices, “Optimizing Availability During 
Unplanned Outages Using Oracle Clusterware and RAC” (listed as a reference). 

 Effects of checkpoint tuning (Units: seconds) 

Effects of checkpoint tuning (Units: seconds)

0.00 5.00 10.00 15.00 20.00 25.00 30.00 35.00

α

(D)

(E)

S->P 23.50 6.33 2.00 

P->S 8.50 4.33 2.67 

α(D)(E)
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This graph shows the mean values for switchover role change time results measured three times with a system 
subjected to a load of 512 KB/sec. 

 
As shown above, we found that checkpoint tuning reduced the time taken for role change processing. 
 

Effects of different loads on role change time 

We assessed the effects of different loads on role change time using the β system. 

 Effects of different loads on role change time (Units: seconds) 
 

Effects of different loads on role change time (Units: seconds)

0.00 1.00 2.00 3.00 4.00 5.00 6.00 7.00 8.00 9.00 10.00

0KB/sec

256KB/sec

512KB/sec

1024KB/sec

S->P 4.40 2.67 2.00 2.00 

P->S 1.00 2.33 2.67 2.33 

0KB/sec256KB/sec512KB/sec1024KB/sec

 
 
We tested switchover processing with loads of up 1 MB/sec, but we found that the role change time was 
approximately 5 seconds regardless of load. 
 

SQL Apply best practice 
The results of this validation demonstrated that the following configuration (= β) produced the shortest 
role change times. 
This validation included certain items for which effects could not be identified. These are nevertheless 
recommended as part of best practices as preventive measures, based on the assumption that no 
negative effects will result and given the likelihood of future increases in loads. 
The SQL Apply best practices are outlined below. 
 

Configuration best practices 
 Hardware configuration 

 Allocate sufficient CPU resources dynamically to apply instances (dynamic LPAR). 
 Ensure high-speed redo log transfer path (virtual Ethernet) for minimum network round 

trips. 
 Primary database configuration 
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 Appropriate online redo log file size 
 Configure with at least 6 groups of online redo log files 
 Reduce checkpoint intervals to avoid affecting throughput. 
 Use Maximum Availability Mode4 
 Use LGWR SYNC-AFFIRM 

 
 
 
 Logical standby configuration (Same configuration for primary database at switchover) 

 Real time Apply 
 It is crucial to minimize standby apply lag. This is described in “Apply Lag.” 

 1 member standby redo log file 
 Size is same as primary online redo log file. 
 Number of groups is the number of primary online redo log file groups per thread + 1. 

 SQL Apply optimization 

 Number of SQL Apply processes = cpu_count × 3 + 3 
 Sufficient LCR cache 

 Expanded to upper limit (1/4 of shared pool: 512 MB) in this validation. 
 

Operational and application best practices when using SQL Apply 
  
 Switch logs manually for both primary and standby databases before executing the switchover 

command. 
 Defer status of redo log destination (=log_archive_dest_N) enabled in primary role before 

executing failover command. 
 Short transaction 

 Transactions that take time to execute will delay switchover start times. 
 If the standby database is an Oracle RAC, it should have only one node started beforehand for 

systems in which minimal role change time is a priority. 
 

Additional points 

 
Standby redo log design guidelines 

For the general standby redo log file design guidelines, refer to the details below. 

Primary and standby databases, respectively 

• Number of groups: One more than online redo log files 

• Number of members: 1 

• Size: Same size as online redo log 

• Location: Locate on disk group with sufficient striping 

 

                                                        
4 Applying one-off patch is recommended for getting expected switchover and failover time in 
Maximum Availability Mode. Refer to MetaLink Note 756732.1. 
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Summary 
The results of this validation confirmed that the combination of Oracle Data Guard, Oracle MAA 
Best Practices, and IBM Power Systems enables the configuration of a flexible, robust, 
high-availability system. 

Data Guard SQL Apply is capable of maintaining standby databases for very active primary 
databases. Data Guard sustained an apply rate of 5MB/sec with less than 1 sec apply lag between 
primary and standby database. 

The ability to keep the standby database closely synchronized with the primary database means that 
role transitions are able to execute quickly. We demonstrated that database failover completes in 1 
second. Switchover – used for scheduled outages – completes in thirty seconds using published 
MAA best practices, and can be further tuned to complete in just 5 seconds using the additional best 
practices published in this paper.   

SQL Apply performance and fast role transition timings are important both for users who have 
deployed logical standby as their standby database of choice, and for Oracle Database 11g physical 
standby users who use a Transient Logical Standby (KEEP IDENTITY) to execute a rolling database 
upgrade. 

IBM Power Systems enables users to optimize SQL Apply performance as well as the performance 
of other applications that utilize the logical standby database by dynamically allocating system 
resources to respond to changing requirements. 
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Appendix:Test System Details 
 

Hardware configuration 
Machine information 

The specifications for the servers and client machines used in this validation are listed 
below. 
 

Database server 

 Mainframe 

 IBM Power Systems5 570  

 CPU/Memory information 
Item Value 
Processor(s) 4 Processor(s) Installed 

[01]: PowerPC_POWER5 2198 MHz 
[02]: PowerPC_POWER5 2198 MHz 
[03]: PowerPC_POWER5 2198 MHz 
[04]: PowerPC_POWER5 2198 MHz 

Total Physical Memory 14336 MB 
Swap: Max Size 3072 MB 

 
Client 

 Mainframe 

 IBM BladeCenter  

 CPU/Memory information 
Item Value 
Processor(s) 4 Processor(s) Installed 

[01]: Intel(R) Xeon(R) CPU 5150 @ 2.66GHz
[02]: Intel(R) Xeon(R) CPU 5150 @ 2.66GHz
[03]: Intel(R) Xeon(R) CPU 5150 @ 2.66GHz
[04]: Intel(R) Xeon(R) CPU 5150 @ 2.66GHz

Total Physical Memory 3946 MB 
Swap: Max Size 4031 MB 
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Storage 

The storage configuration was as follows: 

 Storage device 

 IBM DS4800 1815-82A × 1 (Separate volumes created with primary 

RAC and standby RAC) 

 4 GB cache 

 Number of host connection ports (LC) × 8 (4 Gbps) 

 146.8 GB – 15 KRPM 

 Number of disks 

 16 per database 

 RAID-5: x8 

 Data area 

(Data files, control files, redo logs, standby redo logs) 

 RAID-0: x7 (1 for each use below) 

 Online redo log archive destination 

 Standby redo log archive destination 

  
Network 

The network was configured as follows: 

 

 Public network for client access 

 Private network for interconnections 

 Two different redo transfer networks were provided 

 Normal LAN-Gigabit 

 Virtual Ethernet 

 

OS (AIX) details 
nmon 

nmon was used to record OS level resource details. 

When used with Excel, nmon proved useful in producing graphs easily and simplifying 
analysis  

nmon12_beta44 -s 5 -c 1000 –f was used in this validation. 

http://www.ibm.com/developerworks/aix/library/au-analyze_aix/index.html

* Precautions 

 nmon is not an IBM product. 
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