
 
  

 
 

 

 
 

  
 

  
 

 

 
 

 
 

 
 

 

 
 

 
 

 
 

 
 

 

 

 

 
 

 
 

 

 

 
 

 

 

 

 

 

 

 

 

  
 

 

 
 

4 Ways for DBAs to become 
Enhanced. Accelerated. 

Autonomous in 2019 
This year will see swift and unrelenting change 
for people who manage the world’s data. That’s 
especially true for database administrators (DBAs), 
as more database management responsibilities run 
autonomously in the cloud. The immediate fear might 
be that this poses an existential threat for DBAs. 
Instead it should be seen as an opportunity for them 
to enhance their value and the value of data, and 
accelerate insights across the business. 

The truth is, a torrent of change is really how it’s 
always been for people in tech. As it evolves, they 
have adapted. So says database architect and tuning 
legend Kerry Osborne, who suggests grabbing a 
paddle and enjoying the ride. 

Osborne has been at this database game for almost 
as long as there have been relational databases. 
He has built and managed some of the world’s most 
ambitious database infrastructures for the world’s 
largest telecom and fnancial institutions – through 

upheavals driven by advances in chips and hardware, 
through the emergence of the internet, open source, 
and artifcial intelligence, “and now the cloud stuff,” 
he says. At each point Osborne has had to ask himself 
what are the tasks he’s doing – even doing extremely 
well – that he should stop doing and move on. 

Oracle’s release of the frst autonomous database, 
in March 2018, is precipitating another of those 
moments for him, he says. An autonomous 
database runs in Oracle Cloud and is designed to 
deploy, tune, patch, update, and secure itself – all 
administrative tasks currently done by a highly skilled 
database administrator. 

So as the new year opens, Osborne – who has 
built and sold several database services frms and 
is currently CEO of data virtualization software frm 
Gluent – offers these four bits of sage advice for 
times of change: 

1  Realize This Has All Happened Before 
When dramatic technology shifts like the autonomous 
database arrive, “I usually tell the story about when 
Oracle came out with its frst Exadata Engineered 
Systems,” Osborne says. Exadata is an integrated 
hardware and software system that includes servers, 
data storage, and networks architected and tuned 
specifcally to run Oracle Database. 

He was running an Oracle-focused consulting 
company that designed and managed complicated 
powerful, highly fault-tolerant database clusters used 
by large businesses to support enterprise applications. 
“The biggest one we ever did was a 32-node cluster,” 
using Oracle Real Application Clusters (RAC), he says. 
“It was very complicated to set up, and we had a lot 
of expertise in building that kind of stuff.” 

But when Oracle Exadata Database Machine came 
out, “we very quickly realized that the business of 
building those clusters from scratch was just going to 
completely go away,” he says. “There was no longer 
any reason for us to undertake building a really big 
complicated RAC system because we could buy one 
cheaper than we could build one. We had to change 
our business. We had to pivot.” 

Osborne convinced his colleagues to invest in an 
Exadata of their own and become experts deploying 
pre-assembled clusters in the system. “We had 
to move a little higher up the value chain and stop 
assembling the low-level integrated components,” 
he says. 

Osborne sees a direct analogy to how database 
administrators can look at autonomous databases, 
such as Oracle Autonomous Data Warehouse and 
Oracle Autonomous Transaction Processing. Both use 
machine learning in the database and in the 
underlying cloud infrastructure to take over tasks 
such as deploying and patching the database with no 
human involvement. 

Autonomous databases simply continue a long trend. 
“The push to automate as much as we can – to have 
people not doing any repetitive tasks – is what we’ve 
always done in the computer industry,” he says. 
That said, he does acknowledge that “being able to 
push a button to get a well-tuned database ready to 
load data” is a new level of automation, and that it 
will alter the career path for some database pros. 

Now, “You don’t need guys that are experts in building 
a data warehouse,” he says. “If you can deploy it 
without having to spend six months planning it and 
six months testing it, why would you spend all that 
money and time and effort to build it out?” 

And DBAs shouldn’t bet their careers on quibbling 
over whether the automated database is 100% 
perfect, Osborne says. “Maybe it’s not perfect,” 
he says. “Maybe it’s 90% of the way there. But in 
a lot of cases, that will be better for the business to 
spend a tenth of the cost.” 

However, Osborne’s experience tells him that in 
all this “newness” lies potential growth for DBAs. 
They shouldn’t lament at what they are no longer 
doing, but using autonomous as an opportunity 
to enhance and accelerate the more innovative 
components of their role. 

2  Be the One Who Can Help AI Do Its Job 
About 10 years into Oracle’s history, Osborne recalls, right away, but over time it got better and better and 
the company came out with a cost-based optimizer. we had to do less and less,” he says. As it improved, 
“You could call it artifcial intelligence, or machine the skill shifted to understanding how the 
learning, neither one of those really ft exactly, but optimizer works. “People who had a really good 
it’s defnitely a smarter piece of code,” he says. understanding of the way the optimizer did its 
The optimizer uses query history and other calculations could build the systems better or tune 
information to choose the best way to retrieve systems better to make it do the right things.” 
the data. “It was a way to let the database decide 
for itself how to do some of the things that database Osborne’s advice: Learn the new autonomous 
administrators were already doing,” he says. databases, inside and out. Be the one to understand 

how the current optimizer and other, newer machine 
The optimizer did need some time to mature and learning processes work. Get the most out of them 
have a big impact. “It didn’t radically change things now and adjust as they get better and better at what 

they do. 

3  Seize the Data Growth Opportunity 
Clichés about “exploding data volumes” abound, but 
for Osborne it’s a daily reality. “We’re working with a 
big [telecommunications company] right now. They’ve 
got a 400-terabyte data warehouse on Exadata so 
it’s compressed like six times, so really it’s over a 
petabyte worth of data,” he says. And here’s the 
punch line: “That’s only seven days’ worth of data.” 

The telecom wants to be able to analyze a year’s 
worth of data – meaning about 20 petabytes of highly 
compressed data. On top of that, the telecom is in 
the process of going completely to 5G in the next 
12 to 18 months. “That’s going to grow the data 
another 20 times,” he says, “So that takes us to 400 
petabytes, and in matter of a couple of years.” 

Osborne sees another opportunity for DBAs from 
this growth. 

“We’re going to have to use some sort of distributed 
back end like Hadoop or BigQuery or something like 
that,” he says. “It will have to be highly scalable, 
with thousands of machines in a cluster.” Osborne 
believes today’s DBAs and data architects will lead 
these efforts. 

“The skills that they’ve learned in terms of dealing 
with design and management of large amounts of 
data, that’s not going to change,” he says. “We’re still 
going to have the same problems, just on a 
bigger scale.” And with added technology. 

Osborne’s advice is to learn about other back-end 
technologies that can augment your Oracle 
SQL engine. He doesn’t think new technology will 
displace SQL for managing data. “It’s the most 
popular language for managing data. And so I don’t 
think that’s going anywhere,” he says. Plus, relational 
database technologies like Oracle “have got decades’ 
worth of time with hundreds of man years of 
development in them,” he says. New technologies 
“are so far short of the work we can do with these 
mature technologies,” but they’re getting better every 
day, and Osborne does think they’ll get added to 
the mix. 

“I think Oracle’s got the best SQL engine on 
the planet at this point. Oracle is really good at 
transactions, concurrency, consistency, all those 
sorts of things,” he says. “I think we’re going to end 
up augmenting that with some other back end, like a 
Hadoop cluster or BigQuery. We’ll have some sort of 
a hybrid environment.” 

For DBAs and data architects, that added 
complexity and scale should sound like a huge 
opportunity knocking. “I tell people they need to be 
learning something new every day,” he says. 
“They need to ratchet up their skills.” 

4 Trust Yourself 
Osborne’s fnal piece of advice? Think for yourself. 

Take advice, including his, with a grain of salt. “When 
I talk to groups about this stuff I say, ‘Here are my 
biases,’” he says. “I’m a guy who’s been working 
with large enterprises my whole career. Everything 
I’m going to talk about is an opinion.” 

But, one might add, it’s an extremely 
well-informed one. 

To learn more about Oracle’s Autonomous Database 
and what it is capable of, you can trial Oracle’s 
Cloud Platform for free. Offering up to 3,500 free 
hours, you can explore our newest technologies, 
and experience what it means to be 
Enhanced. Accelerated. Autonomous. 

https://cloud.oracle.com/en_US/datawarehouse
https://cloud.oracle.com/atp
https://myservices.us.oraclecloud.com/mycloud/signup?language=en&sourceType=_ref_coc-asset-opcHome
https://myservices.us.oraclecloud.com/mycloud/signup?language=en&sourceType=_ref_coc-asset-opcHome
https://www.oracle.com/tryit/
https://www.oracle.com/tryit/

