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Through	
  joint	
  engineering	
  collaboration	
  between	
  Oracle	
  and	
  SAS,	
  configuration	
  and	
  
performance	
  modeling	
  exercises	
  	
  were	
  completed	
  for	
  SAS	
  Visual	
  Analytics	
  and	
  SAS	
  
High	
  Performance	
  Analytics	
  on	
  Oracle	
  Big	
  Data	
  Appliance	
  and	
  Oracle	
  Exadata	
  to	
  
provide:	
  

• Reference	
  Architecture	
  Guidelines	
  
• Installation	
  and	
  Deployment	
  Tips	
  
• Monitoring,	
  Tuning	
  and	
  Performance	
  Modeling	
  Guidelines	
  

	
  

Topics	
  Covered:	
  
• Testing	
  Configuration	
  
• Architectural	
  Guidelines	
  
• Installation	
  Guidelines	
  
• Installation	
  Validation	
  
• Performance	
  Considerations	
  
• Monitoring	
  &	
  Tuning	
  Considerations	
  

	
  
Testing	
  Configuration	
  
In	
  order	
  to	
  maximize	
  project	
  efficiencies,	
  2	
  locations	
  and	
  	
  Oracle	
  Big	
  Data	
  Appliance	
  
(BDA)	
  configurations	
  were	
  utilized	
  in	
  parallel	
  with	
  a	
  full	
  (18	
  node)	
  cluster	
  and	
  the	
  
other,	
  a	
  half	
  	
  rack	
  (9	
  node)	
  configuration.	
  	
  
	
  
The	
  SAS	
  Software	
  installed	
  and	
  referred	
  to	
  throughout	
  is:	
  

• SAS	
  9.4M2	
  
• SAS	
  High	
  Performance	
  Analytics	
  2.8	
  
• SAS	
  Visual	
  Analytics	
  6.4	
  

	
  



	
  

	
  

Oracle	
  Big	
  Data	
  Appliance	
  
The	
  first	
  location	
  was	
  the	
  Oracle	
  Solution	
  Center	
  in	
  Sydney,	
  Australia	
  (SYD)	
  which	
  
hosted	
  the	
  full	
  rack	
  Oracle	
  Big	
  Data	
  Appliance	
  where	
  each	
  node	
  consisted	
  of:	
  
18	
  nodes,	
  bda1node01	
  –	
  bda1node18	
  

• Sun	
  Fire	
  X4270	
  M2	
  
• 2	
  x	
  3.0GHz	
  Intel	
  Xeon	
  X5675	
  (6	
  core)	
  
• 48GB	
  RAM	
  
• 12	
  2.7TB	
  disks	
  
• Oracle	
  Linux	
  6.4	
  
• BDA	
  Software	
  Version	
  2.4.0	
  
• Cloudera	
  4.5.0	
  

Throughput	
  the	
  paper,	
  several	
  views	
  from	
  various	
  management	
  tools	
  are	
  shown	
  for	
  
purposes	
  of	
  highlight	
  the	
  depth	
  and	
  breadth	
  of	
  different	
  tool	
  sets.	
  
From	
  Oracle	
  Enterprise	
  Manager	
  12,	
  we	
  see:	
  

	
  
Figure	
  1:	
  Oracle	
  Enterprise	
  Manager	
  -­‐	
  Big	
  Data	
  Appliance	
  View	
  

Drilling	
  into	
  the	
  Cloudera	
  tab,	
  we	
  can	
  see:	
  

	
  
Figure	
  2:	
  Oracle	
  Enterprise	
  Manager	
  -­‐	
  Big	
  Data	
  Appliance	
  -­‐	
  Cloudera	
  Drilldown	
  



	
  

	
  

The	
  2nd	
  site/configuration	
  was	
  hosted	
  in	
  the	
  Oracle	
  Solution	
  Center	
  in	
  Santa	
  Clara,	
  
California	
  (SCA).	
  Using	
  the	
  back	
  half	
  	
  (9	
  nodes	
  (bda1h2)	
  -­‐	
  bda110-­‐bda118)	
  of	
  	
  a	
  full	
  
rack	
  (18	
  nodes)	
  configuration	
  where	
  each	
  node	
  consisted	
  of	
  

• Sun	
  Fire	
  X4270	
  M2	
  
• 2	
  x	
  3.0GHz	
  Intel	
  Xeon	
  X5675	
  (6	
  core)	
  
• 96GB	
  RAM	
  
• 12	
  2.7TB	
  disks	
  
• Oracle	
  Linux	
  6.4	
  
• BDA	
  Software	
  Version	
  3.1.2	
  
• Cloudera	
  5.1.0	
  

The	
  BDA	
  installation	
  summary,	
  
/opt/oracle/bda/deployment-­‐summary/summary.html	
  	
  
is	
  extremely	
  useful	
  	
  as	
  it	
  provides	
  a	
  full	
  installation	
  summary;	
  an	
  excerpt	
  shown:	
  

	
  
	
  
Use	
  the	
  Cloudera	
  Manager	
  Management	
  URL	
  above	
  to	
  navigate	
  to	
  the	
  HDFS/Hosts	
  



	
  

	
  

view	
  (Fig	
  3	
  below);	
  	
  Fig	
  4	
  shows	
  a	
  drill	
  down	
  into	
  node	
  10	
  superimposed	
  with	
  the	
  
CPU	
  info	
  from	
  that	
  node;	
  lscpu(1)	
  provides	
  a	
  view	
  into	
  the	
  CPU	
  configuration	
  that	
  is	
  
representative	
  of	
  all	
  nodes	
  in	
  both	
  configurations.

	
  
Figure	
  3:	
  Hosts	
  View	
  from	
  Cloudera	
  Management	
  GUI	
  

	
  
Figure	
  4:	
  Host	
  Drilldown	
  w/	
  CPU	
  info	
  	
  



	
  

	
  

Oracle	
  Exadata	
  Configuration	
  
The	
  SCA	
  configuration	
  included	
  the	
  top	
  half	
  of	
  an	
  Oracle	
  Exadata	
  Database	
  Machine	
  
consisting	
  of	
  4	
  database	
  nodes	
  and	
  7	
  storage	
  nodes	
  connected	
  via	
  the	
  Infiniband	
  
(IB)	
  network	
  backbone.	
  	
  Each	
  of	
  4	
  database	
  nodes	
  were	
  configured	
  with:	
  

• Sun	
  Fire	
  X4270-­‐M2	
  	
  
• 2x3.0GHz	
  Intel	
  Xeon	
  X5675(6	
  core,	
  48	
  total)	
  
• 96GB	
  RAM	
  

A	
  container	
  database	
  with	
  a	
  single	
  Pluggable	
  Database	
  running	
  Oracle	
  12.1.0.2	
  was	
  
configured;	
  the	
  top	
  level	
  view	
  from	
  Oracle	
  Enterprise	
  Manager	
  12c	
  (OEM)	
  showed:	
  

	
  
Figure	
  5:	
  Oracle	
  Enterprise	
  Manager	
  -­‐	
  Exadata	
  HW	
  View	
  

Figure	
  6:	
  Drilldown	
  from	
  Database	
  Node	
  1	
  

	
  



	
  

	
  

SAS	
  Version	
  9.4M2	
  High	
  Performance	
  Analytics	
  (HPA)	
  and	
  SAS	
  Visual	
  Analytics	
  (VA)	
  
6.4	
  was	
  installed	
  using	
  a	
  2	
  node	
  plan	
  for	
  the	
  SAS	
  Compute	
  and	
  Metadata	
  Server	
  (on	
  
BDA	
  node	
  “5”)	
  and	
  SAS	
  Mid-­‐Tier	
  (on	
  BDA	
  node	
  “6”).	
  	
  SAS	
  TKGrid	
  to	
  support	
  
distributed	
  HPA	
  was	
  configured	
  to	
  use	
  all	
  nodes	
  in	
  the	
  Oracle	
  Big	
  Data	
  Appliance	
  for	
  
both	
  SAS	
  Hadoop/HDFS	
  and	
  SAS	
  Analytics.	
  
	
  

Architectural	
  Guidelines	
  
There	
  are	
  several	
  types	
  of	
  SAS	
  Hadoop	
  deployments;	
  the	
  Oracle	
  Big	
  Data	
  Appliance	
  
(BDA)	
  provides	
  the	
  flexibility	
  to	
  accommodate	
  these	
  various	
  installation	
  types.	
  	
  In	
  
addition,	
  the	
  BDA	
  can	
  be	
  connected	
  over	
  the	
  Infiniband	
  network	
  fabric	
  to	
  Oracle	
  
Exadata	
  or	
  Oracle	
  SuperCluster	
  for	
  Database	
  connectivity.	
  
	
  
The	
  different	
  types	
  of	
  SAS	
  deployment	
  service	
  roles	
  can	
  be	
  divided	
  into	
  3	
  logical	
  
groupings:	
  	
  	
  

• A)	
  Hadoop	
  Data	
  Provider	
  /	
  Job	
  Facilitator	
  Tier	
  
• B)	
  Distributed	
  Analytical	
  Compute	
  Tier	
  
• C)	
  SAS	
  Compute,	
  MidTier	
  and	
  Metadata	
  Tier	
  

	
  
In	
  role	
  A	
  (Hadoop	
  data	
  provider/job	
  facilitator),	
  SAS	
  can	
  write	
  directly	
  to/from	
  the	
  
HDFS	
  file	
  system	
  or	
  submit	
  Hadoop	
  mapreduce	
  jobs.	
  	
  Instead	
  of	
  using	
  traditional	
  
data	
  sets,	
  SAS	
  now	
  uses	
  a	
  new	
  HDFS	
  (sashdat)	
  data	
  set	
  format.	
  	
  When	
  role	
  B	
  
(Distributed	
  Analytical	
  Compute	
  Tier)	
  is	
  located	
  on	
  the	
  same	
  set	
  of	
  nodes	
  as	
  role	
  A,	
  
this	
  model	
  is	
  often	
  referred	
  to	
  as	
  a	
  “symmetric”	
  or	
  “co-­‐located”	
  model.	
  When	
  roles	
  A	
  
&	
  B	
  are	
  not	
  running	
  on	
  the	
  same	
  nodes	
  of	
  the	
  cluster,	
  this	
  is	
  referred	
  to	
  as	
  an	
  
“asymmetric”	
  or	
  “non	
  co-­‐located”	
  model.	
  
	
  
Co-­‐Located	
  (Symmetric)	
  &	
  All	
  Inclusive	
  Models	
  
Figures	
  7	
  and	
  8	
  below	
  show	
  two	
  architectural	
  views	
  of	
  an	
  all	
  inclusive,	
  co-­‐located	
  
SAS	
  deployment	
  model.	
  	
  	
  	
  



	
  

	
  

	
  
Figure	
  7:	
  	
  All	
  Inclusive	
  Architecture	
  on	
  Big	
  Data	
  Appliance	
  Starter	
  Configuration	
  

	
  
Figure	
  8:	
  All	
  Inclusive	
  Architecture	
  on	
  Big	
  Data	
  Appliance	
  Full	
  Rack	
  Configuration	
  

	
  
The	
  choice	
  to	
  run	
  with	
  “co-­‐location”	
  for	
  roles	
  A,	
  B	
  and/or	
  C	
  is	
  up	
  to	
  the	
  individual	
  
enterprise	
  and	
  there	
  are	
  good	
  reasons/justifications	
  for	
  all	
  of	
  the	
  different	
  options.	
  
This	
  effort	
  focused	
  on	
  the	
  most	
  difficult	
  and	
  resource	
  demanding	
  option	
  in	
  order	
  to	
  
highlight	
  the	
  capabilities	
  of	
  the	
  Big	
  Data	
  Appliance.	
  	
  	
  Thus	
  all	
  services	
  or	
  roles	
  (A,	
  B,	
  
&C)	
  with	
  the	
  additional	
  role	
  of	
  being	
  able	
  to	
  surface	
  out	
  Hadoop	
  services	
  to	
  
additional	
  SAS	
  compute	
  clusters	
  in	
  the	
  enterprise	
  were	
  deployed.	
  Hosting	
  all	
  
services	
  on	
  the	
  BDA	
  is	
  a	
  simpler,	
  cleaner	
  and	
  more	
  agile	
  architecture.	
  	
  	
  However,	
  



	
  

	
  

care	
  and	
  due	
  diligence	
  attention	
  to	
  resource	
  usage	
  and	
  consumption	
  will	
  be	
  key	
  to	
  a	
  
successful	
  implementation.	
  
	
  
Asymmetric	
  Model,	
  SAS	
  All	
  Inclusive	
  
Here	
  we’ve	
  conceptually	
  dialed	
  down	
  Cloudera	
  services	
  on	
  the	
  last	
  4	
  nodes	
  in	
  a	
  full	
  
18	
  node	
  configuration.	
  	
  The	
  SAS	
  High	
  Performance	
  Analytics	
  and	
  LASR	
  services	
  (role	
  
B	
  above)	
  are	
  running	
  below	
  on	
  nodes	
  15,	
  16,	
  17	
  18	
  with	
  SAS	
  Embedded	
  Processes	
  
(EP)	
  for	
  Hadoop	
  providing	
  HDFS/Hadoop	
  services	
  (role	
  A	
  above)	
  from	
  nodes	
  1-­‐14..	
  
Though	
  technically	
  not	
  “co-­‐located”,	
  the	
  compute	
  nodes	
  are	
  physically	
  co-­‐located	
  in	
  
the	
  same	
  Big	
  Data	
  Appliance	
  rack	
  using	
  the	
  high	
  speed,	
  low	
  latency	
  Infiniband	
  
network	
  backbone.	
  

	
  
Figure	
  9:	
  Asymmetric	
  Architecture,	
  SAS	
  All	
  Inclusive	
  

SAS	
  Compute	
  &	
  MidTier	
  Services	
  
In	
  the	
  SCA	
  configuration,	
  9	
  nodes	
  (bda110	
  –	
  bda118)	
  were	
  used.	
  Nodes	
  with	
  the	
  
fewest	
  (2	
  in	
  this	
  case)	
  Cloudera	
  roles	
  were	
  selected	
  to	
  host	
  the	
  SAS	
  
	
  compute	
  and	
  metadata	
  services	
  (bda115)	
  and	
  the	
  SAS	
  midtier	
  (bda116).	
  	
  	
  This	
  
image	
  shows	
  SAS	
  Visual	
  Analytics(VA)	
  Hub	
  midtier	
  hosted	
  from	
  bda116.	
  	
  	
  2	
  public	
  
SAS	
  LASR	
  servers	
  are	
  hosted	
  in	
  distributed	
  fashion	
  across	
  all	
  the	
  BDA	
  nodes	
  and	
  
available	
  to	
  VA	
  users.	
  
	
  



	
  

	
  

	
  
Figure	
  10:	
  SAS	
  Visual	
  Analytics	
  Hub	
  hosted	
  on	
  Big	
  Data	
  Appliance	
  	
  -­‐	
  LASR	
  Services	
  View	
  

Here	
  we	
  see	
  the	
  HDFS	
  file	
  system	
  surfaced	
  to	
  the	
  VA	
  users	
  (again	
  from	
  bda116	
  
midtier)	
  

	
  
Figure	
  11:	
  SAS	
  Visual	
  Analytics	
  Hub	
  hosted	
  on	
  Big	
  Data	
  Appliance	
  -­‐	
  HDFS	
  view	
  

The	
  general	
  architecture	
  idea	
  is	
  identical	
  regardless	
  of	
  the	
  BDA	
  configuration	
  
whether	
  it's	
  an	
  Oracle	
  Big	
  Data	
  Appliance	
  starter	
  rack	
  (6	
  nodes),	
  half	
  rack	
  (9	
  nodes),	
  
or	
  full	
  rack	
  (18	
  nodes).	
  	
  	
  BDA	
  configurations	
  can	
  grow	
  in	
  units	
  of	
  3	
  nodes.	
  	
  	
  	
  
	
  
Memory	
  Configurations	
  
	
  Additional	
  memory	
  can	
  be	
  installed	
  on	
  a	
  node	
  specific	
  basis	
  to	
  accommodate	
  
additional	
  SAS	
  services.	
  	
  	
  Likewise,	
  Cloudera	
  can	
  dial	
  down	
  Hadoop	
  CPU	
  &	
  memory	
  
consumption	
  on	
  a	
  node	
  specific	
  basis	
  (or	
  on	
  a	
  higher	
  level	
  Hadoop	
  service	
  specific	
  
basis)	
  
Flexible	
  Service	
  Configurations	
  
Larger	
  BDA	
  configurations	
  such	
  as	
  Figure	
  9	
  above	
  	
  demonstrates	
  the	
  flexibility	
  for	
  
certain	
  architectural	
  options	
  where	
  the	
  last	
  4	
  nodes	
  were	
  dedicated	
  to	
  SAS	
  service	
  
roles.	
  	
  Instead	
  of	
  turning	
  off	
  the	
  Cloudera	
  services	
  on	
  these	
  nodes,	
  the	
  YARN	
  
resource	
  manager	
  could	
  be	
  used	
  to	
  more	
  lightly	
  provision	
  the	
  Hadoop	
  services	
  on	
  



	
  

	
  

these	
  nodes	
  by	
  reducing	
  the	
  CPU	
  shares	
  or	
  memory	
  available.	
  	
  These	
  options	
  
provide	
  flexibility	
  to	
  accommodate	
  and	
  respond	
  to	
  real	
  time	
  feedback	
  by	
  easily	
  
enabling	
  change	
  or	
  modification	
  of	
  	
  the	
  various	
  roles	
  and	
  their	
  resource	
  
requirements.	
  
	
  

Installation	
  Guidelines	
  
The	
  SAS	
  installation	
  process	
  has	
  a	
  well-­‐defined	
  set	
  of	
  prerequisites	
  that	
  include	
  
tasks	
  to	
  predefine:	
  

• Hostname	
  selection,	
  port	
  info,	
  User	
  ID	
  creation	
  
• Checking/modifying	
  system	
  kernel	
  parameters	
  
• SSH	
  key	
  setup	
  (bi-­‐directional)	
  

Additional	
  tasks	
  include:	
  
• Obtain	
  SAS	
  installation	
  documentation	
  password	
  
• SAS	
  Plan	
  File	
  

The	
  general	
  order	
  of	
  the	
  components	
  for	
  the	
  install	
  in	
  the	
  test	
  scenario	
  were:	
  
• Prerequisites	
  and	
  environment	
  preparation	
  
• High	
  Performance	
  Computing	
  Management	
  Console	
  (HPCMC	
  –	
  this	
  is	
  not	
  the	
  

SAS	
  Management	
  Console).	
  	
  	
  This	
  is	
  a	
  web	
  based	
  service	
  that	
  facilitates	
  the	
  
creation	
  and	
  management	
  of	
  users,	
  groups	
  and	
  ssh	
  keys	
  

• SAS	
  High	
  Performance	
  Analytics	
  Environment	
  (TKGrid)	
  	
  
• SAS	
  Metadata,	
  Compute	
  and	
  Mid-­‐Tier	
  installation	
  
• SAS	
  Embedded	
  Processing	
  (EP)	
  for	
  Hadoop	
  and	
  Oracle	
  Database	
  Parallel	
  

Data	
  Extractors	
  (TKGrid_REP)	
  
• Stop	
  DataNode	
  Services	
  on	
  Primary	
  Namenode	
  

	
  
Install	
  to	
  Shared	
  Filesystem	
  
In	
  both	
  test	
  scenarios,	
  the	
  SAS	
  installation	
  was	
  done	
  on	
  an	
  NFS	
  share	
  accessible	
  to	
  
all	
  nodes	
  in,	
  for	
  example,	
  a	
  common	
  /sas	
  mount	
  point.	
  	
  	
  This	
  is	
  not	
  necessary	
  but	
  
simplifies	
  the	
  installation	
  processes	
  and	
  reduces	
  the	
  probabilities	
  for	
  introducing	
  
errors.	
  
	
  
For	
  SYD,	
  an	
  Oracle	
  ZFS	
  Storage	
  Appliance	
  7420	
  was	
  utilized	
  to	
  surface	
  the	
  NFS	
  
share;	
  the	
  7420	
  is	
  a	
  fully	
  integrated,	
  highly	
  performant	
  storage	
  subsystem	
  and	
  can	
  
be	
  tied	
  to	
  the	
  high	
  speed	
  Infiniband	
  network	
  fabric.	
  	
  The	
  installation	
  directory	
  
structure	
  was	
  similar	
  to:	
  
	
  
/sas	
  –	
  top	
  level	
  mount	
  point	
  
/sas/HPA	
  -­‐	
  This	
  directory	
  path	
  will	
  be	
  referred	
  to	
  as	
  $TKGRID	
  though	
  this	
  environment	
  variable	
  is	
  
not	
  meaningful	
  other	
  than	
  a	
  reference	
  pointer	
  in	
  this	
  document	
  

• TKGrid	
  (for	
  SAS	
  High	
  Performance	
  Analytics,	
  LASR,	
  MPI)	
  
• TKGrid_REP	
  –	
  SAS	
  Embedded	
  Processing	
  (EP)	
  

/sas/SASHome/{compute,	
  midtier}	
  –	
  installation	
  binaries	
  for	
  sas	
  compute,	
  midtier	
  
/sas/bda-­‐{au-­‐us}	
  for	
  SAS	
  CONFIG,	
  OMR,	
  site	
  specific	
  data	
  
/sas/depot	
  –	
  SAS	
  software	
  depot	
  



	
  

	
  

	
  
SAS	
  EP	
  for	
  Hadoop	
  Merged	
  XML	
  config	
  files	
  	
  
The	
  SAS	
  EP	
  for	
  Hadoop	
  consumers	
  need	
  access	
  to	
  the	
  merged	
  content	
  of	
  the	
  XML	
  
config	
  files	
  located	
  in	
  $TKGRID/TKGrid_REP/hdcfg.xml	
  (where	
  TKGrid	
  launches	
  
from)	
  in	
  the	
  POC	
  effort.	
  	
  The	
  handful	
  of	
  properties	
  needed	
  to	
  override	
  the	
  full	
  set	
  of	
  
XML	
  files	
  for	
  the	
  TKGrid	
  install	
  is	
  listed	
  below.	
  	
  The	
  High	
  Availability	
  features	
  
needed	
  the	
  HDFS	
  URL	
  properties	
  handled	
  differently	
  and	
  those	
  are	
  the	
  ones	
  needed	
  
to	
  overload	
  fs.defaultFS	
  for	
  HA.	
  	
  Note:	
  there	
  are	
  site	
  specific	
  references	
  such	
  as	
  the	
  
cluster	
  name	
  (bda1h2-­‐ns)	
  and	
  node	
  names	
  (bda110.osc.us.oracle.com)	
  
<property> 
    <name>fs.defaultFS</name> 
    <value>hdfs://bda1h2-ns</value> 
  </property> 
  <property> 
    <name>dfs.nameservices</name> 
    <value>bda1h2-ns</value> 
  </property> 
  <property> 
    <name>dfs.client.failover.proxy.provider.bda1h2-ns</name> 
 <value>org.apache.hadoop.hdfs.server.namenode.ha.ConfiguredFailoverProxyProvider</value> 
  </property> 
  <property> 
    <name>dfs.ha.automatic-failover.enabled.bda1h2-ns</name> 
    <value>true</value> 
  </property> 
  <property> 
    <name>dfs.ha.namenodes.bda1h2-ns</name> 
    <value>namenode3,namenode41</value> 
  </property> 
  <property> 
    <name>dfs.namenode.rpc-address.bda1h2-ns.namenode3</name> 
    <value>bda110.osc.us.oracle.com:8020</value> 
  </property> 
  <property> 
    <name>dfs.namenode.servicerpc-address.bda1h2-ns.namenode3</name> 
    <value>bda110.osc.us.oracle.com:8022</value> 
  </property> 
  <property> 
    <name>dfs.namenode.http-address.bda1h2-ns.namenode3</name> 
    <value>bda110.osc.us.oracle.com:50070</value> 
  </property> 
  <property> 
    <name>dfs.namenode.https-address.bda1h2-ns.namenode3</name> 
    <value>bda110.osc.us.oracle.com:50470</value> 
  </property> 
  <property> 
    <name>dfs.namenode.rpc-address.bda1h2-ns.namenode41</name> 
    <value>bda111.osc.us.oracle.com:8020</value> 
  </property> 
  <property> 
    <name>dfs.namenode.servicerpc-address.bda1h2-ns.namenode41</name> 
    <value>bda111.osc.us.oracle.com:8022</value> 
  </property> 
  <property> 
    <name>dfs.namenode.http-address.bda1h2-ns.namenode41</name> 
    <value>bda111.osc.us.oracle.com:50070</value> 
  </property> 
  <property> 
    <name>dfs.namenode.https-address.bda1h2-ns.namenode41</name> 
    <value>bda111.osc.us.oracle.com:50470</value> 
  </property> 
  <property> 
    <name>dfs.client.use.datanode.hostname</name> 
    <value>true</value> 
  </property> 
  <property> 



	
  

	
  

    <name>dfs.datanode.data.dir</name> 
    <value>file://dfs/dn</value> 
  </property> 
 

JRE	
  Specification	
  
One	
  easy	
  mistake	
  in	
  the	
  SAS	
  Hadoop	
  EP	
  configuration	
  (TKGrid_REP)	
  is	
  to	
  in	
  

advertently	
  specify	
  the	
  Java	
  JDK	
  instead	
  of	
  the	
  JRE	
  for	
  JAVA_HOME	
  in	
  the	
  	
  
$TKGrid/TKGrid_REP/tkmpirsh.sh	
  configuration.	
  	
  	
  

	
  
Stop	
  DataNode	
  Services	
  on	
  Primary	
  NameNode	
  
The	
  SAS/Hadoop	
  Root	
  Node	
  runs	
  on	
  the	
  Primary	
  NameNode	
  and	
  directs	
  SAS	
  HDFS	
  
I/O	
  but	
  does	
  not	
  utilize	
  the	
  datanode	
  on	
  which	
  the	
  root	
  node	
  is	
  running.	
  	
  	
  Thus,	
  it	
  is	
  
reasonable	
  to	
  turn	
  off	
  datanode	
  services.	
  	
  	
  If	
  the	
  namenode	
  does	
  a	
  failover	
  to	
  the	
  
secondary,	
  a	
  sas	
  job	
  should	
  continue	
  to	
  run.	
  	
  	
  As	
  long	
  as	
  replicas==3,	
  there	
  should	
  be	
  
no	
  issue	
  with	
  data	
  integrity	
  (SAS	
  HDFS	
  may	
  have	
  written	
  blocks	
  to	
  the	
  newly	
  failed	
  
over	
  datanode	
  but	
  will	
  still	
  be	
  able	
  to	
  locate	
  the	
  blocks	
  from	
  the	
  replicas.	
  
	
  

Installation	
  Validation	
  
Check	
  with	
  SAS	
  Tech	
  Support	
  for	
  SAS	
  Visual	
  Analytics	
  validation	
  guides.	
  	
  VA	
  training	
  
classes	
  have	
  demos	
  and	
  examples	
  that	
  	
  can	
  be	
  used	
  as	
  simple	
  validation	
  guides	
  to	
  
ensure	
  that	
  the	
  front	
  end	
  GUI	
  is	
  properly	
  communicating	
  through	
  the	
  midtier	
  to	
  the	
  
backend	
  SAS	
  services.	
  	
  	
  
	
  
Distributed	
  High	
  Performance	
  Analytics	
  MPI	
  Communications	
  
2	
  commands	
  can	
  be	
  used	
  for	
  simple	
  HPA	
  MPI	
  communications	
  ring	
  validation:	
  
mpirun	
  and	
  gridmon.sh	
  
Use	
  a	
  command	
  similar	
  to:	
  	
  
$TKGRID/mpich2-install/bin/mpirun –f /etc/gridhosts 
hostname 

hostname(1)	
  output	
  should	
  be	
  returned	
  from	
  all	
  nodes	
  that	
  
are	
  part	
  of	
  the	
  HPA	
  grid.	
  	
  	
  
The	
  TKGrid	
  monitoring	
  tool,	
  $TKGRID/bin/gridmon.sh	
  
(requires	
  the	
  ability	
  to	
  run	
  X)	
  is	
  a	
  good	
  validation	
  exercise	
  as	
  
this	
  good	
  test	
  of	
  the	
  MPI	
  ring	
  plumbing	
  and	
  uses	
  and	
  exercises	
  
the	
  same	
  communication	
  processes	
  as	
  LASR.	
  	
  This	
  is	
  a	
  very	
  
useful	
  utility	
  to	
  collectively	
  understand	
  the	
  performance	
  and	
  
resource	
  consumption	
  and	
  utilization	
  of	
  the	
  SAS	
  HPA	
  jobs.	
  	
  	
  
	
  
Figure	
  12	
  shows	
  gridmon.sh	
  CPU	
  utilization	
  of	
  the	
  current	
  
running	
  jobs	
  running	
  in	
  the	
  SCA	
  9	
  node	
  setup	
  (bda110	
  –	
  
bda118)	
  .	
  	
  All	
  nodes	
  except	
  bda110	
  are	
  busy	
  –	
  due	
  to	
  the	
  fact	
  
the	
  SAS	
  root	
  node	
  (which	
  co-­‐exists	
  on	
  Hadoop	
  Namenode)	
  
does	
  not	
  send	
  data	
  to	
  this	
  datanode.	
  	
  	
  	
  
SAS	
  Validation	
  to	
  HDFS	
  and	
  Hive	
  	
  
Several	
  simplified	
  validation	
  tests	
  are	
  provide	
  below	
  which	
  bi-­‐
directionally	
  exercises	
  the	
  major	
  connection	
  points	
  to	
  both	
  hdfs	
  &	
  hive.	
  	
  These	
  tests	
  

Figure	
  12:	
  SAS	
  gridmon.sh	
  to	
  
validate	
  HPA	
  communications	
  



	
  

	
  

use:	
  
• Standard	
  data	
  step	
  to/from	
  HDFS	
  &	
  Hive	
  
• DS2	
  (data	
  step2)	
  to/from	
  HDFS	
  &	
  Hive	
  

o Using	
  TKGrid	
  to	
  directly	
  access	
  SASHDAT	
  
o Using	
  Hadoop	
  EP	
  (Embedded	
  Processing)	
  	
  
	
  

Standard	
  Data	
  Step	
  to	
  HDFS	
  via	
  EP	
  	
  
ds1_hdfs.sas	
  	
  
libname hdp_lib hadoop	
  
  server="bda113.osc.us.oracle.com"	
  
  user=&hadoop_user      ! Note: no quotes needed	
  
  HDFS_METADIR="/user/&hadoop_user"	
  
  HDFS_DATADIR="/user/&hadoop_user"	
  
  HDFS_TEMPDIR="/user/&hadoop_user" ;	
  
 
options msglevel=i;	
  
options dsaccel='any';	
  
 	
  
proc delete data=hdp_lib.cars;run;	
  
proc delete data=hdp_lib.cars_out;run;	
  
 	
  
data hdp_lib.cars;	
  

set sashelp.cars;	
  
run;	
  
 	
  
data hdp_lib.cars_out;	
  

set hdp_lib.cars;	
  
run;	
  
 
Excerpt	
  from	
  sas	
  log	
  
2   libname hdp_lib hadoop 
3       server="bda113.osc.us.oracle.com" 
4       user=&hadoop_user 
5       HDFS_TEMPDIR="/user/&hadoop_user" 
6       HDFS_METADIR="/user/&hadoop_user" 
7       HDFS_DATADIR="/user/&hadoop_user"; 
NOTE: Libref HDP_LIB was successfully assigned as follows: 
      Engine:        HADOOP 
      Physical Name: /user/sas 
 
NOTE: Attempting to run DATA Step in Hadoop. 
NOTE: Data Step code for the data set "HDP_LIB.CARS_OUT" was executed in the 
Hadoop EP environment. 
NOTE: DATA statement used (Total process time): 
      real time           28.08 seconds 
      user cpu time       0.04 seconds 
      system cpu time     0.04 seconds 
…. 
Hadoop Job (HDP_JOB_ID), job_1413165658999_0001, SAS Map/Reduce Job, 
      
http://bda112.osc.us.oracle.com:8088/proxy/application_1413165658999_0001/ 
Hadoop Job (HDP_JOB_ID), job_1413165658999_0001, SAS Map/Reduce Job, 
http://bda112.osc.us.oracle.com:8088/proxy/application_1413165658999_0001/ 
    Hadoop Version         User 
    2.3.0-cdh5.1.2         sas 
Started At                     Finished At 
Oct 13, 2014 11:07:01 AM       Oct 13, 2014 11:07:27 AM 



	
  

	
  

 	
  
Standard	
  Data	
  Step	
  to	
  Hive	
  via	
  EP	
  
ds1_hive.sas	
  (node	
  “4”	
  is	
  typically	
  the	
  Hive	
  server	
  in	
  BDA)	
  
libname hdp_lib hadoop 
  server="bda113.osc.us.oracle.com" 
  user=&hadoop_user 
  db=&hadoop_user; 
  
options msglevel=i; 
options dsaccel='any'; 
  
proc delete data=hdp_lib.cars;run; 
proc delete data=hdp_lib.cars_out;run; 
  
data hdp_lib.cars; 

set sashelp.cars; 
run; 
  
data hdp_lib.cars_out; 

set hdp_lib.cars; 
run; 
 
Excerpt	
  from	
  sas	
  log	
  
2   libname hdp_lib hadoop 
3      server="bda113.osc.us.oracle.com" 
4      user=&hadoop_user 
5      db=&hadoop_user; 
NOTE: Libref HDP_LIB was successfully assigned as follows: 
      Engine:        HADOOP 
      Physical Name: jdbc:hive2://bda113.osc.us.oracle.com:10000/sas 
… 
18 
19         data hdp_lib.cars_out; 
20         set hdp_lib.cars; 
21         run; 
 
NOTE: Attempting to run DATA Step in Hadoop. 
NOTE: Data Step code for the data set "HDP_LIB.CARS_OUT" was executed in the 
Hadoop EP environment. 
… 
         Hadoop Job (HDP_JOB_ID), job_1413165658999_0002, SAS Map/Reduce Job, 
      
http://bda112.osc.us.oracle.com:8088/proxy/application_1413165658999_0002/ 
         Hadoop Job (HDP_JOB_ID), job_1413165658999_0002, SAS Map/Reduce Job, 
http://bda112.osc.us.oracle.com:8088/proxy/application_1413165658999_0002/ 
         Hadoop Version         User 
         2.3.0-cdh5.1.2         sas 
	
  

Use	
  DS2	
  (data	
  step2)	
  to/from	
  HDFS	
  &	
  Hive	
  
Employing	
  the	
  same	
  methodology	
  but	
  using	
  SAS	
  DS2	
  (data	
  step2),	
  each	
  of	
  the	
  2	
  
(HDFS,	
  Hive)	
  tests	
  runs	
  the	
  4	
  combinations:	
  

• 1)	
  Uses	
  TKGrid	
  (no	
  EP)	
  for	
  read	
  and	
  write	
  	
  
• 2)	
  EP	
  for	
  read,	
  TKGrid	
  for	
  write	
  
• 3)	
  TKGrid	
  for	
  read,	
  EP	
  for	
  write	
  
• 4)	
  EP	
  (no	
  TKGrid)	
  for	
  read	
  and	
  write	
  	
  



	
  

	
  

This	
  should	
  test	
  all	
  combinations	
  of	
  TKGrid	
  and	
  EP	
  in	
  both	
  directions.	
  Note:	
  
performance	
  nodes=ALL	
  details	
  below	
  forces	
  TKGrid	
  
	
  
	
  ds2_hdfs.sas	
  	
  
libname tst_lib hadoop	
  
  server="&hive_server"	
  
  user=&hadoop_user	
  
  HDFS_METADIR="/user/&hadoop_user"	
  
  HDFS_DATADIR="/user/&hadoop_user"	
  
  HDFS_TEMPDIR="/user/&hadoop_user" 	
  
 ;	
  
 	
  
proc datasets lib=tst_lib;	
  
  delete tstdat1; run;	
  
quit;	
  
 	
  
data tst_lib.tstdat1 work.tstdat1;	
  
  array x{10};	
  
  do g1=1 to 2;	
  
   do g2=1 to 2;	
  
    do i=1 to 10;	
  
      x{i} = ranuni(0);	
  
      y=put(x{i},best12.);	
  
      output;	
  
      end;	
  
    end;	
  
   end;	
  
  run;	
  
 	
  
proc delete data=tst_lib.output3;run;	
  
proc delete data=tst_lib.output4;run;	
  
 	
  
/* DS2 #1 – TKGrid for read and write */ 
proc hpds2 in=work.tstdat1 out=work.output;	
  
   performance nodes=ALL details; 	
  
  data DS2GTF.out; method run(); set DS2GTF.in; end; enddata;	
  
run;	
  
 	
  
/* DS2 #2 – EP for read, TKGrid for write */ 
proc hpds2 in=tst_lib.tstdat1 out=work.output2;	
  
  data DS2GTF.out; method run(); set DS2GTF.in; end; enddata;	
  
run;	
  
 	
  
/* DS2 #3 – TKGrid for read, EP for write */ 
proc hpds2 in=work.tstdat1 out=tst_lib.output3;	
  
  data DS2GTF.out; method run(); set DS2GTF.in; end; enddata;	
  
run;	
  
 	
  
/* DS2 #4 – EP for read and write */ 
proc hpds2 in=tst_lib.tstdat1 out=tst_lib.output4;	
  
  data DS2GTF.out; method run(); set DS2GTF.in; end; enddata;	
  
run;	
  
 	
  
Excerpts	
  for	
  corresponding	
  sas	
  log	
  and	
  lst	
  
 



	
  

	
  

DS2	
  #1	
  –	
  TKGrid	
  for	
  read	
  and	
  write	
  	
  
LOG	
  
30  proc hpds2 in=work.tstdat1 out=work.output; 
31     performance nodes=ALL details; 
32     data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
33  run; 
 
NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: There were 40 observations read from the data set WORK.TSTDAT1. 
NOTE: The data set WORK.OUTPUT has 40 observations and 14 variables. 

 
LST	
  
           The HPDS2 Procedure 
         Performance Information 
Host Node                     bda110 
Execution Mode                Distributed 
Number of Compute Nodes       8 
Number of Threads per Node    24 
 
         Data Access Information 
  Data            Engine    Role      Path 
  WORK.TSTDAT1    V9        Input     From Client 
  WORK.OUTPUT     V9        Output    To Client 
 
          Procedure Task Timing 
 Task                                  Seconds     Percent 
 Startup of Distributed Environment     4.87     99.91% 
 Data Transfer from Client              0.00      0.09% 
 

DS2	
  #2	
  –	
  EP	
  for	
  read,	
  TKGrid	
  for	
  write 	
  
LOG	
  
36  proc hpds2 in=tst_lib.tstdat1 out=work.output2; 
37     data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
38  run; 
NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: The data set WORK.OUTPUT2 has 40 observations and 14 variables. 
 

LST	
  
           The HPDS2 Procedure 
         Performance Information 
Host Node                     bda110      
Execution Mode                Distributed 
Number of Compute Nodes       8           
Number of Threads per Node    24          
 
 
         Data Access Information 
 Data              Engine  Role    Path 
 TST_LIB.TSTDAT1   HADOOP  Input   Parallel, Asymmetric   ! 	
  ! 	
  ! 	
  EP 
 WORK.OUTPUT2      V9      Output  To Client            
 
DS2	
  #3	
  -­‐	
  	
  TKGrid	
  for	
  read,	
  EP	
  for	
  write	
  	
  
LOG	
  
40  proc hpds2 in=work.tstdat1 out=tst_lib.output3; 
41     data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
42  run; 
 



	
  

	
  

NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: The data set TST_LIB.OUTPUT3 has 40 observations and 14 variables. 
NOTE: There were 40 observations read from the data set WORK.TSTDAT1. 
 

LST	
  
           The HPDS2 Procedure 
         Performance Information 
Host Node                     bda110      
Execution Mode                Distributed 
Number of Compute Nodes       8           
Number of Threads per Node    24          
 
         Data Access Information 
 Data              Engine  Role    Path 
 WORK.TSTDAT1      V9      Input   From Client          
 TST_LIB.OUTPUT3   HADOOP  Output  Parallel, Asymmetric   ! 	
  ! 	
  ! 	
  EP 
 
DS2	
  #4	
  -­‐	
  EP	
  for	
  read	
  and	
  write	
  
LOG	
  
44  proc hpds2 in=tst_lib.tstdat1 out=tst_lib.output4; 
45     data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
46  run; 
 
NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: The data set TST_LIB.OUTPUT4 has 40 observations and 14 variables. 

 
LST	
  
           The HPDS2 Procedure 
         Performance Information 
Host Node                     bda110      
Execution Mode                Distributed 
Number of Compute Nodes       8           
Number of Threads per Node    24          
 
         Data Access Information 
 Data             Engine  Role    Path 
 TST_LIB.TSTDAT1  HADOOP  Input   Parallel, Asymmetric   ! 	
  ! 	
  ! 	
  EP 
 TST_LIB.OUTPUT4  HADOOP  Output  Parallel, Asymmetric   ! 	
  ! 	
  ! 	
  EP 
 

DS2	
  to	
  Hive	
  
This	
  is	
  the	
  same	
  test	
  as	
  above	
  only	
  with	
  hive;	
  this	
  should	
  test	
  all	
  combinations	
  of	
  
TKGrid	
  and	
  EP	
  in	
  both	
  directions.	
  Note:	
  performance	
  nodes=ALL	
  details	
  below	
  
forces	
  TKGrid	
  
ds2_hive.sas	
  	
  
libname tst_lib hadoop	
  
  server="&hive_server"	
  
  user=&hadoop_user	
  
  db="&hadoop_user";	
  
 	
  
proc datasets lib=tst_lib;	
  
  delete tstdat1; run;	
  
quit;	
  
 	
  
data tst_lib.tstdat1 work.tstdat1;	
  
  array x{10};	
  



	
  

	
  

  do g1=1 to 2;	
  
   do g2=1 to 2;	
  
    do i=1 to 10;	
  
      x{i} = ranuni(0);	
  
      y=put(x{i},best12.);	
  
      output;	
  
      end;	
  
    end;	
  
   end;	
  
  run;	
  
  	
  
proc delete data=tst_lib.output3;run;	
  
proc delete data=tst_lib.output4;run;	
  
 	
  
/* DS2 #1 – TKGrid for read and write */ 
proc hpds2 in=work.tstdat1 out=work.output;	
  
   performance nodes=ALL details; 	
  
  data DS2GTF.out; method run(); set DS2GTF.in; end; enddata;	
  
run;	
  
 	
  
/* DS2 #2 – EP for read, TKGrid for write */ 
 
proc hpds2 in=tst_lib.tstdat1 out=work.output2;	
  
  data DS2GTF.out; method run(); set DS2GTF.in; end; enddata;	
  
run;	
  
 	
  
/* DS2 #3 – TKGrid for read, EP for write */ 
proc hpds2 in=work.tstdat1 out=tst_lib.output3;	
  
  data DS2GTF.out; method run(); set DS2GTF.in; end; enddata;	
  
run;	
  
 	
  
/* DS2 #4 – EP for read and write */ 
proc hpds2 in=tst_lib.tstdat1 out=tst_lib.output4;	
  
  data DS2GTF.out; method run(); set DS2GTF.in; end; enddata;	
  
	
  
DS2	
  #1	
  –	
  TKGrid	
  for	
  read	
  and	
  write	
  	
  
LOG	
  
28  proc hpds2 in=work.tstdat1 out=work.output; 
29     performance nodes=ALL details; 
30     data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
31  run; 
 
NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: There were 40 observations read from the data set WORK.TSTDAT1. 
NOTE: The data set WORK.OUTPUT has 40 observations and 14 variables. 

 
LST	
  
           The HPDS2 Procedure 
         Performance Information 
Host Node                     bda110      
Execution Mode                Distributed 
Number of Compute Nodes       8           
Number of Threads per Node    24          
 
       Data Access Information 
Data            Engine    Role      Path 



	
  

	
  

WORK.TSTDAT1    V9        Input     From Client 
WORK.OUTPUT     V9        Output    To Client   
 
           Procedure Task Timing  
Task                                    Seconds  Percent 
Startup of Distributed Environment      4.91     99.91%  
Data Transfer from Client               0.00      0.09% 

	
  
DS2	
  #2	
  –	
  EP	
  for	
  read,	
  TKGrid	
  for	
  write 
LOG	
  
34         proc hpds2 in=tst_lib.tstdat1 out=work.output2; 
35           data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
36         run; 
 
NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: The data set WORK.OUTPUT2 has 40 observations and 14 variables. 

 
LST	
  
          The HPDS2 Procedure         
        Performance Information 
Host Node                     bda110      
Execution Mode                Distributed 
Number of Compute Nodes       8           
Number of Threads per Node    24          
 
       Data Access Information 
Data               Engine    Role      Path 
TST_LIB.TSTDAT1    HADOOP    Input     Parallel, Asymmetric   ! 	
  ! 	
  ! 	
  EP 
WORK.OUTPUT2       V9        Output    To Client            
 
DS2	
  #3	
  -­‐	
  	
  TKGrid	
  for	
  read,	
  EP	
  for	
  write	
  	
  
LOG	
  
38  proc hpds2 in=work.tstdat1 out=tst_lib.output3; 
39     data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
40  run; 
 
NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: The data set TST_LIB.OUTPUT3 has 40 observations and 14 variables. 
NOTE: There were 40 observations read from the data set WORK.TSTDAT1. 
 

LST	
  
        The HPDS2 Procedure 
      Performance Information 
Host Node                     bda110      
Execution Mode                Distributed 
Number of Compute Nodes       8           
Number of Threads per Node    24          
 
       Data Access Information 
Data               Engine    Role      Path 
WORK.TSTDAT1       V9        Input     From Client          
TST_LIB.OUTPUT3    HADOOP    Output    Parallel, Asymmetric   ! 	
  ! 	
  ! 	
  EP 
 

DS2	
  #4	
  -­‐	
  EP	
  for	
  read	
  and	
  write	
  
LOG	
  
42  proc hpds2 in=tst_lib.tstdat1 out=tst_lib.output4; 
43     data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 



	
  

	
  

44  run; 
 
NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: The data set TST_LIB.OUTPUT4 has 40 observations and 14 variables. 
 
LST	
  
      The HPDS2 Procedure 
    Performance Information 
Host Node                     bda110      
Execution Mode                Distributed 
Number of Compute Nodes       8           
Number of Threads per Node    24          
 
       Data Access Information 
Data               Engine    Role      Path 
TST_LIB.TSTDAT1    HADOOP    Input     Parallel, Asymmetric   ! 	
  ! 	
  ! 	
  EP 
TST_LIB.OUTPUT4    HADOOP    Output    Parallel, Asymmetric   ! 	
  ! 	
  ! 	
  EP 
 
SAS	
  Validation	
  to	
  Oracle	
  Exadata	
  for	
  Parallel	
  Data	
  Feeders	
  	
  
Parallel	
  data	
  extraction	
  /	
  loads	
  to	
  Oracle	
  Exadata	
  for	
  distributed	
  SAS	
  High	
  
Performance	
  Analytics	
  are	
  also	
  done	
  through	
  the	
  SAS	
  EP	
  (Embedded	
  Processes)	
  
infrastructure	
  but	
  would	
  be	
  SAS	
  EP	
  for	
  Oracle	
  Database	
  instead	
  of	
  SAS	
  EP	
  for	
  
Hadoop	
  .	
  	
  
	
  
This	
  test	
  is	
  similar	
  to	
  previous	
  example	
  but	
  with	
  using	
  SAS	
  EP	
  for	
  Oracle.	
  Sample	
  
excerpts	
  from	
  the	
  sas	
  log	
  and	
  lst	
  files	
  are	
  included	
  for	
  comparison	
  purposes.	
  
	
  
oracle-­‐ep-­‐test.sas	
  
%let server="bda110"; 
%let gridhost=&server; 
%let install="/sas/HPA/TKGrid"; 
 
option set=GRIDHOST      =&gridhost; 
option set=GRIDINSTALLLOC=&install; 
 
libname exa oracle user=hps pass=welcome1 path=saspdb; 
 
options sql_ip_trace=(all); 
options sastrace=",,,d" sastraceloc=saslog; 
 
proc datasets lib=exa; 
  delete tstdat1 tstdat1out; run; 
quit; 
 
data exa.tstdat1 work.tstdat1; 
  array x{10}; 
  do g1=1 to 2; 
   do g2=1 to 2; 
    do i=1 to 10; 
      x{i} = ranuni(0); 
      y=put(x{i},best12.); 
      output; 
      end; 
    end; 



	
  

	
  

   end; 
  run; 
 
/* DS2 #1 – No TKGrid( non-distributed) for read and write */ 
proc hpds2 in=work.tstdat1 out=work.tstdat1out; 
   data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
run; 
 
/* DS2 #2 – TKGrid for read and write */ 
proc hpds2 in=work.tstdat1 out=work.tstdat2out; 
   performance nodes=ALL details;   
   data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
run; 
 
/* DS2 #3 – Parallel read via SAS EP from Exadata */ 
proc hpds2 in=exa.tstdat1 out=work.tstdat3out; 
   data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
run; 
 
/* DS2 #4 - #3 + alternate way to set DB Degree of Parallelism(DOP) */  
proc hpds2 in=exa.tstdat1 out=work.tstdat4out; 
   performance effectiveconnections=8 details;   
   data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
run; 
 
/* DS2 #5 – Parallel read+write via SAS EP w/ DOP=36 */ 
proc hpds2 in=exa.tstdat1 out=exa.tstdat1out; 
   performance effectiveconnections=36 details;   
   data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
run; 
 
Excerpt	
  from	
  sas	
  log	
  
17         data exa.tstdat1 work.tstdat1; 
18           array x{10}; 
19           do g1=1 to 2; 
20            do g2=1 to 2; 
21             do i=1 to 10; 
22               x{i} = ranuni(0); 
23               y=put(x{i},best12.); 
24               output; 
25               end; 
26             end; 
27            end; 
28           run; 
…. 
ORACLE_8: Executed: on connection 2 30 1414877391 no_name 0 DATASTEP 
CREATE TABLE TSTDAT1(x1 NUMBER ,x2 NUMBER ,x3 NUMBER ,x4 NUMBER ,x5 NUMBER ,x6 
NUMBER ,x7 NUMBER ,x8 NUMBER ,x9 NUMBER ,x10 NUMBER  
,g1 NUMBER ,g2 NUMBER ,i NUMBER ,y VARCHAR2 (48)) 31 1414877391 no_name 0 
DATASTEP 
  32 1414877391 no_name 0 DATASTEP 
  33 1414877391 no_name 0 DATASTEP 
ORACLE_9: Prepared: on connection 2 34 1414877391 no_name 0 DATASTEP 
INSERT  INTO TSTDAT1 (x1,x2,x3,x4,x5,x6,x7,x8,x9,x10,g1,g2,i,y) VALUES 
(:x1,:x2,:x3,:x4,:x5,:x6,:x7,:x8,:x9,:x10,:g1,:g2,:i,:y) 35  
1414877391 no_name 0 DATASTEP 
NOTE: The data set WORK.TSTDAT1 has 40 observations and 14 variables. 
NOTE: DATA statement used (Total process time): 
 



	
  

	
  

Note:	
  Exadata	
  not	
  used	
  for	
  next	
  2	
  hpds2	
  procs	
  but	
  	
  included	
  to	
  highlight	
  effect	
  of	
  
performance	
  nodes=ALL	
  pragma	
  	
  
	
  
DS2	
  #1	
  –	
  No	
  TKGrid(	
  non-­‐distributed)	
  for	
  read	
  and	
  write 
LOG	
  
30         proc hpds2 in=work.tstdat1 out=work.tstdat1out; 
31            data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
32         run; 
 
NOTE: The HPDS2 procedure is executing in single-machine mode. 
NOTE: There were 40 observations read from the data set WORK.TSTDAT1. 
NOTE: The data set WORK.TSTDAT1OUT has 40 observations and 14 variables. 

LST	
  
           The HPDS2 Procedure 
         Performance Information 
Execution Mode       Single-Machine 
Number of Threads    4              
 
Data Access Information 
Data               Engine    Role      Path 
WORK.TSTDAT1       V9        Input     On Client 
WORK.TSTDAT1OUT    V9        Output    On Client 
 
DS2	
  #2	
  –	
  TKGrid	
  for	
  read	
  and	
  write	
  
LOG	
  
34         proc hpds2 in=work.tstdat1 out=work.tstdat2out; 
35            performance nodes=ALL details; 
36            data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
37         run; 
 
NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: There were 40 observations read from the data set WORK.TSTDAT1. 
NOTE: The data set WORK.TSTDAT2OUT has 40 observations and 14 variables. 
 

LST	
  
           The HPDS2 Procedure 
         Performance Information 
Host Node                     bda110      
Execution Mode                Distributed 
Number of Compute Nodes       8           
Number of Threads per Node    24          
 
Data Access Information 
Data               Engine    Role      Path 
WORK.TSTDAT1       V9        Input     From Client 
WORK.TSTDAT2OUT    V9        Output    To Client   
 
Procedure Task Timing 
Task                                    Seconds     Percent 
Startup of Distributed Environment         4.88     99.75%  
Data Transfer from Client                  0.01      0.25%  
 

DS2	
  #3	
  –	
  Parallel	
  read	
  via	
  SAS	
  EP	
  from	
  Exadata	
  	
  
LOG	
  
38          
  55 1414877396 no_name 0 HPDS2    
ORACLE_14: Prepared: on connection 0 56 1414877396 no_name 0 HPDS2    
SELECT * FROM TSTDAT1 57 1414877396 no_name 0 HPDS2    



	
  

	
  

  58 1414877396 no_name 0 HPDS2    
39         proc hpds2 in=exa.tstdat1 out=work.tstdat3out; 
40            data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
41         run; 
 
NOTE: Run Query: select synonym_name from all_synonyms where owner='PUBLIC' and  
synonym_name = 'SASEPFUNC' 
NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: Connected to: host= saspdb user= hps database= . 
…. 
NOTE: SELECT "X1", "X2", "X3", "X4", "X5", "X6", "X7", "X8", "X9", "X10", "G1", 
"G2", "I", "Y" from hps.TSTDAT1 
NOTE: table gridtf.out;dcl double "X1";dcl double "X2";dcl double "X3";dcl 
double "X4";dcl double "X5";dcl double "X6";dcl double  
"X7";dcl double "X8";dcl double "X9";dcl double "X10";dcl double "G1";dcl 
double "G2";dcl double "I";dcl varchar(48) "TY"; dcl  
char(48) CHARACTER SET "latin1" "Y"; drop "TY";method run();set sasep.in;"Y" =  
"TY";output;end;endtable; 
NOTE: create table sashpatemp714177955_26633 parallel(degree 96) as select * 
from table( SASEPFUNC( cursor( select /*+  
PARALLEL(hps.TSTDAT1,96) */ "X1", "X2", "X3", "X4", "X5", "X6", "X7", "X8", 
"X9", "X10", "G1", "G2", "I", "Y" as "TY" from  
hps.TSTDAT1), '*SASHPA*', 'GRIDWRITE', 'matchmaker=bda110:43831 port=45956 
debug=2', 'future' ) ) 
NOTE: The data set WORK.TSTDAT3OUT has 40 observations and 14 variables. 
NOTE: The PROCEDURE HPDS2 printed page 3. 
NOTE: PROCEDURE HPDS2 used (Total process time): 
 

LST	
  
          The HPDS2 Procedure         
        Performance Information 
Host Node                     bda110      
Execution Mode                Distributed 
Number of Compute Nodes       8           
Number of Threads per Node    24          
 
Data Access Information 
Data               Engine    Role      Path 
EXA.TSTDAT1        ORACLE    Input     Parallel, Asymmetric   ! ! ! EP 
WORK.TSTDAT3OUT    V9        Output    To Client            
 
DS2	
  #4	
  –	
  same	
  as	
  #3	
  but	
  alternate	
  way	
  to	
  set	
  DB	
  Degree	
  of	
  Parallelism(DOP)	
  	
  
LOG	
  
59 1414877405 no_name 0 HPDS2    
ORACLE_15: Prepared: on connection 0 60 1414877405 no_name 0 HPDS2    
SELECT * FROM TSTDAT1 61 1414877405 no_name 0 HPDS2    
  62 1414877405 no_name 0 HPDS2    
45         proc hpds2 in=exa.tstdat1 out=work.tstdat4out; 
46            performance effectiveconnections=8 details; 
47            data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
48         run; 
 
NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: Connected to: host= saspdb user= hps database= . 
…... 
NOTE: SELECT "X1", "X2", "X3", "X4", "X5", "X6", "X7", "X8", "X9", "X10", "G1", 
"G2", "I", "Y" from hps.TSTDAT1 
NOTE: table gridtf.out;dcl double "X1";dcl double "X2";dcl double "X3";dcl 
double "X4";dcl double "X5";dcl double "X6";dcl double  



	
  

	
  

"X7";dcl double "X8";dcl double "X9";dcl double "X10";dcl double "G1";dcl 
double "G2";dcl double "I";dcl varchar(48) "TY"; dcl  
char(48) CHARACTER SET "latin1" "Y"; drop "TY";method run();set sasep.in;"Y" =  
"TY";output;end;endtable; 
NOTE: create table sashpatemp2141531154_26854 parallel(degree 8) as select * 
from table( SASEPFUNC( cursor( select /*+  
PARALLEL(hps.TSTDAT1,8) */ "X1", "X2", "X3", "X4", "X5", "X6", "X7", "X8", 
"X9", "X10", "G1", "G2", "I", "Y" as "TY" from  
hps.TSTDAT1), '*SASHPA*', 'GRIDWRITE', 'matchmaker=bda110:31809 port=16603 
debug=2', 'future' ) ) 
NOTE: The data set WORK.TSTDAT4OUT has 40 observations and 14 variables. 

LST	
  
           The HPDS2 Procedure 
         Performance Information 
Host Node                     bda110      
Execution Mode                Distributed 
Number of Compute Nodes       8           
Number of Threads per Node    24          
 
Data Access Information 
Data               Engine    Role      Path 
EXA.TSTDAT1        ORACLE    Input     Parallel, Asymmetric   ! ! ! EP 
WORK.TSTDAT4OUT    V9        Output    To Client            
 
Procedure Task Timing 
Task                                    Seconds     Percent 
Startup of Distributed Environment         4.87     100.0% 
 
DS2	
  #5	
  –	
  Parallel	
  read+write	
  via	
  SAS	
  EP	
  w/	
  DOP=36	
  	
  
LOG 
63 1414877412 no_name 0 HPDS2    
ORACLE_16: Prepared: on connection 0 64 1414877412 no_name 0 HPDS2    
SELECT * FROM TSTDAT1 65 1414877412 no_name 0 HPDS2    
  66 1414877412 no_name 0 HPDS2    
  67 1414877412 no_name 0 HPDS2    
ORACLE_17: Prepared: on connection 1 68 1414877412 no_name 0 HPDS2    
SELECT * FROM TSTDAT1OUT 69 1414877412 no_name 0 HPDS2    
  70 1414877412 no_name 0 HPDS2    
52         proc hpds2 in=exa.tstdat1 out=exa.tstdat1out; 
53            performance effectiveconnections=36 details; 
54            data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
55         run; 
 
NOTE: The HPDS2 procedure is executing in the distributed computing environment 
with 8 worker nodes. 
NOTE: The data set EXA.TSTDAT1OUT has 40 observations and 14 variables. 
NOTE: Connected to: host= saspdb user= hps database= . 
…. 
NOTE: SELECT "X1", "X2", "X3", "X4", "X5", "X6", "X7", "X8", "X9", "X10", "G1", 
"G2", "I", "Y" from hps.TSTDAT1 
NOTE: table gridtf.out;dcl double "X1";dcl double "X2";dcl double "X3";dcl 
double "X4";dcl double "X5";dcl double "X6";dcl double  
"X7";dcl double "X8";dcl double "X9";dcl double "X10";dcl double "G1";dcl 
double "G2";dcl double "I";dcl varchar(48) "TY"; dcl  
char(48) CHARACTER SET "latin1" "Y"; drop "TY";method run();set sasep.in;"Y" =  
"TY";output;end;endtable; 
NOTE: create table sashpatemp1024196612_27161 parallel(degree 36) as select * 
from table( SASEPFUNC( cursor( select /*+  
PARALLEL(hps.TSTDAT1,36) */ "X1", "X2", "X3", "X4", "X5", "X6", "X7", "X8", 
"X9", "X10", "G1", "G2", "I", "Y" as "TY" from  
hps.TSTDAT1), '*SASHPA*', 'GRIDWRITE', 'matchmaker=bda110:31054 port=20880 
debug=2', 'future' ) ) 



	
  

	
  

NOTE: Connected to: host= saspdb user= hps database= . 
NOTE: Running with preserve_tab_names=no or unspecified. Mixed case table names 
are not permitted. 
NOTE: table sasep.out;dcl double "X1";dcl double "X2";dcl double "X3";dcl 
double "X4";dcl double "X5";dcl double "X6";dcl double  
"X7";dcl double "X8";dcl double "X9";dcl double "X10";dcl double "G1";dcl 
double "G2";dcl double "I";dcl char(48) CHARACTER SET  
"latin1" "Y";method run();set gridtf.in;output;end;endtable; 
NOTE: create table hps.TSTDAT1OUT parallel(degree 36) as select * from table( 
SASEPFUNC( cursor( select /*+ PARALLEL( dual,36) */ *  
from dual), '*SASHPA*', 'GRIDREAD', 'matchmaker=bda110:10457 port=11448 
debug=2', 'future') ) 
 

LST	
  
           The HPDS2 Procedure 
         Performance Information 
Host Node                     bda110      
Execution Mode                Distributed 
Number of Compute Nodes       8           
Number of Threads per Node    24          
 
Data Access Information 
Data              Engine    Role      Path 
EXA.TSTDAT1       ORACLE    Input     Parallel, Asymmetric   ! ! ! EP 
EXA.TSTDAT1OUT    ORACLE    Output    Parallel, Asymmetric   ! ! ! EP 
 
Procedure Task Timing 
Task                                    Seconds     Percent 
Startup of Distributed Environment         4.81     100.0%  
	
  
Using	
  sqlmon	
  (Performance	
  -­‐>	
  SQL	
  Monitoring)	
  from	
  Oracle	
  Enterprise	
  Manager,	
  
validate	
  whether	
  the	
  DOP	
  is	
  set	
  as	
  expected.	
  	
  	
  
	
  

	
  
Figure	
  13:	
  SQL	
  Monitoring	
  to	
  validate	
  DOP=36	
  was	
  in	
  effect	
  



	
  

	
  

Performance	
  Considerations	
  
Recall	
  the	
  2	
  test	
  configurations:	
  

• SYD:	
  18	
  node	
  BDA	
  (48GB	
  RAM/node	
  
• SCA:	
  9	
  node	
  BDA	
  (96GB	
  RAM/node)	
  	
  

SCA	
  was	
  a	
  smaller	
  cluster	
  but	
  had	
  more	
  memory	
  per	
  node.	
  	
  Table	
  1	
  below	
  show	
  the	
  
results	
  of	
  a	
  job	
  stream	
  for	
  each	
  configuration	
  with	
  2	
  very	
  large	
  but	
  differently	
  sized	
  
data	
  sets.	
  
As	
  expected,	
  the	
  PROCs	
  which	
  had	
  high	
  compute	
  components	
  demonstrated	
  
excellent	
  scalability	
  where	
  SYD	
  with	
  18	
  nodes	
  performed	
  almost	
  twice	
  as	
  fast	
  as	
  SCA	
  
with	
  9	
  nodes.	
  	
  
Chart	
  Data	
  (in	
  seconds)	
  
HDFS	
   SYD(18	
  nodes,	
  48GB)	
   SCA(9	
  nodes,	
  96GB)	
  
Synth01	
  –	
  1107vars,	
  
11.795M	
  obs,	
  106GB	
  

	
   	
  

create	
   216	
   392	
  
scan	
   24	
   40	
  

hpcorr	
   292	
   604	
  
hpcountreg	
   247	
   494	
  

hpreduce(unsupervised)	
   240	
   460	
  
hpreduce(supervised)	
   220	
   441	
  

	
   	
   	
  
Synth02	
  –	
  1107	
  vars,	
  
73.744M	
  obs,	
  660GB	
  

	
   	
  

create	
   1255	
   2954	
  
scan	
   219	
   542	
  

hpcorr	
   1412	
   3714	
  
hpcountreg	
   1505	
   3353	
  

hpreduce(unsupervised)	
   1902	
   3252	
  
hpreduce(supervised)	
   2066	
   3363	
  

Table	
  1:	
  	
  Big	
  Data	
  Appliance:	
  Full	
  vs	
  Half	
  Rack	
  Scalability	
  for	
  SAS	
  High	
  Performance	
  Analytics	
  +	
  HDFS	
  

The	
  results	
  are	
  presented	
  in	
  chart	
  format	
  for	
  easier	
  viewing	
  	
  

	
  
Chart	
  1:	
  	
  18	
  nodes(blue):	
  ~2X	
  faster	
  than	
  9	
  nodes(red)	
  

	
  
Chart	
  2:	
  Larger	
  data	
  set,	
  73.8M	
  rows	
  



	
  

	
  

	
  
Infiniband	
  vs	
  10GbE	
  Networking	
  
Using	
  the	
  2	
  most	
  CPU,	
  memory	
  and	
  data	
  
intensive	
  procs	
  in	
  the	
  test	
  set	
  (hpreduce),	
  a	
  
comparison	
  of	
  performance	
  was	
  done	
  on	
  
SYD	
  using	
  the	
  public	
  network	
  10GbE	
  
interfaces	
  versus	
  the	
  private	
  Infiniband	
  
interfaces.	
  	
  	
  Table	
  2	
  shows	
  that	
  the	
  same	
  
tests	
  over	
  IB	
  were	
  almost	
  twice	
  as	
  fast	
  as	
  
10GbE.	
  	
  This	
  is	
  a	
  very	
  compelling	
  
performance	
  value	
  point	
  for	
  the	
  integrated	
  
IB	
  network	
  fabric	
  standard	
  in	
  the	
  Oracle	
  
Engineered	
  Systems	
  
	
  
HDFS	
   SYD	
  w/	
  Infiniband	
   SYD	
  w/	
  10GbE	
  
Synth02	
  –	
  1107	
  vars,	
  
73.744M	
  obs,	
  660GB	
  

	
   	
  

hpreduce(unsupervised)	
   1902	
   4496	
  
hpreduce(supervised)	
   2066	
   3370	
  

Table	
  2:	
  Performance	
  is	
  almost	
  twice	
  as	
  good	
  for	
  SAS	
  hpreduce	
  over	
  Infiniband	
  versus	
  10GbE	
  

Oracle	
  Exadata	
  Parallel	
  Data	
  Extraction	
  
In	
  the	
  SCA	
  configuration,	
  SAS	
  HPA	
  tests	
  running	
  on	
  
the	
  Big	
  Data	
  Appliance	
  used	
  the	
  Oracle	
  Exadata	
  
Database	
  as	
  the	
  data	
  source	
  in	
  addition	
  to	
  HDFS.	
  	
  
SAS	
  HPA	
  parallel	
  data	
  extractors	
  for	
  Oracle	
  DB	
  were	
  
used	
  in	
  modeling	
  performance	
  at	
  varying	
  Degrees	
  of	
  
Parallelism	
  (DOP).	
  	
  Chart	
  4	
  to	
  the	
  right	
  shows	
  nice	
  
scalability	
  as	
  DOP	
  is	
  increased	
  from	
  32	
  up	
  to	
  96.	
  	
  
Table	
  3	
  below	
  provides	
  the	
  data	
  points	
  for	
  DOP	
  
testing	
  for	
  the	
  2	
  differently	
  sized	
  tables.	
  
	
  
	
   	
  

Chart 3: 18 node config: ~2X performance Infiniband vs. 10GbE 

Chart	
  4:	
  Exadata	
  Scalability	
  



	
  

	
  

	
  
Exadata	
   DOP=32	
   DOP=48	
   DOP=64	
   DOP=96	
  
Synth01	
  –	
  907	
  vars,	
  
11.795M	
  obs,	
  86	
  GB	
  

	
   	
   	
   	
  

create	
   330	
   299	
   399	
   395	
  
Scan(read)	
   748	
   485	
   426	
   321	
  

hpcorr	
   630	
   448	
   349	
   256	
  
hpcountreg	
   1042	
   877	
   782	
   683	
  
hpreduce	
  

(unsupervised)	
  
880	
   847	
   610	
   510	
  

hpreduce	
  (supervised)	
   877	
   835	
   585	
   500	
  
	
   	
   	
   	
   	
  
Synth02	
  –	
  907	
  vars,	
  
23.603M	
  obs,	
  173GB	
  

	
   	
   	
   	
  

create	
   674	
   467	
   432	
   398	
  

Scan(read)	
   1542	
   911	
   707	
   520	
  
hpcorr	
   1252	
   893	
   697	
   651	
  

hpcountreg	
   2070	
   1765	
   1553	
   1360	
  
hpreduce	
  

(unsupervised)	
  
2014	
   1656	
   1460	
   1269	
  

hpreduce	
  (supervised)	
   2005	
   1665	
   1450	
   1259	
  

Table	
  3:	
  Oracle	
  Exadata	
  Scalability	
  Model	
  for	
  SAS	
  High	
  Performance	
  Analytics	
  Parallel	
  Data	
  Feeders	
  

	
  
Monitoring	
  &	
  Tuning	
  Considerations	
  
Memory	
  Management	
  and	
  Swapping	
  
In	
  general,	
  memory	
  utilization	
  will	
  be	
  the	
  most	
  likely	
  pressure	
  point	
  on	
  the	
  system	
  
and	
  thus	
  memory	
  management	
  will	
  be	
  of	
  high	
  order	
  importance.	
  	
  Memory	
  
configuration	
  suggestions	
  can	
  vary	
  because	
  requirements	
  are	
  uniquely	
  dependent	
  
on	
  the	
  problem	
  set	
  at	
  hand.	
  	
  
	
  
The	
  SYD	
  configuration	
  had	
  48GB	
  RAM	
  in	
  each	
  node.	
  	
  While	
  some	
  guidelines	
  suggest	
  
higher	
  memory	
  configurations,	
  many	
  real	
  world	
  scenarios	
  often	
  utilize	
  much	
  less	
  
than	
  the	
  “recommended”	
  amount.	
  	
  Below	
  are	
  2	
  scenarios	
  that	
  operate	
  on	
  a	
  660+	
  GB	
  
data	
  set–	
  one	
  that	
  exhibits	
  memory	
  pressure	
  in	
  this	
  lower	
  memory	
  configuration	
  
and	
  one	
  that	
  doesn’t.	
  	
  Conversely,	
  some	
  workloads	
  do	
  require	
  much	
  higher	
  than	
  the	
  
“recommended”	
  amount.	
  	
  	
  The	
  area	
  of	
  memory	
  resource	
  utilization	
  will	
  likely	
  be	
  one	
  
of	
  the	
  top	
  system	
  administrative	
  monitoring	
  priorities.	
  
	
  



	
  

	
  

In	
  Figure	
  14,	
  	
  top(1)	
  output	
  is	
  shown	
  for	
  a	
  single	
  node	
  showing	
  46GB	
  	
  of	
  49GB	
  
memory	
  used	
  and	
  confirmed	
  by	
  gridmon	
  both	
  in	
  total	
  memory	
  used	
  ~67%	
  and	
  the	
  
teal	
  bar	
  in	
  each	
  grid	
  node	
  which	
  indicates	
  memory	
  utilization.	
  

	
  
Figure	
  14:	
  SAS	
  HPA	
  job	
  exhibiting	
  memory	
  pressure	
  

	
  
Figure	
  15	
  shows	
  an	
  example	
  where	
  the	
  memory	
  requirement	
  is	
  low	
  and	
  fits	
  nicely	
  
into	
  a	
  lower	
  memory	
  cluster	
  configuration;	
  only	
  3%	
  of	
  the	
  total	
  memory	
  across	
  the	
  
cluster	
  is	
  being	
  utilized	
  (~30GB	
  total	
  shown	
  in	
  Figure	
  15).	
  	
  This	
  instance	
  of	
  ,	
  SAS	
  
hpcorr,	
  does	
  not	
  need	
  to	
  fit	
  the	
  entire	
  dataset	
  into	
  memory	
  	
  	
  	
  	
  



	
  

	
  

	
  
Figure	
  15:	
  SAS	
  HPA	
  job	
  with	
  same	
  data	
  set	
  but	
  does	
  not	
  exhibit	
  memory	
  pressure	
  

Swap	
  Management	
  
By	
  default,	
  swapping	
  is	
  not	
  enabled	
  on	
  the	
  Big	
  Data	
  Appliance.	
  	
  It’s	
  highly	
  
recommended	
  that	
  swapping	
  be	
  enabled	
  unless	
  memory	
  utilization	
  for	
  cumulative	
  
SAS	
  workloads	
  is	
  clearly	
  defined.	
  To	
  enable	
  swapping,	
  run	
  the	
  command,	
  
bdaswapon.	
  	
  Once	
  enabled,	
  Cloudera	
  Manager	
  will	
  display	
  the	
  amount	
  of	
  space	
  
allocated	
  for	
  each	
  node:	
  



	
  

	
  

	
  
Figure	
  16:	
  Cloudera	
  Manager,	
  Hosts	
  View	
  with	
  Memory	
  and	
  Swap	
  Utilization	
  

	
  
The	
  BDA	
  is	
  a	
  bit	
  lenient	
  where	
  a	
  swapping	
  host	
  may	
  stay	
  green	
  for	
  longer	
  than	
  
“acceptable”	
  so	
  modifying	
  these	
  thresholds	
  may	
  warrant	
  consideration.	
  	
  	
  See	
  “Host	
  
Memory	
  Swapping	
  Thresholds”	
  under	
  Hosts	
  -­‐>	
  Configuration	
  -­‐>	
  Monitoring.	
  	
  Note:	
  
these	
  thresholds	
  and	
  warnings	
  are	
  informational	
  only.	
  	
  	
  No	
  change	
  in	
  behavior	
  for	
  
services	
  will	
  occur	
  if	
  these	
  thresholds	
  are	
  exceeded. 

 
Scrolling	
  down,	
  you	
  can	
  see-­‐	
  this	
  means	
  that	
  there	
  is	
  no	
  “critical”	
  threshold	
  however	
  
this	
  is	
  overridden	
  at	
  5M	
  pages	
  (pages	
  are	
  4K	
  or	
  ~20GB).	
  	
  One	
  strategy	
  would	
  be	
  to	
  
set	
  the	
  warning	
  threshold	
  to	
  be	
  1M	
  pages	
  or	
  higher.	
  



	
  

	
  

	
  
Figure	
  17:	
  Cloudera	
  Manager,	
  Host	
  Memory	
  Swapping	
  Threshold	
  Settings 
Again,	
  memory	
  management	
  is	
  the	
  area	
  most	
  likely	
  to	
  require	
  careful	
  monitoring	
  
and	
  management.	
  	
  In	
  high	
  memory	
  pressure	
  situations,	
  consider	
  reallocating	
  
memory	
  among	
  installed	
  and	
  running	
  Cloudera	
  services	
  to	
  ensure	
  that	
  servers	
  do	
  
not	
  run	
  out	
  of	
  memory	
  even	
  under	
  heavy	
  load.	
  Do	
  this	
  by	
  checking	
  and	
  configuring	
  
the	
  max	
  memory	
  allowed	
  for	
  all	
  running	
  roles	
  and	
  services	
  and	
  generally	
  done	
  per	
  
service.	
  	
  
	
  
On	
  every	
  host	
  webpage	
  in	
  Cloudera	
  Manager,	
  click	
  on	
  Resources	
  and	
  then	
  scroll	
  
down	
  to	
  Memory	
  to	
  see	
  what	
  roles	
  on	
  that	
  host	
  are	
  allocated	
  how	
  much	
  memory.	
  
The	
  bulk	
  of	
  the	
  memory	
  for	
  most	
  nodes	
  is	
  dedicated	
  to	
  YARN	
  NodeManager	
  MR	
  
Containers.	
  To	
  reduce	
  the	
  amount	
  of	
  allocated	
  memory,	
  navigate	
  from	
  Service	
  name	
  
-­‐>	
  Configuation	
  -­‐>	
  Role	
  Name	
  -­‐>	
  Resource	
  Management;	
  from	
  here	
  memory	
  
allocated	
  to	
  all	
  roles	
  of	
  that	
  type	
  can	
  be	
  configured	
  (there	
  is	
  typically	
  a	
  default	
  along	
  
with	
  overrides	
  for	
  some	
  or	
  all	
  specific	
  role	
  instances).	
  
	
  
Using	
  the	
  SAS	
  gridmon	
  utility	
  in	
  conjunction	
  to	
  monitor	
  the	
  collective	
  usage	
  of	
  the	
  
SAS	
  processes.	
  	
  Navigate	
  from	
  the	
  Job	
  Menu	
  -­‐>	
  Totals	
  to	
  display	
  overall	
  usage	
  
The	
  operating	
  HDFS	
  data	
  set	
  size	
  below	
  is	
  660GB,	
  which	
  is	
  confirmed	
  in	
  the	
  memory	
  
usage.	
  	
  

	
  
Figure	
  18:	
  	
  SAS	
  gridmon	
  with	
  Memory	
  Totals	
  

	
  



	
  

	
  

Oracle	
  Exadata	
  –	
  Degree	
  of	
  Parallelism,	
  	
  Load	
  Distribution	
  	
  
In	
  general,	
  there	
  are	
  2	
  parameters	
  that	
  warrant	
  consideration:	
  

• Degree	
  of	
  Parallelism	
  (DOP)	
  
• Job	
  distribution	
  	
  

Use	
  SQL	
  Monitoring	
  from	
  Oracle	
  Enterprise	
  Manage	
  to	
  validate	
  that	
  the	
  database	
  
access	
  is	
  using	
  the	
  expected	
  degree	
  of	
  parallelism	
  (DOP)	
  AND	
  even	
  distribution	
  of	
  
work	
  across	
  all	
  of	
  the	
  RAC	
  nodes.	
  	
  The	
  key	
  thing	
  for	
  more	
  consistent	
  performance	
  is	
  
even	
  job	
  distribution.	
  	
  	
  
	
  
Default	
  Degree	
  of	
  Parallelism	
  (DOP)	
  –	
  A	
  general	
  starting	
  point	
  guideline	
  for	
  SAS	
  
in-­‐database	
  processing	
  is	
  to	
  start	
  with	
  a	
  DOP	
  that	
  is	
  less	
  than	
  or	
  equal	
  to	
  half	
  of	
  the	
  
total	
  cores	
  available	
  on	
  all	
  the	
  Exadata	
  compute	
  nodes.	
  	
  	
  Current,	
  Exadata	
  Half	
  rack	
  
configurations	
  such	
  as	
  the	
  ones	
  used	
  in	
  the	
  joint	
  testing	
  have	
  96	
  cores	
  so	
  DOP	
  =	
  48	
  
is	
  a	
  good	
  baseline.	
  	
  From	
  the	
  performance	
  data	
  points	
  above,	
  using	
  a	
  higher	
  DOP	
  can	
  
lead	
  to	
  better	
  results	
  but	
  will	
  place	
  additional	
  resource	
  consumption	
  load	
  onto	
  the	
  
Exadata.	
  	
  	
  
	
  
The	
  DOP	
  can	
  be	
  set	
  in	
  2	
  ways	
  –	
  either	
  through	
  $HOME/.tkmpi.personal	
  via	
  the	
  
environment	
  variable,	
  TKMPI_DOP	
  
export	
  TKMPI_DOP=48	
  
OR	
  
By	
  effectiveconnections	
  pragma	
  in	
  HPDS2	
  –	
  example	
  above:	
  
/* DS2 #5 – Parallel read+write via SAS EP w/ DOP=36 */ 
proc hpds2 in=exa.tstdat1 out=exa.tstdat1out; 
   performance effectiveconnections=36 details;   
   data DS2GTF.out; method run(); set DS2GTF.in; end; enddata; 
run; 
Note:	
  The	
  environment	
  variable	
  will	
  override	
  the	
  effectiveconnections	
  setting.	
  
	
  
Job	
  Distribution	
  –	
  by	
  default,	
  the	
  query	
  may	
  not	
  distribute	
  evenly	
  across	
  all	
  the	
  
database	
  nodes	
  so	
  it’s	
  important	
  to	
  monitor	
  from	
  Oracle	
  Enterprise	
  Manager	
  as	
  to	
  
how	
  the	
  jobs	
  are	
  distributed	
  and	
  	
  matches	
  the	
  expected	
  DOP.	
  	
  If	
  DOP=8	
  is	
  specified,	
  
SQL	
  Monitor	
  may	
  show	
  a	
  DOP	
  of	
  8	
  over	
  2	
  RAC	
  instances.	
  	
  However,	
  the	
  ideal	
  
distribution	
  in	
  a	
  4	
  node	
  RAC	
  instance	
  would	
  be	
  a	
  distribution	
  of	
  2	
  jobs	
  on	
  each	
  of	
  4	
  
instances.	
  	
  
	
  
In	
  the	
  image	
  below,	
  the	
  DOP	
  is	
  shown	
  under	
  the	
  “Parallel”	
  column	
  and	
  the	
  number	
  
of	
  instances	
  that	
  are	
  used.	
  



	
  

	
  

	
  
Figure	
  19:	
  Oracle	
  Enterprise	
  Manager	
  -­‐	
  SQL	
  Monitoring	
  -­‐	
  Showing	
  Degree	
  of	
  Parallelism	
  and	
  Distribution	
  

	
  
If	
  the	
  job	
  parallelism	
  is	
  not	
  evenly	
  distributed	
  among	
  the	
  database	
  compute	
  nodes,	
  
there	
  are	
  several	
  methods	
  used	
  to	
  smooth	
  out	
  the	
  job	
  distribution.	
  	
  	
  There	
  are	
  
several	
  different	
  methods	
  but	
  one	
  option	
  is	
  to	
  modify	
  the	
  _parallel_load_bal_unit	
  
parameter.	
  
	
  
Before	
  making	
  this	
  change,	
  it’s	
  wise	
  to	
  get	
  a	
  performance	
  model	
  of	
  current	
  and	
  
repeatable	
  workload	
  to	
  ensure	
  that	
  this	
  change	
  does	
  not	
  produce	
  adverse	
  effects	
  (it	
  
should	
  not).	
  	
  	
  
	
  
The	
  SCA	
  Exadata	
  	
  was	
  configured	
  to	
  use	
  the	
  Multi-­‐tenancy	
  feature	
  in	
  Oracle	
  12c;	
  a	
  
Pluggable	
  Database	
  was	
  created	
  within	
  a	
  Container	
  Database	
  (CDB).	
  	
  This	
  
parameter	
  must	
  be	
  set	
  at	
  the	
  	
  CDB	
  level	
  and	
  is	
  shown	
  below.	
  	
  After	
  the	
  change,	
  the	
  
CDB	
  has	
  to	
  be	
  restarted.	
  	
  	
  



	
  

	
  

	
  
Figure20:	
  	
  Setting	
  database	
  job	
  distribution	
  parameter	
  

Summary	
  
The	
  goal	
  of	
  this	
  paper	
  was	
  to	
  provide	
  a	
  high	
  level	
  but	
  broad	
  reaching	
  view	
  for	
  
running	
  SAS	
  Visual	
  Analytics	
  and	
  SAS	
  High	
  Performance	
  Analytics	
  on	
  the	
  Oracle	
  Big	
  
Data	
  Appliance	
  and	
  with	
  Oracle	
  Exadata	
  Database	
  Machine	
  when	
  deploying	
  in	
  
conjunction	
  with	
  Oracle	
  database	
  services	
  .	
  
	
  
In	
  addition	
  to	
  laying	
  out	
  different	
  architectural	
  &	
  deployment	
  alternatives,	
  other	
  
aspects	
  such	
  as	
  installation,	
  configuration	
  and	
  tuning	
  guidelines	
  were	
  provided.	
  	
  	
  
Performance	
  and	
  scalability	
  proof	
  points	
  were	
  highlighted	
  showing	
  how	
  
performance	
  increases	
  could	
  be	
  achieved	
  as	
  more	
  nodes	
  are	
  added	
  to	
  the	
  computing	
  
cluster.	
  	
  	
  	
  And	
  database	
  performance	
  scalability	
  was	
  demonstrated	
  with	
  the	
  parallel	
  
data	
  loaders.	
  
	
  
For	
  more	
  information,	
  visit	
  oracle.com/sas	
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