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Overview

• Semantics Technology Characteristics

• Use Cases

• RDF Technical Update

• Planned Features



The Oracle 10g RDF Feature Delivers:

• The industry's first open, scalable, secure semantic
database

• An open and generic RDF data model and analysis
platform for semantic applications.

• Feature of Oracle Spatial (database option)

• Perform SQL-based access to triples and inferred data

• Support for user-defined rules, rule bases, rule indexes

• Support large graphs (billion of triples)

• Easily extensible by 3rd party tools/apps



Resource Description Framework (RDF)

• Originally conceived as W3C’s metadata model

• Document metadata for digital libraries, content rating, site maps, etc.

• Simple graph data model
• Leverages syntactic extensibility and modularity of XML namespaces

• Provides global extensibility through a common data model

• Directed labeled graph: “subject/property/object”
• Nodes are called “resources” and links “properties”

S1 O1

O2S2 P2

RDF Triples:

• {S1, P1, O1}

• {S1, P2, O2}

• {S2, P2, O2}

P2

P1



RDF in Oracle Spatial

• RDF data stored as a directed, logical graph
• Subjects and objects mapped to nodes, and

predicate to links that have subject start nodes
and object end nodes

• Links represent a complete RDF triple
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Why is this Useful?

• Designed to represent knowledge in a distributed world

• A method to decompose knowledge into small pieces,
with rules about the semantics of those pieces

• RDF data is self-describing; it “means” something

• Allows you to model and integrate DBMS schemas

• Allows you to integrate data from different sources
without custom programming

• Allows data re-use from multiple sources

• Supports decentralized data management

• Infer implicit relationships across data



Consultation with Industry Experts

• Tim Berners-Lee, W3C
• Jim Hendler, Univ. Maryland
• Ora Lassila, MIT
• Ian Horrocks, Univ. of Manchester
• Deborah McGuinness, Stanford Univ.
• Max Egenhofer, Univ. of Maine
• Mark Musen, Stanford Medical Informatics
• Amit Sheth, Univ. of Georgia
• Jerry Hobbs, USC
• Ralph Hodgson, Top Quadrant
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RDF Application Domains

• Military (Intelligence) Agencies

• Life Sciences

• Financial Risk Analysis

• Master Data Management

• Software Configuration



Analytical Intelligence Operations

• Unify and aggregate data from separate databases

• Store transactions between people

• Store objects moving in time and space

• Use text mining to extract knowledge from text (docs,
email, Web)

• Mostly used for graph search….

• Mature Systems: 10B triples (lower bound)



Integrated Bioinformatics Data

Source: Siderean Software



How big are RDF databases?

80 GB*

64 GB*

20 GB

  5 GB

DB size

     7 GB47 millionWikipedia

   80 GB*700 millionUniprot (Swiss Prot)

 100 GB*

   25 GB

Raw file
size

200 millionUniprot

600+ millionState Health Agencies

# of triplesDataset Name

* Estimated size

• Depends on data set characteristics such as average
length of URIs, degree of repetition of URIs, etc.
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Technical Features

• Storage model for data represented in RDF

• SQL-based query of RDF data

• Combining RDF queries with relational queries

• Native inferencing engine to infer new relationships
from RDF data

• Plans for the next release



Semantic Technology Stack

Standards

based



Technical Overview
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Storage: Highlights

• Stores <subject, predicate, object> triples
• Set of triples form an RDF/OWL graph (model)

• Optimized storage structure: repeated values stored only
once (uses normalization)

• Scales to very large datasets
• No limits to amount of data that can be stored

• Current users: 600Million+ triples (UTH)

• Can handle multiple lexical forms of the same value
• Ex: “0010”^^xsd:decimal and “010”^^xsd:decimal

• Maintains fidelity (user-specified lexical form)

• Supports long literal values



Storage and Load

• Load data in NTriple format into application table (bulk load,
insert statements)

• Application table links to model in internal semantic data store

• Multiple application tables and models can be created

…… …TRIPLE
(sdo_rdf_triple_s)

ID
(number)

Application table

Load Data
(and other DML)

Optional columns
for related
enterprise data

Semantic Data Store

Model



Query RDF Data

• SPARQL-like graph pattern embedded in SQL query

• Matches RDF/OWL graph patterns with patterns in stored data

• Returns a table of results

• Can use SQL operators/functions to process results

• Avoids staging when combined with queries on relational data

• Scales: millisecond query times for large data sets (10M+ triples)

                             SELECT …

                              FROM …, TABLE (

                                      SDO_RDF_MATCH invocation
                              ) t, …

                             WHERE …



:Sammy
:Martha

:Cathy
:Cindy

:Man :Woman

:hasFather :hasMother rdf:type

Query Example: Family Data

:Jack :Tom

:Janice:John

:Suzie :Matt

:hasSister



Query Example: Family Data

select x, y, name from

     TABLE(SDO_RDF_MATCH(

     ‘(:Tom :hasParent ?x)

      (?x     :hasFather ?y)

      (?y     :name         ?name)',

       SDO_RDF_Models('family'),

       .., .., ..));

Returns the name of Tom’s grandfather

:Jack :Tom

:Janice:John

:Suzie :Matt

“John D”

“John D”JohnMatt

NAMEYX



Combining RDF Queries with
Relational Queries

• Find salary and hiredate of Tom’s
grandfather(s)

• SELECT emp.name, emp.salary, emp.hiredate
FROM emp,  TABLE(SDO_RDF_MATCH(
                            ‘(:Tom :hasParent  ?y)
                             (?y     :hasFather  ?x)
                             (?x     :name          ?name)’,
                            SDO_RDF_Models(‘family'),
            …)) t
WHERE emp.name=t.name;



Inference: Overview

• Native inferencing for
• RDF, RDFS

• User-defined rules

• Rules are stored in rulebases

• RDF graph is entailed (new triples are inferred) by
applying rules in rulebase/s to model/s

• Inferencing is based on forward chaining: new triples
are inferred and stored ahead of query time



Inferencing

• RDFS Example:

              A rdf:type B, B rdfs:subClassOf C

            => A rdf:type C

            Ex: Matt rdf:type Father, Father rdfs:subClassOf Parent

            =>  Matt rdf:type Parent

• User-defined Rules Example:

             A :hasParent B, B :hasParent C

           => A :hasGrandParent C

           Ex: Tom :hasParent Matt, Matt :hasParent John

           =>  Tom :hasGrandParent John



:Sammy
:Martha

:Cathy
:Cindy

:Man :Woman

:hasFather :hasMother rdf:type

Query Example: Family Data

:Jack :Tom

:Janice:John

:Suzie :Matt

:hasSister



:Janice:John

:Sammy :Suzie :Matt :Martha

:Cathy :Jack :Tom :Cindy

:Man :Woman

:hasFather :hasMother rdf:type

Family Data: Inferred Triples

:hasSister:hasGrandParent

:hasParent



Query Example: Family Data

select y, name from TABLE(SDO_RDF_MATCH(

     ‘(:Tom :hasGrandParent ?y)

      (?y     :name         ?name)’

      (?y     rdf:type       :Male),

       SEM_Models('family'),

       SEM_Rulebases(‘family_rb),

       .., ..));

Returns the name of Tom’s grandfather

‘John D’John

NAMEY

:Jack :Tom

:Janice:John

:Suzie :Matt

“JohnD”“JohnD”Male



The following is intended to outline our general
product direction. It is intended for information
purposes only, and may not be incorporated into any
contract. It is not a commitment to deliver any
material, code, or functionality, and should not be
relied upon in making purchasing decisions.
The development, release, and timing of any
features or functionality described for Oracle’s
products remain at the sole discretion of Oracle.



Plans for the Next Release

• Fast bulk-load RDF/OWL data into the database
• Several times faster than 10.2.0.2 batch load

• Infer new triples with native OWL inferencing

• Faster query of RDF/OWL data and ontologies

• Ontology-Assisted Query of relational data



Native Inferencing with OWL (subset)

• Basics: class, subclass, property, subproperty, domain,
range, type

• Property Characteristics: transitive, symmetric,
functional, inverse functional, inverse

• Class comparisons: equivalence, disjointness

• Property comparisons: equivalence

• Individual comparisons: same, different

• Class expressions: complement



Ontology-Assisted Query: Overview

• Motivation
• Traditionally relationship between two terms is checked only

in a syntactic manner

• Need a new operator which can do semantic relationship
check by consulting an ontology

• Introduces two operators
• SEM_RELATED (<col>,<pred>, <ontologyTerm>,

                             <ontologyName> [,<invoc_id>])

• SEM_DISTANCE (<invoc_id>)  Ancillary Oper.



Ontology-assisted Query

Rheumatoid_Arthritis2

AIDS1

DIAGNOSISID

Patients_Data

Cancer Ontology

Enhances regular database
search via use of ontologies



Example: Query with Semantic Operators

SELECT id, diagnosis
FROM Patients_Data
WHERE SEM_RELATED ( diagnosis,
                                            ‘rdfs:subClassOf’,

     ‘Immunodeficiency_Syndrome’,
     ‘Cancer_ontology’, 1) = 1

      AND SEM_DISTANCE (1) <= 2;

Find <id, diagnosis> info for all patients who have been
diagnosed as afflicted with diseases of type
Immunodeficiency_Syndrome that are within a
specified distance from it.



Technical Overview Summary

• Semantic Technology support in the database
• Store RDF/OWL data and ontologies

• Infer new RDF/OWL triples via native inferencing

• Query RDF/OWL data and ontologies

• Ontology-Assisted Query of relational data



Scalability

• RDF & Spatial are Grid-enabled

• 32 and 64 bit processing

• Database clustering

• Multiple concurrent read/write sessions

• Multiple OS and Hardware Platform Support
• Solaris, Linux, Unix, Windows

• Back-up & recovery, fail over



Securing Semantic Data
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Resources

OTN Semantic Technologies Page
• White Papers (technical, business)

• Articles

• Discussion Forum

• Links to other germane sites

www.oracle.com/technology/tech/semantic_technol
ogies



We encourage you to use
The Information Company message at
the end of all your presentation.


